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Wise men in their bad hours have envied
The little people making merry like grasshoppers

In spots of sunlight, hardly thinking
Backward but never forward, and if they somehow

Take hold upon the future they do it
Half asleep, with the tools of generation

Foolishly reduplicating
Folly in thirty-year periods; they eat and laugh too,

Groan against labors, wars and partings,
Dance, talk, dress and undress; wise men have pretended

The summer insects enviable;
One must indulge the wise in moments of mockery.

Strength and desire possess the future,
The breed of the grasshopper shrills,

“What does the future matter, we shall be dead?”
Ah, grasshoppers,

Death's a �erce meadowlark: but to die having made
Something more equal to the centuries

Than muscle and bone, is mostly to shed weakness.
The mountains are dead stone, the people

Admire or hate their stature, their insolent quietness,
The mountains are not softened nor troubled

And a few dead men's thoughts have the same temper.

— Robinson Jeffers



Abstract

This thesis presents a comprehensive theoretical study of symmetries in robot dynamics, character-
izing them as foundational, physics-informed geometric priors that can signi�cantly enhance the
ef�ciency, generalization, and optimality of learning methods for dynamics modeling, optimal control,
and state estimation in robotics. Our main focus is on morphological symmetries—a previously
underexplored type of symmetry arising from regularities in a robot's morphology, associated with the
replication of kinematic structures and the balanced distribution of mass. In analytical methods, we
characterize how these symmetries extend to the robot's equations of motion, generalized mass matrix,
Jacobians, con�guration space, and the observation space of both proprioceptive and exteroceptive
sensor measurements. For data-driven methods, we characterize the conditions under which these
symmetries transform the problems of dynamics modeling, optimal control, and state estimation into
symmetry-constrained learning problems, where optimal models must satisfy strict invariance and
equivariance properties. Thus providing a clear theoretical justi�cation for exploiting symmetries in
these applications. To substantiate our claims, we present extensive empirical evidence in locomotion
and bimanual manipulation control, deterministic and probabilistic state estimation, and dynamics
modeling via transfer/Koopman operators, demonstrating that leveraging symmetry in robot learning
leads to signi�cant improvements in sample ef�ciency, generalization, and robustness. Lastly, to
facilitate the practical use of the theory and applications outlined in this work, we introduce two
open-access repositories,morpho_symm andsymm_learning , which provide a comprehensive
collection of tools and resources for symmetry exploitation in robot learning.

https://github.com/Danfoa/MorphoSymm
https://danfoa.github.io/symmetric_learning/
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Chapter 1

Introduction

In the last decade, robotics has witnessed an experimental revolution driven by the adoption of deep
learning methods to solve long-standing challenges in robot modelling, control, and estimation. Indeed,
many applications once thought to be decades away from resolution—such as legged locomotion,
dexterous manipulation, and autonomous driving—have proven attainable given vast amounts of data
and computational resources (Grigorescu et al., 2020; Kumar et al., 2016; Rudin et al., 2022).

However, expanding robotics into applications such as elderly care, household assistance, and last-
mile delivery demands stringent safety and generalization, neither of which can be achieved merely
by scaling compute and data (Roy et al., 2021; Sünderhauf et al., 2018). The high costs and risks of
data collection, limited computational budgets, and the gap between simulated and real-world data
remain key challenges, underscoring the need for learning approaches with greater sample ef�ciency,
robustness, and generalizability (Kaelbling, 2020; Roy et al., 2021; Sünderhauf et al., 2018).

Geometric Deep Learning (GDL)(Bronstein et al., 2021) has emerged as a unifying theoretical
paradigm showing that deep learning's success stems from the use ofNeural Network (NN)archi-
tectures designed to leverage thesymmetriesand structure of the data they process (Cohen et al.,
2019; Kondor and Trivedi, 2018; Weiler et al., 2021). From theGDL's perspective, the robustness
and sample ef�ciency of convolutional neural networks in computer vision, transformers in natural
language processing, and graph neural networks in particle physics arises from the architectures'
ability to exploit the grid structure of images, the sequential nature of language, and the graph structure
of particle interactions.

This thesis provides a comprehensive characterization of theGDL paradigm in robotics by identifying
foundational, “bitter-pilled” symmetry priors that are present in virtually every robot control task and
operational environment. These priors can therefore be leveraged across the core learning problems in
robotics: dynamics modelling, control, and estimation. The primary goal of this thesis is to present a
compelling theoretical and empirical argument for symmetry exploitation in robot learning, while
also providing practical tools and methods that enable practitioners to identify and incorporate these
symmetries in their own work.

To this end, the thesis theoretically characterizes how symmetries of Newtonian/classical mechanics
can be used to improve the data ef�ciency, generalization, and optimality of learning algorithms
in robotics, and provides substantial empirical evidence supporting these claims. Crucially, the
analysis covers the rotational and translational symmetries commonly exploited in mechanical-system
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gs

( q ; _q ) ( gs . Q q ; g s . Tq Q _q )

Figure 1.1 Illustration of the spatial symmetries of the Atlas humanoid robot. Left: Depiction of the robot's
bilateral re�ection morphological symmetry. This symmetry enables a feasible recon�guration of the robot's
con�guration state (q; _q) to a re�ected state (gs . Q q; gs . Tq Q _q) that exhibits equivalent dynamics up to re�ection.
Right: Invariance of classical mechanics under environmental symmetry transformations, corresponding to rigid
transformations of the chosen inertial reference frame leaving the underlying dynamics invariant.

modelling and control (Bloch et al., 1996; Wieber, 2006), while extending beyond them to a broader
class of symmetries arising from regularities in robot morphology. We refer to these asmorphological
symmetriesand constitute the main focus of this thesis.

To facilitate the practical adoption of symmetry exploitation in robotics, this work is accompanied by
two software libraries,morpho_symm andsymm_learning , which provide tools for identifying
and leveraging symmetry priors in robotic systems.

1.1 Which symmetries arise in robot dynamics?

To no surprise, the symmetries of robot dynamics are exactly those of Newtonian (classical) mechanics,
which are responsible for the invariance of Newton's equations of motion to changes in the chosen
inertial reference frame and the direction of time. Speci�cally, these symmetries—characterized
algebraically by the seminal works of Emmy Noether and Henri Poincaré (Noether, 1983; Poincaré,
1905)—consist ofspatial symmetries: rigid translations, rotations, and re�ections in3-dimensional
space; and temporal symmetries: time translations and time re�ection/reversal.

Symmetries of Robot Dynamics

Spatial Symmetries Temporal Symmetries

Environmental/Base Morphological Time-Reversal Time-Translation

Figure 1.2 Taxonomy of symmetries in robot dynamics.

When studying the dynamics of a speci�c robotic system, the interplay between a robot's morphology
and classical mechanics enables the manifestation of spatial symmetries in two distinct ways:envi-
ronmental/base symmetriesandmorphological symmetries. Environmental/base symmetries—often
referred to as base symmetries in the context of �oating-base robots (Bloch et al., 1996), and more
generally interpretable as reference-frame symmetries—represent the standard interpretation of spatial

https://github.com/Danfoa/MorphoSymm
https://danfoa.github.io/symmetric_learning/
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Figure 1.3 Morphological symmetry group of the Mini-Cheetah quadruped robot (Katz et al., 2019), de�ned by
the cuboid symmetry group G = f e; gs j g2

s = eg � f e; gt j g2
t = eg � f e; gf j g2

f = eg of order 8, generated by
re�ections with respect to the robot's sagittal ( gs ), transversal (gt ), and frontal (gf ) planes. In practice, these 8
symmetries imply that for any given robot state, there exist 7 distinct symmetric states with equivalent dynamics.
Consequently, the robot can locomote with its torso oriented forward, backward, left, right, or even upside down
(see animation). The output of any dynamics model, control policy, or state-estimation model at a particular state
can be transferred to the other 7 symmetric states by applying the corresponding symmetry transformation. For
this robot, any locomotion control policy is optimal only if it performs equivalently across all 8 symmetric states.

symmetries as rigid transformations of the environment, or equivalently of the chosen inertial reference
frame, that leave the underlying dynamics invariant (see�g. 1.1-right). Morphological symmetries,
on the other hand, are recon�gurations of the robot's body that allow the robot to mimic some of these
spatial rigid transformations and consequently also represent transformations that leave the underlying
dynamics invariant (see�g. 1.1-left). These symmetries are enabled by intrinsic regularities of the
robot's morphology, associated with replications of kinematic chains and balanced distributions of
mass.

The simplest and most common example of a morphological symmetry is the bilateral/sagittal
symmetry in humans, and the majority of robotic systems, where each side of the body is a mirror
image of the other. This symmetry allows individuals to easily mimic a mirrored body pose by simply
reorienting the torso and permuting the roles of their arms and legs (see�g. 1.1-left). While this
bilateral symmetry is ubiquitous in both biological and robotic systems (Gupta et al., 2021; Holló,
2017), robots can exhibit a broader number of such symmetries. For instance, certain quadruped
robots have the ability to mimic up to eight distinct spatial transformations, as illustrated in this
animationand�g. 1.3-left.

The literature of symmetry exploitation in robotics has largely focused on environmental symmetries,
with the primary goal being constructing dynamics models (Brehmer et al., 2024; Kim et al., 2023),
control policies (Brehmer et al., 2024; Wang et al., 2023a, 2024), perception modules (Lin et al.,
2024; Zhang et al., 2024), and state-estimation pipelines (Barrau and Bonnabel, 2018; Hartley et al.,
2020) that are invariant to changes in the chosen inertial reference frame (Ghaffari et al., 2022), that is,
invariant to environmental symmetry transformations (see�g. 1.1-right). In contrast, there is a clear
gap in the robotics literature covering the formal characterization and exploitation of morphological
symmetries. As a consequence, this thesis aims to tackle two goals: (i) to satisfy the requirements of
a PhD, by writing a thesis describing our original research; and (ii) to �ll the literature gap by proving
a comprehensive and self-contained characterization of spatial symmetries in robotics, aiming to be
both theoretically rigorous and accessible and intuitive for practitioners.

https://danfoa.github.io/MorphoSymm/static/animations/mini_cheetah-C2xC2xC2-symmetries_anim_static.gif?utm_source=source
https://danfoa.github.io/MorphoSymm/static/dynamic_animations/mini-cheetah_animation_C2xC2xC2.gif
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1.2 Motivation: why exploiting symmetries matter in robot learning?

The primary motivation for studying and leveraging these symmetries is that they provide a powerful
geometric prior for modelling and controlling the temporal evolution of a robot. Speci�cally, for any
given robot state, the optimal predictions of a dynamics model, control policy, or state-estimation
model can be directly transferred to all symmetry-related states; see�gs. 1.1 and1.3.

To build intuition, consider the following scenario: you are walking toward a target and encounter
an obstacle with your right leg, causing you to stumble. The optimal visuomotor control re-
sponse—needed to react, regain balance, and replan your trajectory—is essentially a re�ected version
of the response you would execute if the same event occurred with your left leg. This is because the
dynamics of both mirrored body poses at the moment of contact are equivalent (up to a re�ection)
(�g. 1.1-left). As a result, the processes of state estimation, planning, and control that your brain
undertakes in one event are related by a symmetry transformation to those in the mirrored event. This
same reasoning applies to any humanoid, bimanual manipulator, or quadruped robot with bilateral
symmetry, as well as to robots with a greater number of morphological symmetries (see�g. 1.3).

To ground this intuition theoretically, inchapters 6to 8 we examine the implications of symmetry
priors for the three core learning problems in robotics: dynamics modelling, optimal control, and
state estimation; which we formulate in their most general form as approximations of conditional
probability distributions. We �nd that for a robotic system with an environmental or morphological
symmetry groupG—such as the re�ection group of Atlas in�g. 1.1 or the cuboid symmetry group of
Mini Cheetah in�g. 1.3—the following properties hold:

h Optimal modelling: Robot dynamics modelling should be treated as a symmetry-constrained
learning problem, since the set of optimal stochastic dynamics models is restricted to a subset
of G-invariant models (seeprop. 6.1).

h Optimal estimation: Probabilistic state estimation should likewise be treated as a symmetry-
constrained learning problem, as the set of optimal estimation models is restricted to a subset
of G-invariant state-estimation models (seeprop. 7.1). In the case of deterministic inference,
optimal models are constrained to beG-equivariant.

h Optimal control: Optimal control should be formulated as a symmetry-constrained learning
problem, since any optimal stochastic control policy must beG-invariant (corollary 8.2), and any
optimal deterministic control policy must beG-equivariant or a combination ofG-equivariant
policies (seecorollary 8.3).

We argue that these theoretical results are satis�ed by virtually any control task and operational
environment for a robot with a morphological or environmental symmetry group, and provide
substantial empirical evidence of the bene�ts of symmetry exploitation in the applications of robot
locomotion and bimanual manipulation.

A practitioner's intuition To further motivate the reader we provide grounded intuitions for the
two core applications in robotics: locomotion and manipulation.

h Symmetry aware locomotion: If you aim to learn a locomotion policy that is capable of
overcoming inertial and moving disturbances—e.g., carrying a grocery bag with one arm,
hitting an obstacle with your right shoulder, a malfunctioning actuator in the left leg—and you
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believe the symmetry transformed disturbance is equally likely to occur in practice (�g. 3.3)—
e.g., carrying the bag with the other arm, hitting the obstacle with the left shoulder, an actuator
malfunction on the right leg—then you should leverage spatial symmetries.

h Symmetry aware manipulation: The dynamics of in-hand manipulation with a left hand are
equivalent to the dynamics of in-hand manipulation with the right hand, up to re�ection for
any object. If you desire your bimanual manipulation policy to be ambidextrous, you should
leverage spatial symmetries (seesections 8.3.1and8.3.2).

1.3 Related work

Structural symmetries in physics

The morphological symmetries studied here closely parallel structural (point-group) symmetries in
particle physics (Dresselhaus et al., 2007, 8.3), which arise from the replication of identical particles
or atoms in molecules and crystals. The principles and methods for exploiting these symmetries
in atomistic and molecular dynamics (Cornwell, 1997; Jumper et al., 2021; Klein et al., 2023; Noé
et al., 2020) are transferable to robotics. However, their implications in robotics diverge from those
in physics for which symmetries primarily inform modeling and estimation, while in robotics, they
serve to inform both modelling and control. Furthermore, a robot morphology is typically stable
and engineered, making these symmetries a persistent inductive bias—unlike in physics, where
symmetries can change with particle gain or loss.

Symmetry exploitation in robotics

Environmental symmetries Most modern robotics literature leveraging symmetries in robotics
learning focuses on the full group of Euclidean isometries of Newtonian/classical mechanics,E3,
or on one of its subgroups. These works aim to learn control policies (Brehmer et al., 2024; Kim
et al., 2023; Wang et al., 2023a, 2024; Zhu et al., 2023), perception modules (Lin et al., 2024; Zhang
et al., 2024), and state-estimation pipelines (Barrau and Bonnabel, 2018; Hartley et al., 2020) that
are equivariant or invariant to rotations, translations, and re�ections in 2D or 3D operational spaces
(Rezaei-Shoshtari et al., 2022; Wang et al., 2023a). The main goal of these approaches is to respect the
manifold structure ofE3 and to design data-driven models that are invariant to the choice of inertial
reference frame (Ghaffari et al., 2022) (�g. 3.2-a).

In the context of �oating-base robotic systems—e.g., humanoids, quadrupeds, aerial vehicles, and
space vehicles—environmental symmetries are often referred to asbase symmetries(Bloch et al.,
1996; Mishra, 2025; Murray et al., 2017). They have been extensively studied for the design of analytic
dynamics models, state estimation, and optimal control policies that areE3-equivariant (Ghaffari
et al., 2022; Mishra, 2025), in accordance with the Euclidean isometries of classical mechanics. These
works present an analysis, similar in spirit to that ofchapter 3, of the structural properties of the
Lagrangian formulation of robot dynamics in the presence of symmetries. However, they rely heavily
on a differential-geometric formulation of mechanics and focus exclusively on the implications of
environmental/base symmetries. In contrast, this thesis presents a group-theoretic characterization
of the implications of symmetries in Lagrangian mechanics, covering both environmental/base and
morphological symmetries. The latter being the core focus of this work.
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Morphological symmetries Prior to the formalization of morphological symmetries in (Ordoñez-
Apraez et al., 2022; Ordoñez-Apraezet al., 2025), most research focused exclusively on humanoid
bilateral symmetry. Early work byYeh et al.(2019) exploited human re�ection symmetry to im-
prove pose estimation performance and sample ef�ciency. The SMPL and SMPL-X body models
subsequently incorporated re�ection symmetry into their parametrization, enabling its use in pose
estimation, body modeling, and character control (Loper et al., 2015; Pavlakos et al., 2019). In control,
(Finzi et al., 2021; van der Pol et al., 2020) explored equivariantNNs for symmetry-aware control,
while (Abdolhosseini et al., 2019; Finzi et al., 2021; Ordoñez-Apraez et al., 2022) provided the �rst
empirical qualitative and quantitative evidence of the bene�ts of bilateral symmetry exploitation in
humanoid locomotion learning.

Recent work has expanded the study of morphological symmetries to more complex robot morpholo-
gies and larger symmetry groups. In locomotion, (Ding and Gan, 2024) uses harmonic analysis to
reveal diverse quadrupedal gait patterns, echoing the approach of (Ordoñez-Apraezet al., 2024). (Su
et al., 2024) leverages re�ection symmetry in quadruped robots for model-free reinforcement learning,
leading toBao et al.(2025); Cathomen et al.(2025), who exploit the Klein-four/rectangle symmetry
group,K4 (see�g. 2.1), of the Anymal quadruped to learn approximatelyK4-equivariant policies,
signi�cantly improving sample ef�ciency and optimality. In estimation,Martinez et al.(2026) utilize
equivariance constraints on the robot's generalized mass matrix to enhance receding-horizon estima-
tion of inertial parameters and disturbances, showing that the morphological symmetry prior is crucial
for optimal system identi�cation. (Xie et al., 2024) introduces a symmetry-aware graphNN that
exploits both morphological symmetry and kinematic structure, yielding state estimation performance
that consistently surpasses standard baselines, highlighting the relevance of topological deep learning
(Hajij et al., 2022) in robotics. In manipulation,Brehmer et al.(2024); Li et al. (2025); Zhang et al.
(2026) leverage the re�ection symmetry of bimanual manipulators in model-free reinforcement and
imitation learning, resulting in approximately and exactly ambidextrous manipulation control policies
that demonstrate consistent gains in sample ef�ciency, and control optimality.

Symmetries as local regularization priors A considerable body of recent work uses symmetry
groups as regularization priors to improve the performance of learned control policies for robotic
manipulation. For instance,Wang et al.(2022a) promotes two-dimensional rotational equivariance
of a manipulator policy on a workspace plane, i.e.,SO2-equivariance;Wang et al.(2024, 2026)
promote rotation and translation equivariance, i.e.,SE3-equivariance; andYang et al.(2024) promotes
three-dimensional rotation, translation, and scale equivariance, i.e.,SIM3-equivariance. These
regularization strategies have been shown to be effective in speci�c manipulation tasks and constrained
operational settings. However, the way these works leverage local symmetries as regularization priors
differs substantially from the concept of symmetry exploitation considered in this thesis.

In this thesis, symmetries of robot dynamics are understood as transformations of the robot state
space that relate states with equivalent dynamics (seechapter 3). Crucially, these transformations
are assumed to hold over the entire state and action spaces, and therefore induce global invariances
of the robot Lagrangian, following the interpretation of symmetries in (Bloch et al., 1996; Murray
et al., 2017; Wieber, 2006). From this perspective, the works ofWang et al.(2022a, 2024, 2026);
Yang et al.(2024), and related approaches, can be interpreted as leveraging task- or workspace-level
symmetry priors that are valid on a restricted subset of the robot state-action space. Such priors can
be bene�cial within that subset, but they need not correspond to global symmetries of the underlying
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robot dynamics, since reachability, morphology, joint limits, and other con�guration-space constraints
may break the assumed equivariances.

Following the taxonomy of incorrect, correct, and extrinsic symmetry priors proposed byWang et al.
(2023b), this thesis focuses oncorrectsymmetry priors: symmetries that hold globally across the
state-action space and arise from the structure of Newtonian mechanics and the robot morphology.

1.4 Thesis structure

This thesis comprises eight chapters (excluding introduction and conclusion), organized into back-
ground material and the study of symmetries in both analytical models of robot dynamics and the
core robot learning applications:

h Background: Chapter 2provides background on deterministic and stochastic models of robot
dynamics, core learning problems in robotics (modelling, control, estimation), and foundational
concepts in group/representation theory and probability theory in the presence of symmetries.

h Symmetries in analytical models of robot dynamics:Chapter 3formally introduces spatial
symmetries in Lagrangian mechanics and presents a taxonomy of symmetries in robotics.
Chapter 4is entirely dedicated to morphological symmetries and their implications, with a
special focus on �oating-base robotic systems.

h Leveraging symmetries in robot learning: Chapter 5studies the learning problem of approxi-
mating conditional distributions under the symmetry priors arising from spatial symmetries.
The results of this chapter are used to motivate the use of symmetry exploitation in robot
modeling, control, and estimation inchapters 6to 8.

h Symmetries in robot learning: In chapters 6to 8 we study the problem of dynamics modelling,
state estimation, and optimal control in the presence of spatial symmetry priors. Finally,
chapter 9develops a framework for approximatingG-invariant conditional probabilities via
conditional expectation operators, applied to uncertainty quanti�cation insection 7.3.1and
Koopman/transfer operator dynamics modelling insection 9.3.

1.5 Thesis deliverables

Below is a list of publications included in this thesis composed of seven conference papers and one
journal article. For each publication where I am a co-author, I provide a detailed description of my
contributions. Unless explicitly stated in editorial notes, the contents of the thesis describe original
work by myself and supervisors.

h Max Siebenborn,Daniel Ordoñez-Apraez, Sophie Lueth, Giulio Turrisi, Massimiliano Pontil,
Claudio Semini, and Georgia Chalvatzaki. Morphologically equivariant �ow matching for
bimanual mobile manipulation.arXiv preprint arXiv:2605.12228, 2026. doi: 10.48550/arXiv.
2605.12228. URLhttps://arxiv.org/abs/2605.12228
First and second author have equal contribution.

https://arxiv.org/abs/2605.12228
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h Daniel Ordoñez-Apraez, Vladimir Kostić, Alek Fröhlich, Vivien Brandt, Karim Lounici, and
Massimiliano Pontil. Representation learning for equivariant inference with guarantees. InThe
International Conference on Learning Representations, 2026

h Daniel Ordoñez-Apraez, Giulio Turrisi, Vladimir Kostic, Mario Martin, Antonio Agudo,
Francesc Moreno-Noguer, Massimiliano Pontil, Claudio Semini, and Carlos Mastalli. Mor-
phological symmetries in robotics.The International Journal of Robotics Research (IJRR),
2025

h Zechu Li, Yufeng Jin,Daniel Ordoñez-Apraez, Claudio Semini, Puze Liu, and Georgia Chal-
vatzaki. Morphologically symmetric reinforcement learning for ambidextrous bimanual manip-
ulation. InThe Conference on Robot Learning (CoRL). IEEE, 2025
Contribution: Substantial contributions to writing; theoretical analysis of re�ection symmetries
in model-free reinforcement learning for multi-task and multi-agent scenarios; assisted in
identifying symmetry transformations and provided code for parameterizing data augmentation
and invariant policies.

h Daniel Ordoñez-Apraez, Vladimir Kostic, Giulio Turrisi, Pietro Novelli, Carlos Mastalli, Clau-
dio Semini, and Massimilano Pontil. Dynamics harmonic analysis of robotic systems: Appli-
cation in data-driven koopman modelling. In6th Annual Learning for Dynamics & Control
Conference, pages 1318–1329. PMLR, 2024

h Zhi Su, Xiaoyu Huang,Daniel Ordoñez-Apraez, Yunfei Li, Zhongyu Li, Qiayuan Liao, Giulio
Turrisi, Massimiliano Pontil, Claudio Semini, Yi Wu, et al. Leveraging symmetry in rl-based
legged locomotion control. InIEEE/RSJ International Conference on Intelligent Robots and
Systems (IROS), 2024
Contribution: Substantial contributions to writing; theoretical analysis of re�ection symme-
tries in model-free reinforcement learning for locomotion; assisted in identifying symmetry
transformations and provided code for parameterizing data augmentation and invariant policies.

h Daniel Ordoñez-Apraez, Mario Martin, Antonio Agudo, and Francesc Moreno-Noguer. On
discrete symmetries of robotics systems: A group-theoretic and data-driven analysis. In
Proceedings of the 19th Robotics: Science and Systems Conference (RSS), Daegu, Republic of
Korea, 2023. URLhttps://www.roboticsproceedings.org/rss19/index.html

1.5.1 Open-access software

morpho_symm is an open-access Python package offering a diverse library of robotic systems with
their corresponding morphological symmetry groups identi�ed, along with tutorials and examples for
data augmentation, invariance/equivariance regularization, and the use of invariant/equivariantNN
architectures.

https://www.roboticsproceedings.org/rss19/index.html
https://github.com/Danfoa/MorphoSymm
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symm_learning is a torch-based library for machine learning with symmetry priors, speci�cally
targeting robotics and dynamical systems. It provides utilities for symmetry-aware representation
learning, statistics, linear algebra, optimization, andNN architectures.

https://danfoa.github.io/symmetric_learning/
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1.6 Notation

Linear algebra
x; x ; X A scalar, a vector, and a matrix
x 1 � x 2 Direct sum (stacking) of vectors, such thatx 1 � x 2 := [ x 1

x 2 ]
A � B Direct sum of matrices, equivalent toA � B :=

�
A O
O B

�

A; B; E A linear operator
Idn Identity matrix inRn� n

� i;j The Kronecker function, equal to1 wheni = j , and0 wheni 6= j

Sets, Vector Spaces, and Function Spaces
X ; Z ; H ; F A vector or Hilbert space
�X ; �Z ; �V An irreducibleG-stable space (de�nition 2.9)

X � Y Direct sum of vector spacesX andY, such that ifx 2 X andy 2 Y ,
thenx � y 2 X � Y

L 2
x := L 2

Px
(X ; R) Space of square-integrable functions onX . That is

f f j
R

X jf (x )j2Px (dx ) < 1 ; f : X ! Rg
hf; f 0i Px

Inner producthf; f 0i Px
:=

R
X f (x )f 0(x )Px (dx )

Group and Representation Theory
G A symmetry group
E; SE The Euclidean group and the Special Euclidean group
U(X ); GL(X ) Unitary and General Linear groups on the vector spaceX
Cn Cyclic group of ordern
K4 Klein four-group
g A symmetry group element
g . X x The left group action ofg onX (de�nition 2.2)
x X / g The right group action ofg onX (de�nition 2.3)
� X : G � X ! X A representation of the groupG on the vector spaceX (de�nition 2.5)
�� k : G � �H ! �H An irreducible representation of the groupG (de�nition 2.11)
dk := j �� k j Dimensionality of the irreducible representation�� k

mk Multiplicity of the irrep �� k in a given larger representation
niso Number of distinct irreps present in a given larger representation.
� X � � Y Direct sum of representations, equivalent to

� � X
� Y

�

Gx The group orbit ofx , de�ned asGx := f g . x j g 2 Gg
Ga � Gb Direct product of groupsGa andGb

Probability Theory
(X ; � X ; Px ) A probability space, whereX is the sample space,� X is a� -algebra of

subsets ofX , andPx is a marginal probability measure on� X

x; x 2 X A vector-valued random variablex and a realizationx
Ex [f (x)] Expectation off (x) with respect toPx

N (x ; � ; � ) Gaussian distribution overx with mean� and covariance�



Chapter 2

Preliminaries

This chapter presents the essential background needed to understand and contextualize the majority of
results in this thesis. It is organized as follows:

h section 2.1: reviews deterministic analytic models of robot dynamics—used inchapters 3
and4 to de�ne symmetries and the concept of dynamics equivalence. Also provides a friendly
robotics introduction for the machine learning audience.

h section 2.2: reviews stochastic modeling of robot dynamics for contact-rich scenarios. Formu-
lates robot dynamics modeling and state estimation as conditional distribution approximation
problems, used inchapters 6to 8.

h section 2.3: provides a friendly introduction to the fundamental concepts and results from group
and representation theory leveraged in the thesis.

h section 2.4: surveys key results from probability theory and optimal transport under symmetry
priors.

The dynamics of a robot—like those of a falling apple or a moving car—are governed by classical
mechanics, that is, by Newton'sdeterministicsecond law of motion:

Mass� Acceleration| {z }
Inertial Forces

= Force| {z }
Moving forces

If both the mass distribution and all instantaneous forces are known—or can be inferred from
measurements—the robot's dynamics can, in principle, be described exactly by an ideal deterministic
model, formalized as anordinary differential equation (ODE)(seesection 2.1). In reality, however,
the robot's state is only partially observable: some state variables cannot be directly measured, sensors
are noisy, and neither the mass distribution nor the full set of forces acting on the robot are fully
accessible. This partial observability introduces epistemic and measurement uncertainty in the robot's
state and transitions, motivating the use of stochastic data-driven models introduced insection 2.2.

The following section, which reviews the analytical mechanics principles underlying robot dynamics,
is deeply in�uenced by—and necessarily falls short of—the seminal works ofLanczos(2020) and
Wieber(2006), which I highly recommend to readers seeking a deeper treatment.
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2.1 Analytical models of robot dynamics

The dynamics of a robotic system are commonly modeled within the framework ofanalytical
mechanics, a branch of classical mechanics that derives the equations of motion of any mechanical
system from two scalar quantities: thekinetic energyand thework function.

Stationary points of a func-
tion f satisfy df ( x )=dx = 0
and can be minima, max-
ima, or in�ection points.

Within this framework, the equations of motion of any mechanical sys-
tem—recoverable as a generalized form of Newton's second law—are
derived from the unifyingprinciple of least action. This principle states
that the physically realized trajectories of a mechanical system are those
that render stationary (and, in many cases, minimize) a scalar functional
known as theaction, de�ned as the time integral of the excess of kinetic
energy over the work function, which often reduces to the integral of the
difference between kinetic and potential energy (Lanczos, 2020). Before
de�ning the action, we must �rst choose a set of coordinates to model the
system's state. The �rst hallmark of analytical mechanics is to describe a
system's con�guration using the minimum number of independent coordinates required to uniquely
specify it. These coordinates are known asgeneralized coordinates.

The Mini-Cheetah quadruped

Generalized coordinates and the robot's con�guration space
The state of a robot is determined by the positions and veloci-
ties of its nb 2 N links, or body parts. However, because these
links are typically connected through joints that constrain their rel-
ative motion, the robot state is most naturally parameterized us-
ing the positions and velocities of the system'sdegrees of free-
dom (DoF), i.e., the minimum number of independent coordinates
required to uniquely describe the con�guration of thenb links.

Q
Tq Q

q_q

Q a smooth manifold, and Tq Q its
tangent space at q, carrying the
velocity vector _q.

For example, although the Mini-Cheetah quadruped is composed
of nb = 13 rigid bodies—requiring13 � 6 = 78 coordinates to
describe the position and orientation of each body—its con�guration
can be fully described using onlynq = 6 + 12 = 18 DoF: six DoF
describing the position and orientation of the robot base in three-
dimensional space, and twelveDoF corresponding to the relative
angles of the three revolute joints de�ning the shoulder abduction,
shoulder �exion, and elbow �exion of each leg.

Formally, for a robot withnq 2 N DoF, the state is described by
generalized position coordinatesq 2 Q � Rnq and generalized ve-
locity coordinates_q 2 TqQ � Rnq . Here,Q denotes the constrained

con�guration manifold—a smooth manifold encoding all admissible position con�gurations of the
system together with its kinematic constraints—whileTqQ denotes the space of generalized velocities,
corresponding to the local tangent space of the manifold atq (Lanczos, 2020, I.IV). Hence, the
real-world robot state evolution can be numerically represented as the time evolution of a point(q;
_q) 2 T Q � R2nq in the tangent bundle, de�ned as the disjoint union of all tangent spaces over the
con�guration manifold,T Q :=

F
q2Q TqQ.
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To build some intuition, let us return to the Mini-Cheetah example. In this case, the robot's con�gura-
tion manifold is de�ned asQ := SE3 � SO12

2 � R18, whereSE3 denotes the special Euclidean group
encoding the position and orientation of the robot base in three-dimensional space, and eachSO2
encodes the angle of one of the twelve unbounded revolute joints connecting the legs to the base1.

A second hallmark of analytical mechanics is the observation that the inertial forces acting on the
system—corresponding to themass times accelerationterm in Newton's second law—can be derived
from a single scalar quantity: the system'skinetic energy. Likewise, (some type of) generalized
forces—corresponding to themoving forceterm in Newton's formulation—can be derived from
another scalar quantity: the system'swork function. In order to de�ne both quantities in terms of
the generalized coordinates, we �rst need to introduce theforward kinematicsandJacobianmatrix
functions.

Forward kinematics and the Jacobian matrix function Given the generalized position coordinates
q 2 Q , the forward kinematics functionf k : Q ! SEnb

3 determines the position and orientation of
each of the robot's bodies:

X 1:nb :=

– X 1
:::

X n b

™

= f k (q): with X i :=
�

R i r i
0 1

�
2 SE3; (2.1)

wherer i 2 R3 andR i 2 SO3 denote the position and orientation of thei -th body, respectively.
Differentiating this relationship with respect to time yields the robot'sJacobianmatrix function
J : Q ! R(6�nb)� nq —a con�guration-dependent linear relation between_q 2 TqQ and the velocities
of the robot's rigid bodies, that is:

dX 1:nb

dt
=

d
dt

�
f k (q)

�
=

@f k (q)
@q

dq
dt

_x 1:nb =

– _x 1
:::

_x n b

™

= J (q) _q =

"
J i (q)

:::
J n b (q)

#

_q: with _x i :=
�

_r i
! i

�
= J i (q) _q 2 se:

(2.2)

whereJ i : Q ! R6� nq denotes the Jacobian matrix of thei -th body, determining the linear_r i 2 R3

and angular! i 2 R3 velocities of that body, referenced to a frame attached to itsCenter of Mass
(CoM). Hence,J (q) is composed ofnb blocks of size6 � nq, one for each body.

Note that although the special Euclidean group is six-dimensional,jSE3j = 6 , we adopt the common
convention of representing a body con�guration as a homogeneous transformation matrix,X i 2 R4� 4;
the standard matrix representation of elements ofSE3. Furthermore, the linear and angular velocities
of a body—de�ning an element of the special Euclidean group Lie algebrase, also withjsej = 6 (see
Selig(2004); Sola et al.(2018))—are represented as a 6D vector,_x i 2 R6, following the standard
convention of spatial algebra (Featherstone, 2008), used widely in the robot dynamics simulation and
control literatureCarpentier et al.(2019); Mastalli et al.(2020a).

For the Mini-Cheetah example (section 2.1), the forward kinematics function mapsq 2 Q —composed
of the base con�guration together with twelve joint angles—to the position and orientation of the base
of the robot and the shoulder, forearm, and lower-arm links of each leg in three-dimensional space.

1Why SO2? For unbounded revolute joints q and q + 2 � represent the same angle, hence for these joints the
con�guration manifold is the unit circle, isomorphic to the SO2 manifold.



2.1 Analytical models of robot dynamics 14

Correspondingly, the Jacobian matrix function maps the eighteen generalized velocities to the linear
and angular velocities of each of the thirteen rigid bodies composing the robot.

Kinetic energy For a robotic system, the kinetic energy is de�ned as the sum of the linear and
angular kinetic energies of each of the robot'snb rigid bodies:

Kinetic Energy:=
1
2

nbX

i =1

€
mi k _r i k2 + ! >

i I i ! i

Š
=

1
2

nbX

i =1

_x >
i

”
m i Id 3 0

0 I i

—

| {z }
V i 2 S6

++

_x i ; (2.3a)

wheremi 2 R> 0 andI i 2 S3
++ � R3� 3 denote thei th body's mass and rotational inertia matrix,

referenced with respect to the frame attached to the body'sCoM. Here,Vi 2 S6
++ � R6� 6 is known

as the body's spatial inertia matrix—de�ned as an element of the set of6-dimensional symmetric
positive de�nite matrices;S6

++ (Featherstone, 2008).

Using the Jacobian matrix function de�ned in(2.2), the kinetic energy can be equivalently expressed
in terms of the generalized coordinates as

T(q; _q) :=
1
2

_q> M (q) _q; with M (q) :=
nbX

i =1

J i (q)> Vi J i (q): (2.3b)

Here,M : Q ! Snq
++ � Rnq � nq denotes the generalized mass matrix function, mapping each

con�guration q to a symmetric positive de�nite generalized mass matrixM (q). Just as the state
of the real-world robotic system is numerically represented by a point(q; _q), the generalized mass
matrixM (q) represents algebraically the robot's inertial properties at con�gurationq.

Generalized force To obtain a generalized form of Newton's second law in the space of generalized
coordinates, we must express all impressed Cartesian forces acting on the robot as forces acting along
the admissible directions of motion of the robot's rigid bodies, that is, in the space of generalized
coordinates. Leth i =

�
f i
p i

�
2 R6 denote the impressed wrench, composed of the forcef i 2 R3

and torquepi 2 R3 acting on the robot'si -th bodyCoM2, and letdX i 2 se3 denote an admissible
displacement of the same body consistent with the kinematic constraints. The instantaneous work
performed by these impressed wrenches over admissible displacements is then de�ned as

dw =
nbX

i =1

hh i ; dX i i =
nbX

i =1

hJ i (q)> h i ; dqi = h� (q; _q); dqi ; s.t. � (q; _q) :=
nbX

i =1

J i (q)> h i :

(2.4)
Here,� : T Q 7! TqQ� � Rnq denotes thegeneralized force vector �eld, which assigns to each
state(q; _q) 2 T Q an instantaneous vector of forces acting along the directions of motion of each
DoF. This instantaneousgeneralized forceis the representation, in generalized coordinates, of the
impressed Cartesian wrenchesf h i g

nb
i =1 .

In practice, we will consider the generalized force vector �eld to be decomposed into components
representing different sources of wrenches acting on the robot, including gravitational effects� grav,

2Given that generalized coordinates parameterize motions compatible with the system's kinematic constraints,
force components enforcing these constraints perform no work and are therefore ignored.
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joint damping and friction forces� damp, external contact forces� cont, and control or actuation forces
� ctrl, namely:

� (q; _q) = � grav(q) + � damp(q; _q) + � cont(q; _q) + � ctrl(q; _q): (2.5)

Having de�ned the generalized coordinates, mass, and forces, we proceed to express Newton's second
law in the space of generalized coordinates via the principle of least action.

Principle of least action In analytical mechanics, the equations of motion of a system are derived
through the minimization of a scalar functional known as theaction, denoted byA (Lanczos, 2020).
The action is de�ned as the time integral of the excess of kinetic energy over the work performed by
moving forces along an arbitrary state trajectory~qt0 :t1 = ( qt ; _qt )t2 [t0 ;t 1 ]� T with �xed endpointsqt0 ;
qt1 2 Q , namely

Action: A(~qt0 :t1 ) =
Z t1

t0

T(qt ; _qt ) � U(qt ; _qt ) dt: (2.6)

Here,U : T Q ! R denotes the work function, measuring the instantaneous work performed by
moving forces, andT : T Q ! R is the system's kinetic energy, de�ned in eq.2.3b.

Analytical solutions to this variational problem—namely, the minimization of eq.2.6—require the
work function to be integrable. This condition is generally violated in the presence of damping
or friction forces, contact forces, or arbitrary control inputs (i.e.,� damp, � cont, and� ctrl in eq.2.5)
(Lanczos, 2020). For this reason, we �rst consider the idealized setting in which the system is subject
only to gravitational forces� grav. In this case, the work function reduces to the gravitational potential
energy function3 V : Q ! R. Consequently, the action functional simpli�es to

A(~qt0 :t1 ) :=
Z t1

t0

L(qt ; _qt ) dt =
Z t1

t0

T(qt ; _qt ) � V (qt ) dt; (2.7)

whereL(q; _q) denotes the system's Lagrangian function—de�ned as the excess of kinetic energy
over gravitational potential energy—which will play a central role in the de�nition of symmetries in
chapter 3. Minimizing eq.2.7amounts to �nding a trajectory~q�

t0 :t1
that renders the action stationary,

i.e., such that the �rst variation ofA with respect to in�nitesimal perturbations of the trajectory
vanishes. Trajectories satisfying this condition obey, at every time instant, the following necessary
condition (Lanczos, 2020):

d
dt

@L(qt ; _qt )
@_qt

�
@L(qt ; _qt )

@qt
= 0 : (2.8)

Euler–Lagrange equations of motion Eq.2.8is known as theEuler–Lagrange equations of motion
in analytical mechanics. It de�nes a second-orderODEthat translates Newton's second law to the
space of generalized coordinates and fully characterizes the system's dynamics for any mechanical

3De�ned for robotic systems as V (q) :=
P n b

i =1 m i hg; r i (q)i + const; where g denotes the gravitational
acceleration vector, and r i (q) 2 R3 is the position of the i -th body CoM, obtained from the forward kinematics
function (eq. 2.1).
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system:

d
dt

@T(qt ; _qt )
@_qt

�
@T(qt ; _qt )

@qt
=

@V(qt )
@qt

(2.9a)

M (qt ) •qt + N (qt ; _qt ) _qt = � grav(qt ) (2.9b)

M (qt ) •qt| {z }
Inertial forces

= � grav(qt ) + � nonlin(qt ; _qt )
| {z }

Moving forces

: (2.9c)

The left-hand side of eq.2.9, derived from the kinetic energy, represents the inertial forces appearing
in Newton's second law. The right-hand side, derived from the work function, represents the moving
forces acting on the robot. In this setting, these forces are composed of gravitational effects and
nonlinear velocity-dependent forces� nonlin(q; _q) := � N (q; _q) _q, which arise from gyroscopic effects
associated with the dynamics of moving rigid bodies (Bloch et al., 1996; Wieber, 2006) and, from a
geometric perspective, de�ne the curvature of the con�guration manifoldQ (Lanczos, 2020)4.

Having de�ned the equations of motion for robotic systems, we now shift our focus to the structural
properties they inherit from the symmetries of classical mechanics. This provides a �rst step toward
understanding the different types of symmetry that arise in robot dynamics, discussed inchapter 3.

Ignorable variables and Noether's theorem In analytical mechanics, one often encountersignor-
ableor kinostheniccoordinates, de�ned as generalized position coordinatesqi that do not explicitly
appear in the Lagrangian function, i.e., such that@L(q; _q)=@qi = 0 (Lanczos, 2020). These coordi-
nates play a central role in Noether's invariance theorem (Noether, 1983), which states that for every
ignorable coordinateqi there exists a corresponding conserved quantity, given by the generalized
momentum conjugate toqi , namely

if
@L(q; _q)

@qi
= 0 ; and eq.2.8holds, then

@L(q; _q)
@_qi

= const: (2.10)

In classical mechanics, the existence of ignorable coordinates is closely related to the fact that
Newtonian physics is independent of the chosen inertial reference frame. This means that the
dynamics do not depend on the absolute value of the ignorable coordinatesqi , but only on their time
derivatives_qi .

To illustrate this, consider the dynamics of the Atlas robot in�g. 1.1. Let r o
B = [ r x ; r y ; r z] 2 R3

andR o
B = [ � x ; � y ; � z] 2 R3 denote the position and orientation of the robot's base in a chosen

inertial frameo. These six coordinates are part of the generalized coordinatesq and are ignorable,
since any translation, rotation, or re�ection of the reference frame—e.g.,r g� x . o

B = [ r x + � x;
r y ; r z] or r g� z . o

B = [ r x ; r y ; � r z]—leaves both the robot's Lagrangian and its dynamics invariant.
Consequently, deriving the equations of motion using eq.2.9 in any such transformed reference frame
yields equations that are linearly equivalent to the original ones, as they describe the same underlying
physical behavior (Wheeler, 2014).

In this work, we adopt an interpretation of ignorable coordinates analogous to that introduced by Emmy
Noether: each ignorable variable is associated with a symmetry group composed of translations and

4Formally, � nonlin arise from the kinetic energy and are therefore classi�ed as inertial forces in the framework
of Lanczos (2020). In robotics, however, these terms typically reduce to centrifugal and Coriolis forces and are
commonly grouped with other moving forces (Wieber, 2006).
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re�ections acting on that variable. Collectively, the translations and rotations of absolute position and
orientation variables de�ne the fundamental symmetry group of classical mechanics—the Euclidean
groupE3 (see�g. 1.1). This group plays a central role in the de�nition and interpretation of symmetries
in robot dynamics, covered in detail inchapter 3.

2.2 Data-driven stochastic dynamics models

In section 2.1, we introduced an analytical robot-dynamics model that describes Newtonian mechanics
in generalized coordinates through a system of second-order ordinary differential equations (eq.2.9).
ThisODEyields deterministic dynamics for the system state(q; _q) 2 T Q, which, for most real-world
robotic systems, can be written as the following underactuated control-af�ne system:

M (qt ) •qt = � grav(qt ) + � nonlin(qt ; _qt ) + �Ba (qt ; _qt ; zt )| {z }
� ctrl(qt ; _qt ;z t )

+ � unobs(qt ; _qt ; zt ); (2.11)

Here, �B 2 Rnq � nctrl is the robot's actuation matrix, mapping thenctrl � nq controlledDoF to the
full set of nq generalized forces. Moreover,a(qt ; _qt ; zt ) 2 A denotes the control torques applied
at timet as a function of the current state and the robot–environment interaction statezt 2 Z . The
variablez is assumed to encode the proprioceptive and exteroceptive information required for policy
decision-making, including task information and the state of the robot in the environment, in particular
the robot's contact mode—the set of active contact surfaces and contact wrenches. Finally,� unobs(qt ;
_qt ; zt ) denotes generalized forces arising from friction, damping, contact forces, and approximation
errors, which are only partially observable.

Uncertainty of forcing terms Although the underlying physical phenomenon is deterministic,
epistemic and measurement uncertainty in the partially observable generalized forces� unobs(�) 2 TqQ�

motivate modelling robot dynamics in contact-rich environments via astochastic differential equation
(SDE)(Thrun et al., 2005) that de�nes a controlled nonlinear diffusion process (Theodorou et al.,
2010) of the form:

_st = f (st ) + Ba (st )| {z }
Controlled

deterministic drift

+ D (st )� t| {z }
State-dependent

diffusion

; with � t � N (0; Id jSj ); st :=
hqt

_qt
z t

i
2 S := T Q � Z :

(2.12a)
In discrete time, this can be approximated as:

st+ Mt = st + f (st )Mt + Ba (st )Mt
| {z }

FMt (s t ;a t )

+ D (st )
p

Mt� t ; with � t � N (0; Id jSj ): (2.12b)

Here,s 2 S denotes the world state, composed of the robot state(q; _q) and the robot–environment
interaction statez 2 Z . In particular, becausez includes the robot's contact mode and task in-
formation, the world state distinguishes between states with the same(q; _q) but different contact
modes and control tasks. The mapf : S ! RjSj is a deterministic drift vector �eld de�ned by the
known components of the dynamics in eq.2.11; B 2 RjSj�jAj is the actuation matrix inS; and
D : S ! RjSj�jSj is a state-dependent diffusion matrix that modulates stochasticity as a function
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of the current state. ThroughD , the Gaussian perturbation� t captures epistemic and measurement
uncertainty in the unobservable generalized forces� unobs(�) and in the robot state(q; _q).

State-conditional transition distribution As is common in the literature, we model the system
dynamics by approximating the controlled discrete-time Markovian dynamics in eq.2.12b. This
induces a state-conditional Gaussian probability distributionPMt

sjas : � S � A � S ! [0; 1] , often
referred to as theMt-transition distribution(Thrun et al., 2005), de�ned by the conditional law

PMt
sjas(� j a t ; st ) � N

€
FMt (st ; a t ); D (st )D (st )> Mt

Š
; 8 st 2 S; a t 2 A ; t 2 R: (2.13)

This distribution quanti�es the probability of transitioning into the subsetS after aMt time step
when taking actiona 2 A in states 2 S.5 Formally, for each pair(s; a), PMt

sjas de�nes a Gaussian
conditional probability measure over next states, with mean and covariance given by the deterministic
drift and diffusion matrix in eq.2.12b(Theodorou et al., 2010). The Gaussian form of the conditional
distribution follows from modelling the discrete-time world dynamics with eq.2.12b, which implicitly
assumes thatz 2 Z contains the information describing the true robot–environment contact mode
and the corresponding contact-mode transitions over the nextMt seconds. Under this assumption,
stochasticity arises from uncertainty in the contact forces associated with the true contact mode att
andt + Mt, which are assumed to be Gaussian distributed for suf�ciently smallMt.

Consequently, the multimodality of the transition distribution expected from uncertainty in the contact
mode—for instance, uncertainty about whether the robot at timet + Mt will gain or lose a given
contact, or whether a given contact will be in a sticking or sliding friction regime—does not appear in
this state-conditional transition distribution, as it is assumed thatz fully determines the contact mode
at t andt + Mt. Instead, such multimodality arises from partial observability of the state.

Partially observable dynamics Given that the world states 2 S is only partially observable, we
assume the existence of a stochasticobservation model, Pojs : � O � S ! [0; 1], which de�nes the
conditional probability of an observationot 2 O given a statest 2 S. Let ot denote the component
of the state that is directly measurable from sensors, so that the stochasticity inPojs directly captures
measurement uncertainty. In practice, these observations commonly include joint positions, velocities,
accelerations, and forces; RGBD images; point clouds; IMU readings; battery level; and related
sensor-noise characteristics.

From a modelling perspective, these observationsot 2 O are the variables we aim to predict in
time. Their stochastic dynamics are de�ned by composingPMt

sjas andPojs, yielding the following
observation transition distribution:

PMt
ojas(Oja t ; st ) =

Z

S
Pojs(Ojs0)PMt

sjas(ds0ja t ; st ); 8 st 2 S; O � O ; a 2 A ; t 2 R; (2.14)

Note thatPMt
ojas represents the ideal model of robot–environment dynamics that we aim to approximate

with data-driven models. However, becausest 2 S is only partially observable, the next-best
attainable ideal target is a model that leverages optimal state estimation from observation history.
Let ~O :=

S
t � 0 Ot+1 denote the space of all �nite observation histories, so that for a given statest

5We implicitly assume that s is the realization of a random variable s on the measurable space (S; � S ), with
law Ps .
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there exists an observation history~ot := ( o0; : : : ; ot ) 2 ~O (Thrun et al., 2005). Then, our target
observation dynamics model is de�ned by the conditional probability distribution

PMt
oja~o(Oja t ; ~ot ) =

Z

S
PMt

ojas(Oja t ; s)PMt
sj~o(dsj~ot ); 8 ~ot 2 ~O; O � O ; a t 2 A ; t 2 R; (2.15)

quantifying the probability of observing anyot+ Mt 2 O after aMt time step when taking action
a 2 A at timet, given the history of past observations~ot . Here,PMt

sj~o : � S � ~O ! [0; 1] denotes the
true conditional estimation of states given past observation histories.

Note that althoughPMt
sjas is assumed to be Gaussian, partial observability of the state makesPMt

oja~o
potentially non-Gaussian and multimodal. Intuitively, this multimodality captures uncertainty in the
unobservable robot–environment contact mode: for a given observation history~ot , multiple contact
modes may be plausible, renderingPMt

sj~o(�j~ot ) multimodal, which in turn gives rise to multimodal
observation transition distributionsPMt

oja~o .

Data-driven stochastic dynamics modelling In this context, the learning problem of data-driven
stochastic dynamics modelling can be formalized in its most general form as the approximation of the
conditional distributionPMt

oja~o (eq.2.15) from data, using a stochastic model

� � : � O � A � ~O ! [0; 1], parameterized by� 2 � . Namely, by:

� � = arg min
� 2 �

L err(� � ) = arg min
� 2 �

E~o t ;a t � P~o ;a

”
D

€
PMt

oja~o(�ja t ; ~ot ) k � � (�ja t ; ~ot )
Š—

; (2.16)

WhereD : (O; � O ) � (O; � O ) ! [0; + 1 ) denotes a divergence measure between probability
distributions, such as the Kullback–Leibler divergence, andP~o;a is a joint distribution over observation
histories and actions, that weights the approximation error of� � across different regions of the
observation-action space, assigning higher weights to conditioning points(~ot ; a t ) that are more likely
underP~o;a. In practice,P~o;a is typically induced by a chosen control policy, or a family of control
policies, de�ning the distribution of trajectories under nominal operation of the robot (Thrun et al.,
2005).

In practice, the expectation overP~o;a is intractable and only empirically approximable from data
via Monte Carlo estimation, using a dataset ofN observation histories and actions collected from
the robotD = f (~oi ; a i ) � P~o;agN

i =1 . Likewise, the divergenceD is typically intractable and only
empirically approximable from data. Note that, sincePMt

oja~o is expected to be multimodal—as a given
observation history might not be able to provide suf�cient information to disambiguate the true contact
mode—the stochastic model� � should not be parameterized with a unimodal parametric distribution
family, e.g., a Gaussian.

Note that, by minimizing eq.2.16, the dynamics model� � is implicitly tackling the problem of
optimal state estimation from observation history, sincePMt

oja~o is de�ned by the composition ofPMt
ojas

andPMt
sj~o (see eq.2.15).

Data-driven stochastic state estimation The learning problem of data-driven stochastic state
estimation can be formalized, in its most general form, as the approximation of the conditional
distributionPMt

sj~o (eq.2.15) from data, using a stochastic model� � : � S � ~O ! [0; 1], parameterized
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by � 2 � . Namely, by:

� � = arg min
� 2 �

L se(� � ) = arg min
� 2 �

E~o t � P~o

”
D

€
PMt

sj~o(�j~ot ) k � � (�j~ot )
Š—

; (2.17)

Where similarly as in eq.2.16, D denotes an (intractable) divergence measure between probability
distributions on(S; � S), andP~o is a distribution over observation histories, derived fromP~o;a by
marginalization (Theodorou et al., 2010; Thrun et al., 2005).

2.3 Group and representation theory for mortals

This section provides a concise overview of the fundamental concepts in group and representation
theory, which underpin the de�nitions of symmetries for dynamical systems and random variables
throughout this work. If you are uninitiated in group theory, welcome, don't panic, readers are
encouraged to skim or skip this section on a �rst reading, returning to it as needed when speci�c
concepts are referenced in the main text. For comprehensive background on these topics in �nite-
dimensional vector spaces, seeSteinberg(2012); Weiler et al.(2023); for in�nite-dimensional spaces,
as used inchapter 9, consultKnapp(1986).

Group theory provides the mathematical framework for describing symmetries in a wide range of
contexts, including physics, chemistry, and machine learning. The central object of interest is a group:
a set of elements closed under composition and inversion.

De�nition 2.1 (Group). A group is a setG, endowed with a binary composition operator de�ned as:

( � ) : G � G �! G
(g1; g2) �! g1� g2;

(2.18a)

such that the following axioms hold:

Associativity: (g1� g2)� g3 = g1� (g2� g3); 8 g1; g2; g3 2 G; (2.18b)

Identity: 9 e 2 G such thate� g = g = g� e; 8 g 2 G; (2.18c)

Inverses: 8 g 2 G; 9 g-1 2 G such thatg� g-1 = e = g-1� g: (2.18d)

Remark: We usee to denote the identity (or trivial) element of a groupG, andg 2 G to denote
generic group elements. Furthermore, the cardinality of a groupG is denoted byjGj and referred to
as the group'sorder.

In this work, we are primarily interested insymmetry groups, i.e., groups of symmetry transformations
of an object, typically a setX . Each transformation is a bijection on the set, termed asymmetry
because it preserves a fundamental property of the set. To describe how a group acts on a given
set, we introduce the concept of a group action: a map that associates each group element with a
transformation of the set. We de�ne two types of group actions, left and right, which differ only in the
order of composition between group elements and transformations.
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De�nition 2.2 (Left group action). Let X be a set endowed with symmetry groupG. The (left) group
action of the groupG on the setX is a map:

( . X ) : G � X �! X
(g;x ) �! g . X x

(2.19a)

that is compatible with the group composition and identity elemente 2 G, in the sense that:

Identity: e . X x = x ; 8 x 2 X (2.19b)

Associativity: (g1� g2) . X x = g1 . X (g2 . X x ); 8 g1; g2 2 G; 8 x 2 X : (2.19c)

De�nition 2.3 (Right group action). LetX be a set endowed with symmetry groupG. The right group
action of the groupG on the setX is a map:

( X / ) : X � G �! X
(x ; g) �! x X / g

(2.20a)

that is compatible with the group composition and identity elemente 2 G, in the sense that:

Identity: x X / e = x ; 8 x 2 X (2.20b)

Associativity: x X / (g1� g2) = ( x X / g 1) X / g 2; 8 g1; g2 2 G; 8 x 2 X : (2.20c)

These sets of bijections describe structural properties of the setX . To study these properties, we will
frequently refer to the group of symmetry related elements of to a given elementx 2 X as itsgroup
orbit of x :

De�nition 2.4 (Group orbit). Let x be an element of the setX endowed with symmetry groupG. The
group orbit ofx is the the set of all symmetry related set elements, denoted by:

Gx := f g . X x j g 2 Gg � f x X / g j g 2 Gg:

Familiar groups in robotics Because robotics studies the dynamics of mechanical systems in three-
dimensional Euclidean space, roboticists are familiar with Lie groups arising from Euclidean geometry.
These include the rotation groups in two and three dimensions,SO2 andSO3, respectively, and the
groups of rigid translations and rotations in two and three dimensions,SE2 andSE3, respectively.
These Lie groups are also termed matrix Lie groups: their elements are represented in matrix
form—i.e., as rotation and homogeneous transformation matrices—and the left and right group
actions (de�nitions 2.2and2.3) reduce to left and right matrix multiplication of points in2- and
3-dimensional space, respectively.

In robotics, these Lie groups are often studied from a Euclidean-geometric or differential-geometric
perspective rather than from a group-theoretic one, largely because most of classical robotics does
not use core results from group and representation theory. In this thesis, the underlying symmetry
group of interest is the Euclidean groupE3—composed of rotations, re�ections, and translations
in 3-dimensional space—and its subgroups. However, we will rely heavily on an abstract group-
theoretic analysis of this group, because we use several group- and representation-theoretic results
and abstractions to characterize the implications of symmetries for robot dynamics and control.
For instance, we will de�ne several group actions ofE3 on diverse sets and vector spaces whose
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dimensionality differs from3, including high-dimensional and even in�nite-dimensional vector
spaces. This will require us to de�ne generalized matrix representations ofE3 and its subgroups on
arbitrary vector spaces. Furthermore, we will leverage the structure of these high-dimensional matrix
representations to derive theoretical and practical results on the implications of symmetries for robot
dynamics and control that would be dif�cult to obtain without a group-theoretic perspective.

For instance, in this work we frequently leverage symmetry transformations of three types of sets:

h The state of a mechanical/robotic system: The state space of a mechanical system, de�ned by
the space of position and velocity generalized coordinates(q; _q) 2 T Q (seesection 2.1), is said
to have a symmetry group if eachg 2 G preserves the energy of the system (seede�nition 3.1).

h A manifold : In this work, a manifoldM is said to have a symmetry groupG if everyg 2 G
preserves the scalar curvature of the manifold; that is, the trace of the manifold's curvature
metric is the same at points related by the group action (see�g. 3.4).

h A random variable: A random variabley is said to have a symmetry groupG if everyg 2 G
preserves the marginal probability of an event; that is, the probability of an event is the same
for events related by the group action (seede�nition 2.16).

Finite symmetry groups A second divergence from the classical study of Euclidean isometries
is that we focus on discrete, often �nite, symmetry groups arising from discretizations and �nite
subgroups of the Euclidean groupE3. As discussed inchapter 4, morphological symmetry groups are
often �nite. Below, we list and depict graphically in�g. 2.1 some of the �nite symmetry groups that
will recur in this work:

h The re�ection group C2 = f e; gr j g2
r = eg: This is the simplest non-trivial symmetry group,

composed of a single non-trivial re�ection symmetrygr . It plays an important role in this thesis
because it characterizes the dynamical symmetries of many robotic and biological systems with
bilateral re�ection symmetry in their morphology (see�g. 1.1).

h Cyclic groups Cn = f e; g; g2; : : : ; gn-1 j gn = eg: Cyclic groups of ordern arise from
discretizing the Lie group of2-dimensional rotations,SO2, into n equally spaced rotations. For
instance,C4 is the symmetry group of a square under rotations, andC6 is the symmetry group
of a regular hexagon under rotations.

h Dihedral groups Dn ' Cn o C 2: These groups arise from discretizing the group of rotations
and re�ections in2 dimensions,O2, into n equally spaced rotations and a single re�ection. For
instance,D4 is the full symmetry group of a square. A related �nite group used to describe the
dynamical symmetries of some quadrupedal robots is the Klein-four groupK4, generated by
two commuting re�ections and their composition (see�g. 4.1).

h Discretizations of the sphere: A wide variety of �nite symmetry groups arise from discretiza-
tions and �nite subgroups of the3-dimensional rotation and orthogonal groups,SO3 andO3.
Familiar examples used in this thesis include the icosahedral groupIh and the octahedral group,
which are the symmetry groups of the regular icosahedron and octahedron, respectively.

Representation theory

In practice, to numerically represent the action of a symmetry group on a robot's con�guration
manifold, or on the value space of a random variable of interest, we choose a vector space and a basis
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Figure 2.1 Cayley diagrams for representative �nite symmetry groups used throughout this thesis. Cayley
diagrams represent groups graphically, where nodes correspond to the individual elements of the group, and
colored arrows denote right composition by the group generators, whose combinations result in the entire group.
Algebraically, these groups are de�ned by their elements and constraints as Cn = f e; g; : : : ; gn -1 j gn = eg,
Dn = f e; g; : : : ; gn -1 ; h; gh; : : : ; gn -1 h j gn = e; h2 = e; h� g� h = g-1 g, K4 � D2 , and K4 � C2 = f e; gs ; gt ; gs � gt ;
gf ; gs � gf ; gt � gf ; gs � gt � gf j g2

s = e; g2
t = e; g2

f = e; gsgt = gt gs ; gsgf = gf gs ; gt gf = gf gt g.

in which to express the relevant points. In this work, most group actions of interest are represented
numerically using a linear group representation, which maps the symmetry group of an object to a
group of invertible linear transformations of the vector space used to represent that object. Denoting
by GL(X ) the group ofall invertible linear transformations on a vector spaceX (i.e., the set of all
invertible matrices), we can express a group action onX via a linear group representation:

De�nition 2.5 (Linear group representation). Let X � Rn be a vector space endowed with symmetry
groupG. Alinear representationofG onX is a map, denoted by� X , between symmetry transformation
and invertible linear maps onX (i.e., elements of the general linear groupGL(X )):

� X : G �! GL(X )
g �! � X (g) 2 Rn� n ;

(2.21a)

such that the following properties hold:

composition: � X (g1� g2) = � X (g1)� X (g2); 8 g1; g2 2 G; (2.21b)

inversion: � X (g-1) = � X (g)-1; 8 g 2 G: (2.21c)

identity : � X (g� g-1) = � X (e) = I ; (2.21d)

Eqs.2.21bto 2.21dshow how the composition and inversion of symmetry transformations translate
to matrix multiplication and inversion, respectively.

This enables us to express any linear group action. X : G � X ! X via � X as follows:

( . X ) : G � X �! X
(g;x ) �! g . X x := � X (g)x :

(2.21e)

Remark: We will default to using the group action notationg . X x rather than the representation
notation � X (g)x , unless the latter is needed for clarity or to avoid ambiguity about the basis.
Furthermore, throughout this work, we assume group representations to bereal, meaning that the
representation maps to therealgeneral linear groupGL(X ; R) rather than to thecomplexgeneral
linear groupGL(X ; C). This is anon-standard choicein representation theory, where most standard
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results are stated for complex representations (Steinberg, 2012). However, it is standard in machine
learning, where the real linear-algebra operations underlying group actions are more memory- and
compute-ef�cient to implement.

Note that choosing a different basis set in which to represent points inX will lead to . X having
different matrix form representations, that is a different linear group representation� X . However,
the group action. X itself remains invariant to the choice of basis, thus creating an equivalence
relationship between group representations:

De�nition 2.6 (Equivalent group representations). LetX be a vector space endowed with symmetry
groupG, and let� 0

X and� X be two group representations ofG on X . They are said to beequivalent,
denoted by� 0

X � � X , if there exists an invertible change of basisQ 2 EndG(X ) such that

� 0
X (g) = Q� X (g)Q -1; 8 g 2 G: (2.22)

Equivalent representations arise when the same group action( . X ) : G � X ! X is expressed in
different coordinate frames or bases. For instance, letAX andBX be two bases forX = span(AX ) =
span(BX ), and letQB

A : X ! X denote the change of basis fromAX to BX , so thatx B = QB
Ax A for

all x A 2 X . Then the group action admits equivalent representations,� A
X � � B

X , since

g . X x B := QB
A(g . X x A); 8 g 2 G;

� B
X (g)x B = QB

A
�
� A

X (g)x A �
=

�
QB

A � A
X (g)QB

A
-1

�
x B;

� B
X (g) = QB

A � A
X (g)QB

A
-1

:

(2.23)

We will be frequently studying linear maps between symmetric vector spaces that preserve some or
all of the group structure of the spaces. These maps are known as homomorphisms and isomorphisms,
and they are de�ned as follows:

De�nition 2.7 (Homomorphism and Isomorphism). Let X andY be two vector spaces endowed with
the same symmetry groupG, with the respective group actions. X : G�X 7! X and . Y : G�Y 7! Y .
The spaces are said to beG-homomorphic if there exists a linear mapA : X 7! Y that commutes with
the group action, such thatg . Y (Ax ) = A (g . X x ) for all x 2 X . They are said to beG-isomorphic
if the linear map is invertible. Graphically,X andY are G-homomorphic orG-isomorphic if the
following diagrams commute:

X
. X //

A
��

X

A
��

Y
. Y //Y

| {z }
Homomorphism

A 2 HomG(X ; Y) or X
. X //

AA -1

��

X

AA -1

��
Y

. Y //Y
| {z }

Isomorphism

A 2 IsoG(X ; Y): (2.24)

Here,HomG(X ; Y) denotes the space ofG-equivariant linear maps betweenX andY, andIsoG(X ;
Y) denotes the space ofG-equivariant invertible linear maps betweenX andY.

Whenever we refer to a linear map from a symmetric vector space to itself that preserves the group
structure, we call it anendomorphism. This is a special case of homomorphisms and isomorphisms
where the domain and codomain are the same space.
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De�nition 2.8 (Endomorphism). Let X be a vector space endowed with symmetry groupG, with
the group action. X : G � X 7! X . A linear mapA : X 7! X is said to be an endomorphism if it
commutes with the group action, such that:

� X (g)A = A� X (g); 8 g 2 G () X
. X //

A
��

X

A
��

X
. X //X

We will denote the space of all endomorphisms ofX as EndG(X ), such that anyA 2 EndG(X )
satis�es the above commutation property.

Structure of G-symmetric vector spaces Symmetric vector spaces can be decomposed into smaller
subspaces with fewer symmetries, analogous to how a symmetry group can be broken down into
products and direct products of smaller groups. We will leverage this structure and decomposition in
several results throughout the text, so it is important to introduce the relevant concepts and de�nitions
here.

De�nition 2.9 (G-stable and irreducible subspaces). LetX be a vector space endowed with a group
action( . X ) of the symmetry groupG. A subspaceX 0 � X is said to beG-stableif the action of any
group element on any vector in the subspace remains within the subspace, that is,

g . X x 2 X 0; 8 x 2 X 0 � X ; 8 g 2 G:

If the onlyG-stable subspaces ofX are f 0g andX itself, thenX is a irreducibleG-stable space. We
will denote irreducibleG-stable spaces with an over bar, e.g.,�V.

Algebraically, the presence of aG-stable subspace implies that the group representation on the
entire space can be decomposed block-diagonally into group representations acting on eachG-stable
subspace.

De�nition 2.10 (Decomposable representation). LetX be a vector space with a group action( . X )
de�ned by the representation� X in a chosen basisAX . The representation isdecomposableif it is
equivalent to a direct sum of two lower-dimensional representations,� X � � X1 � � X2, whereX1 and
X2 are G-stable subspaces ofX . Equivalently, there exists a change of basisQB

A : X ! X such that

� B
X =

”
� X1

0
0 � X2

—
= QB

A � X QB
A

-1
; and g . X x B := � B

X (g)x B =
h

� X1
(g)x B

1

� X2
(g)x B

2

i
; whereQB

Ax =
”

x B
1 2X 1

x B
2 2X 2

—

Hence, the representation's decomposition� X � � X1 � � X2 corresponds todecomposing the vector
spaceinto G-stable subspaces,X = X1 � X 2.

When iteratively applying the decomposition process, we eventually reach representations that cannot
be further decomposed. These are known as irreducible representations, orirreps, and they serve
as the fundamental building blocks for all representations of a compact symmetry groupG. From
a vector space perspective, the irreducibleG-stable subspaces (de�nition 2.9) associated with these
irreps are the elementary subspaces that comprise any symmetric vector space, analogous to how
one-dimensional subspaces are the fundamental components of standard vector spaces.

De�nition 2.11 (Irreducible representation). LetX be a vector space endowed with a group action
( . X ) of a symmetry groupG. A representation� X of G on X is said to beirreducibleif it cannot be
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decomposed into smaller representations acting on properG-stable subspaces (de�nition 2.9). That
is, the onlyG-stable subspacesX 0 � X areX 0 = f 0g andX 0 = X itself.

To differentiate irreps from decomposable representations we will denote the formers and their
associated irreducibleG-stable spaces with an over bar:�� �V : G ! GL( �V).

Crucially, any compact symmetry groupG has a unique set of countably many irreps, denoted by
f �� kgk2 [1;n iso], wherek denotes the irrep type andniso � j Gj denotes the number of unique irreps
of G. A fundamental property of these irreps is that any two non-equivalent irreps act on vector
spaces that are mutuallyorthogonal. This implies that whenever we decompose symmetric vector
spaces into their irreducible subspaces we are inherently decomposing the space into orthogonal
G-stable subspaces, which will greatly simplify numerical and theoretical analyses. Formally, these
orthogonality relations are a consequence of Schur's lemma, which we state below in its original form
for the case of complex irreps and discuss its adaptation to real irreps.

Lemma 2.1(Schur's Lemma for unitary (complex) representations (Knapp, 1986, Prop 1.5)). Con-
sider twocomplexHilbert spaces,H and H 0, endowed with the (complex) irreducible unitary
representations�� : G 7! U(H) and �� 0 : G 7! U(H 0), respectively. LetT : H 7! H 0 be a linear
map commuting with the group actions, such thatT 2 HomG(H ; H 0). Then, if the irreducible
representations are not equivalent, i.e.,�� � �� 0, thenT is the trivial (or zero) map. Conversely, if
�� � �� 0, thenT is a constant multiple of an isomorphism. DenotingI as the identity operator, this
can be expressed as:

�� � �� 0 () 0H 0 = T h j 8 h 2 H (2.25a)
�� � �� 0 () T = � U ; � 2 C; U � U H = I (2.25b)
�� = �� 0 () T = � I ; � 2 C (2.25c)

The most common interpretation of Schur's lemma is that whenever the irreps are equivalent,�� �
�� 0, their associated spaces are isomorphic,H � H 0 andT is an element of the endomorphism
spaceEndC

G( �H ), with �H � H � H 0 (seede�nition 2.8). Consequently,(2.25b) implies that the
endomorphism space is one-dimensional, i.e.,jEndC

G( �H )j = 1 , with � 2 C denoting the only degree
of freedom, and (2.25c) denotes the scenario in which the basis sets for the two spaces are identical.

However, this result holds only forcomplexirreducible representations and requires adaptation for
the case of real irreducible representations—given that computational linear algebra is mostly based
on the real numbers. The main difference stems from the fact that if�� : G ! GL( �V) is a real
irrep, then the space of (real) endomorphisms,EndG( �V), is no longer one-dimensional, but rather
it can be1, 2, or 4 dimensional. Here, analgebradenotes a vector space equipped with a bilinear
multiplication operation. The relevant endomorphism algebras are isomorphic to the real algebra
(R = spanf 1g), complex algebra (C = spanf 1; i j i 2 = � 1g), or quaternionic algebra (H = spanf 1;
i; j; k j i 2 = j 2 = k2 = � 1g), respectively. Denoting by	 : K ! EndG( �V) the isomorphism of
basis elements ofK 2 f R; C; Hg with the basis elements ofEndG( �V), we can summarize the basis
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A = a 	(1) + b	( i )

Figure 2.2 Example of an endomorphism acting on a C3-stable irreducible 2D space. The irreducible representa-
tion is of complex type, with endomorphism space EndC3 (R2) � C = spanf 1; i g, comprising all transformations
that uniformly scale and rotate/re�ect the plane.

sets of the three cases as follows (seeCesa et al.(2021, Appendix C) for details):

R � EndG(V) = spanf 	(1) = Id j �� jg

C � EndG(V) = spanf 	(1) =
”

Id n 0
0 Id n

—
; 	( i ) =

”
0 � Id n

Id n 0

—
g

H � EndG(V) = span

8
>>>><

>>>>:

	(1) =

– Id n 0 0 0
0 Id n 0 0
0 0 Id n 0
0 0 0 Id n

™

; 	( i ) =

– 0 0 � Id n 0
0 0 0 � Id n

Id n 0 0 0
0 Id n 0 0

™

	( j ) =

– 0 � Id n 0 0
Id n 0 0 0
0 0 0 Id n
0 0 � Id n 0

™

; 	( k) =

– 0 0 0 � Id n
0 0 Id n 0
0 � Id n 0 0

Id n 0 0 0

™

9
>>>>=

>>>>;

(2.26)

While this result might appear complex, its interpretation is straightforward: given aG-stable
irreducible space�V, the space of linear maps from the space to itself that preserve the symmetry
structure consists oflinear transformations that scale all dimensions of�V uniformly, and possibly
rotate or re�ect the space. Algebraically, this means that any element of the algebra has a unique
singular space, with a single singular value determined by the element's coef�cients in the basis of
(2.26). We summarize this result in the following proposition.

Proposition 2.1(A real endomorphism has a single singular space). LetG be a compact symmetry
group,( �� ; �V) be an irreducible representation and its associatedG-stable space, and letEndG( �V)
denote the space endomorphism algebra. Then everyA 2 EndG( �V) admits ansingular value
decomposition (SVD)

A = U 
 IddV > ;

where
 2 R� 0 is thesinglesingular value, repeated with multiplicityd = j �� j = jVk j. The right
singular basisV can, without loss of generality, be taken as the canonical orthonormal basis of�V,
while the left singular basis is thenU = 
 -1AV , which is an orthogonal rotation/re�ection ofV .

(R) Real case.AnyA 2 EndG( �V) is of the form

A = a 	(1) = a Idd ; a 2 R:

Hence
A > A = a2Idd ; � (A ) =

�
jaj

	 � d :
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(C) Complex case.Every element can be written as

A = a 	(1) + b	( i ) =
”

aId n � bId n
bId n aId n

—
; a; b2 R:

Using	( i )> = � 	( i ) and	( i )> 	( i ) = Id ,

A > A = ( a2 + b2) Id d ; � (A ) =
� p

a2 + b2
	 � d :

(H) Quaternionic case.Each element admits the expansion

A = a 	(1) + b	( i ) + c	( j ) + d 	( k); a; b; c; d2 R;

where	( i ); 	( j ); 	( k) are the quaternionic structure matrices from(2.26), satisfying	( � )> =
� 	( � ), 	( � )2 = � Id, and	( � )> 	( � ) = Id , with the usual anti-commutation rules. Conse-
quently,

A > A = ( a2 + b2 + c2 + d2) Id d ; � (A ) =
� p

a2 + b2 + c2 + d2
	 � d :

As an intuitive low-dimensional example, consider the case of a 2D rotational irrep of the cyclic group
C3. The dimension of the irreducibleG-stable subspace isj �Vj = 2 , and the irreducible representation
is of complex type,�� : C3 ! GL( �V), with EndG( �V) � C = spanf 1; ig denoting the space of all
rotations, re�ections, and uniform scalings of the plane (see�g. 2.2).

2.3.1 Decomposition of symmetric vector spaces

We now have all the necessary tools to decompose symmetric vector spaces into their fundamental
building blocks: irreducibleG-stable subspaces (de�nition 2.9). By Maschke's theorem (Knapp,
1986), we have that irreducible representations are the fundamental building blocks of the representa-
tions of a compact symmetry groupG, given that any group representation� X : G ! GL(X ) can
be decomposed into a direct sum of irreducible representations,� X � � n

i =1 � Xi , where each� Xi is
isomorphic to one of the group'sniso � j Gj irreducible representations (de�nitions 2.10and2.11).

This decomposition will play a crucial role in facilitating numerical and theoretical analysis of
operations on symmetric vector spaces. Therefore, we will frequently choose a convenient basis of
the symmetric vector space which readily exposes this decomposition, termed isotypic basis. For
the sake of generality we consider below the more general case of (�nite and in�nite dimensional)
separable Hilbert spaces, which will enable us to extend these results to function spaces.

De�nition 2.12 (Isotypic Basis). Let � H : G ! U(H) be a unitary group representation of a compact
groupG on a separable Hilbert SpaceH. The representation is said to be de�ned in anisotypic basis
if it is de�ned by a direct sum of irreducible representations grouped by their type, that is, if:

� H = � n iso
k=1 � mk

p=1 �� k; (2.27)

wheref �� k : G ! U( �H k )gn iso
k=1 are theniso � j Gj irreducible representations ofG, andmk � 1 is

the multiplicity (i.e., number of copies) of the irrep typek in the representation� H .

Remark 2.1. Note that multiple isotypic bases exist for a given representation� H , as both the irrep
ordering and each irrep's multiplicity ordering can be arbitrarily permuted.



2.3 Group and representation theory for mortals 29

The utility of an isotypic basis stems from Schur's orthogonality relations (lemma 2.1), which ensure
that any symmetric vector space decomposes into at mostniso orthogonalsubspaces.

Theorem 2.1(Isotypic decomposition of symmetric Hilbert spaces (Knapp, 1986)). Let G be a
compact group andH a separable Hilbert space with a unitary group representation� H : G ! U(H).
Then we can identifyniso � j Gj irreducible representations�� k : G ! U( �H k ) that allow us to
decomposeH into a sum of orthogonal subspaces, denotedisotypic subspaces: H =

L ?
1� k� n iso

H (k)

where eachH (k) =
L mk

p=1 H (k)
p is the sum of at mostmk � 1 countably many subspaces isometrically

isomorphic to �H k .

Remark: In practice, the isotypic decomposition of any symmetric �nite dimensional symmetric
Hilbert space, is found via a unitary/orthogonal change of basis, which can be computed numerically
using Dixon's reduction method for �nite-dimensional unitary (complex) representations (Dixon,
1970), with minor additional logic for the orthogonal (real) case. This method is implemented in
symm_learning in thecplx_isotypic_decomposition function.

Disentangled representations The concept of isotypic decomposition is intricately linked to the
idea of disentangled representations, introduced byHiggins et al.(2018) in the representation learning
literature, restated below for completeness.

De�nition 2.13 (Disentangled representation (Higgins et al.(2018))). A vector representation is
called a disentangled representation with respect to a particular decomposition of a symmetry group
into subgroups, if it decomposes into independent subspaces, where each subspace is affected by the
action of a single subgroup, and the actions of all other subgroups leave the subspace unaffected.

Note that the independent subspaces ofde�nition 2.13 refer to the orthogonal isotypic subspaces
fH (k)gn iso

k=1 , each of which is acted upon by a uniquequotient group6 de�ned by the kernel of the irrep
acting on that isotypic subspace:

G(k) = G=Nk ; where Nk := ker( �� k) = f g 2 G j �� k(g) = Id dk g: (2.28)

Where eachG(k) is a well-de�ned group of cosets generated by the normal subgroupNk . In practice,
eachG(k) is isomorphic to the effective (matrix) group encoded by each irreducible representation
�� k : G 7! U( �H k ).

In practice we will leverage this decomposition insection 4.3to decompose the con�guration manifold
of a robotic system into orthogonal submanifolds, and onsection 9.2.1to approximateG-invariant
conditional probability distributions usingG-equivariant linear operators.

2.3.2 Maps between symmetric vector spaces

We will frequently study and use linear and non-linear maps between symmetric vector spaces. Our
focus is on maps that preserve entirely or partially the group structure of the vector spaces. These
types of maps can be classi�ed asG-equivariant,G-invariant maps:

De�nition 2.14 (G-equivariant andG-invariant maps). LetX andY be two vector spaces endowed
with the same symmetry groupG, with the respective group actions. X and . Y . A mapf : X 7! Y

6The original de�nition of disentangled representations refers to subgroups, but in general the quotient group
G(k) need not be a subgroup of G.

https://danfoa.github.io/symmetric_learning/
https://danfoa.github.io/symmetric_learning/representation_theory.html
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is said to beG-equivariant if it commutes with the group action, such that:

g . Y y = g . Y f (x ) = f (g . X x ); 8 x 2 X ; g 2 G:

� Y (g)f (x ) = f (� X (g)x )
() X

. X //

f
��

X

f
��

Y
. Y //Y

(2.29a)

A speci�c case ofG-equivariant maps are theG-invariant ones, which are maps that commute with
the group action and have trivial output group actions. Y such that� Y (g) = I for all g 2 G. That is:

y = g . Y f (x ) = f (g . X x ); 8 x 2 X ; g 2 G:

y = � Y (g)f (x ) = f (� X (g)x )
() X

. X

f   

X

f
��

Y

. Y

RR

(2.29b)

We will also frequently study matrix-valued functions that map a symmetric vector spaceX to the
space of linear maps between two other symmetric vector spacesY andZ . These functions are said
to beG-equivariant if they satisfy a similar equivariance constraint as inde�nition 2.14, but with the
group action on the output space being the conjugation action of the group on the space of linear maps
betweenY andZ , which is de�ned as follows:

De�nition 2.15 (G-equivariant matrix-valued function). LetX , Y andZ be threeG-symmetric vector
spaces, with respective group actions. X , . Y and . Z . A matrix-valued functionF : X 7! RjZj�jYj is
said to beG-equivariant if its image is the space ofG-homomorphisms betweenY andZ ; HomG(Y;
Z ), if it satis�es:

g . Z F (x ) Y / g � 1 = F (g . X x ); 8 x 2 X ; g 2 G: ()

X

F
��

. X //X

F
��

HomG(Y; Z )
. Z � Y /

//HomG(Y; Z )

Such a constraint is also referred to asG-steerability constraint inWeiler et al.(2021), and has well
known algebraic structural constraints fully characterized inLang and Weiler(2020).

Structure of G-equivariant linear maps When restricting our focus to linear maps between
symmetric vector spaces, theG-equivariance constraint imposes strong structural constraints on the
degrees of freedom of the map. We will frequently leverage this known structure, which is summarized
in the following proposition:

Proposition 2.2(Structure ofG-homomorphisms / intertwiners /G-equivariant linear maps). Let
G be a compact group andA 2 HomG(X ; Y) be aG-equivariant linear map between two (real)
G-symmetric vector spacesX andY, with isotypic decompositions (theorem 2.1) given by:

X = � n iso
k=1 X (k) = � n iso

k=1 �
mx

k
i =1 X (k)

i and Y = � n iso
k=1 Y (k) = � n iso

k=1 �
my

k
j =1 Y (k)

j ;

whereniso denotes the number of isotypic subspaces, andmx
k andmy

k denote the multiplicities of
the irreducible representation�� k : G ! GL( �Vk ) in X andY, respectively. EachX (k)

i andY (k)
j is
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isometrically isomorphic to�Vk (seetheorem 2.1). Hence, in the isotypic bases, the mapA decomposes
block-diagonally intoniso blocks corresponding to homomorphisms between isotypic subspaces of the
same type, that is:

A = � n iso
k=1 A (k) where A (k) 2 HomG(X (k); Y (k)):

Furthermore, the mapA (k) decomposes intomx
k � my

k blocks of endomorphisms of the irreducible
subspace�Vk . That is:

A (k) =

2

6
4

A (k)
1;1 ��� A (k)

1;m x
k

:::
: : :

:::
A (k)

m y
k ;1

��� A (k)
m y

k ;m x
k

3

7
5 where A (k)

i;j 2 EndG( �Vk ); 8 i 2 [1; my
k ]; j 2 [1; mx

k ]:

Consequently, depending on the type of irreducible representationK 2 f R; C; Hg, each sub-block is
constrained to be in the span of the corresponding basis elements in eq.2.26. Consequently, if we
denote byB the basis set ofK, we have that the mapA (k) can be expressed in tensor product form as:

A (k) =
X

b2 B

� (k)
b 
 	 k (b); where � (k)

b 2 Rmy
k � mx

k ; 	 k : B ! EndG( �Vk ) (2.30)

With [� (k)
b ]i;j = hA (k)

i;j ; 	 k (b)i denoting the basis expansion coef�cient of thei -th, j -th endomorphism
sub-block with the basis element	 k (b).

2.4 G-invariant random variables

This section presents the background on probability theory in the presence of symmetry priors
necessary to derive the core results of the thesis.

To begin, we recall the standard de�nition of a random variable taking values in a probability
space. Let(X ; � X ; Px ) be a probability space , withX a set,� X a � -algebra of subsets ofX ,
andPx : � X 7! [0; 1] the marginal probability measure ofx. A � -algebra� X is the collection of
subsets ofX that are treated as measurable events; it containsX , is closed under complements, and is
closed under countable unions. We denote a random variablex taking values inX by x : 
 ! X ,
where
 is the underlying sample space. Furthermore, we denote the marginal probability of an
eventx 2 X � X by P(x 2 X) := Px (X) and the conditional probability of an eventy 2 Y � Y
givenx = x by P(y 2 Yjx = x ) := Py jx (Yjx ), wherePy jx : � Y � X 7! [0; 1] is the conditional
probability distribution ofy givenx. Finally, we denote realizations ofx by x 2 X . Expectations
of an observablef : X ! R underx are denoted byEx [f ] =

R
X f (x )Px (dx ), and conditional

expectation of an observableh : Y ! R givenx = x by Ey jx [h(y )] =
R

Y h(y )Py jx (dy jx ).

Probability symmetry priors The �rst fundamental symmetry prior we will encounter is the
invariance of the marginal distribution of a random variable under the action of a compact symmetry
groupG:

De�nition 2.16 (G-invariant random variable). Let (X ; � X ; Px ) be a probability space , and letG
be a compact symmetry group acting onX via the group action. X : G � X ! X (de�nition 2.2).
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A random variablex taking values inX is said to be symmetric with respect toG if the probability
measurePx is invariant under the group action:

Px (X) = Px (g . X X); 8 g 2 G; X 2 � X : ()

� X
. X

Px ""

� X

Px
��

[0; 1]

(2.31)

As we will see inchapters 6to 8, the distributions of world statesPs, robot actionsPa, and state
observationsPo are common examples of suchG-invariant random variables.

The second fundamental symmetry prior we will encounter is the invariance of the conditional
distribution of a random variable given another random variable under the action of a compact
symmetry groupG:

De�nition 2.17 (G-invariant conditional distribution). Let (X ; � X ; Px ) and(Y; � Y ; Py ) be prob-
ability spaces , and letG be a compact symmetry group acting on bothX and Y via the group
actions . X : G � X ! X and . Y : G � Y ! Y , respectively. The conditional distribution
Py jx : � Y � X 7! [0; 1] of y givenx is said to beG-invariant if the following conditions hold:

Py jx (Yjx ) = Py jx (g . Y Yjg . X x );

8 g 2 G; x 2 X ; Y 2 � Y ;
()

� Y � X
( . Y ; . X )

Py j x ((

� Y � X

Py j x

��
[0; 1]

(2.32)

As we will see inchapters 6to 8, the world transition dynamicsPMt
sjas (eq.2.13), observation transition

dynamicsPMt
ojas (eq.2.15), optimal control policies� � , sensor modelsPojs (eq.2.14), and optimal state

estimation modelsPMt
sj~o (eq.2.15) are common examples of suchG-invariant conditional distributions.

Intuitively, these conditional distributions can be viewed as probabilistic generalizations of equivariant
maps between the spacesX andY. To make this precise, we focus on a frequently encountered
scenario in this thesis: for a given pair of random variables(x; y ), x is aG-invariant random variable
and the conditional distribution ofy givenx is G-invariant. In this setting, the marginal, joint, and
conditional expectations inherit the symmetry constraints stated in the following proposition.

Proposition 2.3. Let (x ; y ) be two random variables such thatx is G-symmetric (de�nition 2.16)
and the conditional distribution ofy givenx is G-invariant (eq.2.32). Then the marginal distribution
of y is alsoG-invariant; therefore,y is G-symmetric. More precisely, if

Px (X) = Px (g . X X); and Py jx (Yjx ) = Py jx (g . Y Yjg . X x );

8 g 2 G; x 2 X ; X 2 � X ; Y 2 � Y ;

then the marginal distribution ofy is G-invariant:

Py (Y) = Py (g . Y Y); 8 g 2 G; Y 2 � Y ; (2.34)
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the joint distribution of(x ; y ) is G-invariant:

Pxy (X; Y) = Pxy (g . X X; g . Y Y); 8 g 2 G; X 2 � X ; Y 2 � Y : (2.35)

Moreover, if the conditional �rst moment is uniformly bounded:supx 2X
R

Y kyk Py jx (dy jx ) < 1 ,
the conditional expectation ofy givenx is a G-equivariant map (de�nition 2.14):

E[y jx = g . X x ] = g . Y E[y jx = x ] 8 g 2 G; x 2 X : ()

X

E[y jx = �]
��

. X //X

E[y jx = . X �]
��

Y
. Y //Y

(2.36)

Proof. To prove eq.2.34, let g 2 G andY 2 � Y . Then

Py (g . Y Y) =
Z

X
Py jx (g . Y Yjx ) Px (dx )

=
Z

X
Py jx (Yjg-1 . X x ) Px (dx ) (by eq.2.32)

=
Z

X
Py jx (Yjx ) Px (dx ) (change of variables andPx G-invariance)

= Py (Y):

To prove eq.2.35, let g 2 G, X 2 � X , andY 2 � Y . By construction, we have,

Pxy (X; Y) =
Z

X
Py jx (Yjx ) Px (dx ); 8 X 2 � X ; Y 2 � Y :

Therefore,

Pxy (g . X X; g . Y Y) =
Z

g . X X
Py jx (g . Y Yj ~x ) Px (d~x )

=
Z

X
Py jx (g . Y Yjg . X x ) Px (dx ) (~x = g . X x andPx G-invariance)

=
Z

X
Py jx (Yjx ) Px (dx ) (by eq.2.32)

= Pxy (X; Y):

To prove eq.2.36, we write

E[y jx := g . X x ] =
Z

Y
y Py jx (dy jg . X x )

=
Z

Y
g . Y y Py jx (dy jx ) (change of variables and eq.2.32)

= g . Y

Z

Y
y Py jx (dy jx ) (linearity of the action onY)

= g . Y E[y jx = x ]:
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Figure 2.3 Example of G-invariant random variables (x ; y ) � X �Y � R� R, whose marginals Px (x ) and Py (y );
joint Pxy (x ; y ); and conditional Py j x (y jx ) distributions are invariant to re�ections of the data: gr . X x = � x and
gr . Y y = � y, where gr denotes the re�ection element of the re�ection symmetry group C2 := f e; gr jg2

r = eg
(see prop. 2.3). Consequently, the PMD � (x; y ) is C2-invariant.

A self-contained illustration ofprop. 2.3is shown in�g. 2.3 for two scalar random variables with
the simplest non-trivial symmetry group, the re�ection symmetry groupC2 := f e; gr jg2

r = eg (see
�g. 2.1), wheree denotes the identity element andgr denotes the re�ection element (seesection 2.3).

A common algebraic trick we will use throughout the thesis is to leverage the relation between
the conditional distributions de�ned by symmetry related conditioning events, such asx = x and
x = g . X x , to change variable in the integral of the conditional expectation ofy givenx. This is
formalized in the following corollary.

Corollary 2.1. Let (x ; y ) be two random variables such thatx is G-symmetric (de�nition 2.16) and
the conditional distribution ofy givenx is G-invariant (eq.2.32). Then, we have that

Z

Y
Py jx (dy jx ) =

Z

g . Y Y= Y
Py jx (g . Y dy jx ) =

Z

Y
Py jx (dy jg-1 . X x ) 8 g 2 G:

Optimal transport paths betweenG-invariant distributions

In chapter 8, we study the implications of symmetry priors in generative modelling paradigms
used to parameterize stochastic optimal control policies. This leads to the problem of optimal
transport between two probability distributions that areG-invariant with respect to a given compact
symmetry groupG. This problem has been studied in the context ofG-equivariant �ow matching by
Klein et al.(2023), speci�cally for optimal transport between twomarginalprobability distributions
P0 : � Y 7! [0; 1] andP1 : � Y 7! [0; 1] that are bothG-invariant (de�nition 2.16).

Given that in optimal control problems, the control policy is parameterized by aconditionalprobability
distributions of control actions given conditioning states, our focus is on optimal transport maps
between twoG-invariantconditionalprobability distributionsP0 : � Y � X ! [0; 1] andP1 : � Y �
X ! [0; 1], where the solution is a family of optimal transport paths indexed by the realizations of
the conditioning random variablex. To tackle this scenario, we �rst restate the main results ofKlein
et al.(2023) in our measure theoretic notation, and then extend these results to the conditional setting.
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Optimal transport between marginal distributions In optimal transport, given two marginal
probability distributionsP0 and P1 on a shared domainY, the goal is to �nd a transport plan
T : � Y � � Y 7! [0; 1] that minimizes the expected transport cost between the two distributions.
Where the transport costc : Y � Y ! R is a strictly convex distance metricc(y0; y1) = d(y0; y1)p

for somep � 1. The optimal transport problem can be formalized as the following optimization
problem over the space of transport plans�( P0; P1), which consists of all probability measures on
Y � Y with marginalsP0 andP1:

inf
T

Z

Y�Y
c(y ; y 0) T(dy ; dy 0); s.t.

Z

Y
T(Y; dy ) = P0(Y);

Z

Y
T(dy ; Y) = P1(Y); 8 Y 2 � Y :

(2.37)
In the context where the sourceP0 and targetP1 distributions areG-invariant (eq.2.31), we have that
the domainY admits a group action. Y : G � Y ! Y that preserve distances inY. Consequently,
the transport cost becomes aG-invariant map, that isc(g . Y y0; g . Y y1) = c(y0; y1) for all g 2 G
andy0; y1 2 Y . In this setting,Klein et al.(2023) introduces the symmetrized costcG : Y � Y ! R
de�ned as the minimum transport cost between points in the sameG-orbit:

cG(y0; y1) := min
g2 G

c(y0; g . Y y1) = min
g2 G

c(g . Y y0; y1); 8 y0; y1 2 Y : (2.38)

The following theorem formalizes the optimal transport properties of marginal invariant distributions,
translating the core �ndings ofKlein et al.(2023) into the measure-theoretic notation of this thesis.

Theorem 2.2(Equivariant OT forG-invariant marginal distributions (Klein et al., 2023)). Let P0 and
P1 be twoG-invariant marginal probability distributions (de�nition 2.16) on the measure space(Y;
� Y ). Letc : Y � Y ! R be a strictly convex,G-invariant cost function. Then:

1. The optimal transport planT(�; �) 2 �( P0; P1) is G-invariant:

T(Y0; Y1) = T(g . Y Y0; g . Y Y1); 8 g 2 G; Y0; Y1 2 � Y : (2.39)

2. If the optimal transport mapw� : Y ! Y exists and is unique, it isG-equivariant:

w� (g . Y y ) = g . Y w� (y ); 8 g 2 G; y 2 Y : (2.40)

3. The optimal transport mapw� is also an optimal transport map for the symmetrized costcG .
4. AssumingY is a vector space, the optimal velocity �eldv � (y ; k) generating the optimal

transport-map interpolationy (k) = (1 � k)y (0) + k w(y (0) ) is G-equivariant:

v � (g . Y y ; k) = g . Y v � (y ; k); 8 g 2 G; k 2 [0; 1]: (2.41)

Proof. A detailed proof is provided by (Klein et al., 2023, Appendix B.1).

Conditional optimal transport We now switch our focus to conditional optimal transport, where the
goal is to �nd a family of optimal transport plansf � x (P0; P1)gx 2X betweenconditionalprobability
distributionsP0 : � Y � X ! [0; 1] andP1 : � Y � X ! [0; 1], conditioned on the realizations of the
a random variablex, taking values in the measure space(X ; � X ). That is, to solve the following
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family of optimal transport problems:

inf
T

Z

Y�Y
c(y ; y 0jx ) T(dy ; dy 0jx ); s.t.

Z

Y
T(Y; dy jx ) = P0(Yjx );

Z

Y
T(dy ; Yjx ) = P1(Yjx );

8 Y 2 � Y ; x 2 X :

(2.42)
This section extends the previous analysis to a family of optimal transport paths—indexed by a
secondaryG-invariant random variablex—between twoconditionalprobability distributionsP0(�jx )
andP1(�jx ) that are bothG-invariant (de�nition 2.17).

Because the conditional distributionsPi (�jx ) behave identically to marginal distributions for any �xed
realization of the conditioning variablex , the properties fromtheorem 2.2trivially extend to the
conditional optimal transport planT(�; �jx ) and mapT(�jx ).

Corollary 2.2 (Conditional Equivariant Optimal Transport). Let P0(�jx ) and P1(�jx ) be twoG-
invariant conditional probability distributions. Under the identical assumptions oftheorem 2.2, for
any realizationx 2 X :

1. The optimal transport plan is conditionally invariant:

T(Y0; Y1jx ) = T(g . Y Y0; g . Y Y1jg . X x ); 8 g 2 G; Y0; Y1 2 � Y :

2. If the conditional optimal transport mapw� : Y � X ! Y exists and is unique for any givenx ,
it is conditionallyG-equivariant:

g . Y w� (y ; x ) = w� (g . Y y ; g . X x ); 8 g 2 G; y 2 Y :

3. The optimal transport mapw� is also an optimal transport map for the symmetrized costcG ,
for any �xed realization of the conditioning variablex .

4. AssumingY is a vector space, the optimal velocity �eldv � (y ; x ; k) generating the optimal
transport-map interpolationy (k) = (1 � k)y (0) + k w� (y (0) ; x ) is G-equivariant:

g . Y v � (y ; x ; k) = v � (g . Y y ; g . X x ; k); 8 g 2 G; k 2 [0; 1]:

Proof. For any �xed realizationx 2 X , theG-invariance of the conditional distributions implies
Pi (Yjx ) = Pi (g . Y Yjg . X x ) for i 2 f 0; 1g. Evaluating the optimal transport problem between
these distributions at the transformed conditioning stateg . X x is strictly equivalent to solving the
marginal optimal transport problem between the transformed measuresP0(g . Y � jx ) andP1(g . Y � jx ).
Applying theorem 2.2directly to these �xed slices yields the conditional invariance of the plan and
the conditional equivariance of both the map and its corresponding velocity �eld.



Chapter 3

Symmetries of robot dynamics

This chapter introduces the different types of symmetry present in robot dynamics and their impli-
cations. We begin insection 3.1by formalizing symmetries as energy-preserving transformations
of the robot's state associated with a Euclidean isometry—that is, with a rigid translation, rotation,
or re�ection of the Euclidean space in which the robot evolves. Then, inchapter 4, we introduce
morphological symmetries—a speci�c class of symmetries associated with structural regularities in a
robot's morphology, featuring a rich set of geometric and algebraic constraints that we will leverage
in later chapters as inductive biases for data-driven robot modelling, estimation, and control.

Note: In section 2.1, we characterized the symmetries of Newtonian (classical) mechanics as the rigid
transformations of three-dimensional Euclidean space, i.e., theEuclidean groupE3, which comprises
all rotations, translations, and re�ections ofR3. In the classical interpretation, these symmetries are
consideredpassivetransformations affecting only the chosen inertial reference frame (Bloch et al.,
1996; Murray et al., 2017). Their primary implication is the invariance of Newtonian physics to
the choice of inertial reference frame, given that translating, rotating, or re�ecting that reference
frame does not alter the underlying dynamics (Bloch et al., 1996; Noether, 1983). In this chapter,
we reinterpret these symmetries asactivetransformations acting on the robot and its operational
environment, leaving the chosen inertial reference frame unchanged.

3.1 Symmetries as energy-preserving transformations

In the context of dynamical systems, a symmetry is a transformation that relates two distinct system
states with identical—or equivalent—dynamics. Concretely, this means that when subjected to
equivalent forcing, symmetry-related states undergo equivalent temporal evolution. Identifying such
symmetries is therefore highly valuable, as they act as powerful structural priors for modelling
and control: the ability to model or control a given state(q; _q) immediately extends to all of its
symmetry-related counterparts (see�g. 3.1).

The goal of this section is to formalize the notion of dynamics equivalence and describe how sym-
metries in dynamics translate to geometric and algebraic constraints on the system's state space,
equations of motion, and generalized mass matrix.

In robotics, symmetries are energy-preserving transformations—associated with re�ections, transla-
tions, or rotations in Euclidean space—that relate dynamically equivalent states (Bloch et al., 1996;
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Figure 3.1 Example symmetry transformations relating two dynamically equivalent states. Left: Double
pendulum with re�ection symmetry G = C2 = f e; gs j g2
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Ordoñez-Apraezet al., 2025; Wieber, 2006). The action of a symmetry on the robot's state is for-
malized through agroup actionon the con�guration space,( . Q ) : G � Q 7! Q (seede�nition 2.2).
This action de�nes an (af�ne or linear) bijection on the con�guration space for each symmetry
transformation, whereG denotes the set of transformations forming the system's symmetry group (see
de�nition 2.1). For intuition,�g. 3.1 illustrates simple examples of group actions: a double pendulum
with a re�ection symmetry (linear action) and a cart-pole with a horizontal translation symmetry
(af�ne action).

The action of a symmetry transformation on the robot's generalized velocity coordinates and on
accelerations or forces is derived via the push-forward and pull-back of the con�guration-space action
on the manifoldQ. These operations lift the symmetry action to the corresponding tangent and
cotangent spaces,TqQ andTqQ� , respectively, yielding the following group actions:

( . TqQ ) : G � T qQ 7! T qQ; ( . TqQ� ) : G � T qQ� 7! TqQ� ;

(g; _q) 7! g . TqQ _q :=
@(g . Q q)

@q
_q (g;� ) 7! g . TqQ� � :=

•
@(g . Q q)

@q

‹ �>

�

(3.1)
Once again,�g. 3.1 grounds this formalism in intuitive transformations of velocities and forces for the
double pendulum and cart-pole systems. The purpose of introducing this uni�ed notation—although
it may initially seem unnecessarily complex—is to enable the treatment of both simple and complex
robotic systems, potentially exhibiting simple or intricate symmetry groups, within a single consistent
mathematical framework based on linear algebra; see�gs. 3.1 and3.2andde�nition 2.2.

Dynamics equivalence Having de�ned how symmetry transformations act on the system's state
space, we can formalize the concept of dynamics equivalence between two symmetry-related states,
which intuitively implies that when the two states are subjected to equivalent forcing, they undergo
equivalent temporal evolution. In classical mechanics, dynamics equivalence is commonly expressed
via the invariance of the system's Lagrangian function to symmetry transformations (Bloch et al.,
1996; Murray et al., 2017; Wieber, 2006):

De�nition 3.1 (Symmetric dynamical system). Let (q; _q) 2 T Q be the state of a dynamical system
and letL : T Q 7! R be its Lagrangian function. The system is deemed to possess a symmetry group
G if its Lagrangian isG-invariant. That is if:

L (q; _q) = L(g . Q q; g . TqQ _q); 8 g 2 G; 8 (q; _q); 2 T Q: (3.2)
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Figure 3.2 Example symmetry transformations of the dynamics of the Atlas humanoid robot. Left: action of
the re�ection of space gs , relating the dynamically equivalent states (qt ; _qt ) and (gs . Q qt ; gs . Tq Q _qt ). Crucially,
the de�ned re�ection action results in a state that is not reachable, i.e. gs . Q qt =2 Q , given that real-world
rigid bodies cannot undergo a true re�ection. Right: Example action of the translation symmetry group
G = Tx = f gMx jMx 2 Rg, which for any horizontal translation gMx , relates the dynamically equivalent states (qt ;
_qt ) and (gMx . Q qt ; gMx . Tq Q _qt ).

Nomenclature:A dynamical system satisfying eq.3.2 is referred to as a symmetric dynamical system,
with G referred to as its symmetry group. Furthermore, any pair of states related by a symmetry
transformation are said to be symmetric states with equivalent dynamics.

The reason eq.3.2 de�nes adynamical equivalence relationis that, as recalled insection 2.1, the
robot's equations of motion are derived directly from the Lagrangian via the principle of least
action (see eq.2.9). Consequently, deriving the equations of motion for two symmetry-related
trajectories with �xed endpoints—namely a trajectory~qt0 ;t 1 and its symmetry-transformed counterpart
g . ~qt0 ;t 1 := f g . Q qt j qt 2 ~qt0 ;t 1 ; t 2 [t0; t1]g; for anyg 2 G (e.g., see�g. 3.1)—yields equivalent
variational problems:

arg min
~qt 0 ;t 1

Z t 1

t 0

L(qt ; _qt )dt

d
dt

@L(q; _q)
@( _q)

�
@L(q; _q)

@(q)
= 0 2 TqQ� ;

and

arg min
g . ~qt 0 ;t 1

Z t 1

t 0

L(g . Q qt ; g . TqQ _qt )dt

d
dt

@L(g . Q q; g . TqQ _q)
@(g . TqQ _q)

�
@L(g . Q q; g . TqQ _q)

@(g . Q q)
= 0 2 TqQ� :

(3.3a)
As the solutions to both variational problems are the robot's Euler–Lagrange equations of motion,
eq.3.3ainduces a symmetry relation between inertial and moving forces at symmetry-related states
(e.g., see�g. 3.1). To see this, note that by the linearity and invertibility of group actions (de�nition 2.2)
and the chain rule, the partial derivatives of the Lagrangian with respect to variations inq satisfy

L(q; _q) = L(g . Q q; g . TqQ _q);

@L(q; _q)
@q

=
@L(g . Q q; g . TqQ _q)

@q

@L(q; _q)
@q

=
•

@(g . Q q)
@q

‹ > @L(g . Q q; g . TqQ _q)
@g. Q q

g . TqQ�

•
@L(q; _q)

@q

‹
=

@L(g . Q q; g . TqQ _q)
@g. Q q

; by eq.3.1:

(3.3b)
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Likewise, the partial derivatives of the Lagrangian with respect to variations in_q satisfy

@L(q; _q)
@_q

=
@L(g . Q q; g . TqQ _q)

@_q

@L(q; _q)
@_q

=
•

@(g . TqQ _q)
@_q

‹ > @L(g . Q q; g . TqQ _q)
@g. TqQ _q

@L(q; _q)
@_q

=
•

@(g . Q q)
@q

‹ > @L(g . Q q; g . TqQ _q)
@g. TqQ _q

by eq.3.1

g . TqQ�

•
@L(q; _q)

@_q

‹
=

@L(g . Q q; g . TqQ _q)
@g. TqQ _q

; by eq.3.1:

(3.3c)

Then, substituting eqs.3.3band3.3cinto eq.3.3aand noting that symmetry transformations are time-
invariant, we derive the equivariance constraints on the Euler–Lagrange equations at symmetry-related
states, which hold for the entire symmetry group:

g . TqQ�

•
d
dt

@L(q; _q)
@_q

�
@L(q; _q)

@q

‹
=

d
dt

@L(g . Q q; g . TqQ _q)
@(g . TqQ _q)

�
@L(g . Q q; g . TqQ _q)

@(g . Q q)
8 g 2 G;

(q; _q) 2 T Q:
(3.3d)

Recalling fromsection 2.2that the robot's equations of motion are derived from the Euler–Lagrange
equations, with generalized inertial forces arising fromd

dt
@L(q; _q)

@_q and generalized moving forces

arising from@L(q; _q)
@q , we can rewrite eq.3.3dasG-equivariance constraints on the robot's equations

of motion at symmetry-related states:

g . TqQ� (M (q) •q � � (q; _q)) = M (g . Q q)g . TqQ� •q � � (g . Q q; g . TqQ _q) 8 g 2 G; (q; _q) 2 T Q:

(g . TqQ� M (q) � M (g . Q q) TqQ� / g )
| {z }

Equivariance constraint on mass matrix

•q = g . TqQ� � (q; _q) � � (g . Q q; g . TqQ _q)
| {z }

Equivariance constraint on generalized forces

(3.3e)
Here,� (q; _q) := � grav(q) + � nonlin(q; _q) 2 TqQ� denotes the generalized force vector assumed by
the principle of least action, composed of gravitational and nonlinear terms (see eq.2.9).

As already hinted, the core implication of the dynamical equivalence between two states—formalized
by eq.3.3e—is that both states exhibit identical temporal evolution when subjected to equivalent
forcing (see�g. 3.1). Consequently, knowing how to model and control the system along a given
trajectory immediately provides knowledge of how to model and control the system along any
symmetry-related trajectory. Since this form of knowledge transfer constitutes the key prior we aim to
leverage, developing clear intuition around it is essential.

If eq. 3.3eis required to hold for arbitrary generalized accelerations•q 2 TqQ� , then the robot's mass
matrix must satisfy the following matrix-valued equivariance constraint (seede�nition 2.15):

g . TqQ� M (q) TqQ� / g -1 = M (g . Q q); 8 g 2 G; q 2 Q ; (3.4)

which endows the mass matrix with rich, symmetry-group-dependent algebraic structure, well charac-
terized for compact groups originally by the Wigner-Eckart theorem in quantum mechanics and in
Lang and Weiler(2020) in the context ofGDL. Violating this constraint for anyg 2 G implies that
g does not de�ne a symmetry of the robot's dynamics. For example, the symmetry in the temporal
evolution of the double pendulum shown in�g. 3.1 is broken when the links exhibit an asymmetric
mass distribution, as illustrated in�g. 3.3-(a-b).
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( gr . Q q0 ; g r . Tq Q _q0 )
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( q0 ; _q0 )
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Figure 3.3 Left: Symmetry breaking in the double pendulum due to disturbances in the mass distribution
(black box on second link), resulting in the violation eq. 3.4, and causing states (a) and (b) to no longer exhibit
equivalent instantaneous dynamics. Right: Introduction of an external disturbance force f 2 R2 leading to the
violation eq. 3.5, thereby breaking the equivariance relation between the symmetry-related states (q0 ; _q0) in (d)
and (gr . Q q0 ; gr . Tq Q _q0) in (e). Note, however, that under the assumption that inertial and moving disturbances
and their re�ected counterparts are equally likely, each disturbed state (gr . Q q0 ; gr . Tq Q _q0) in (b) and (e) admits
a symmetric equivalent disturbed state, shown in (c) and (f), respectively.

In contrast to eq.3.4, which encodes a constraint on the system's morphology, the constraint on
generalized moving forces required for eq.3.3eto hold,

g . TqQ� � (q; _q) = � (g . Q q; g . TqQ _q); 8 g 2 G; (q; _q) 2 T Q; (3.5)

simply states that dynamically equivalent states will evolve equivalently only when subjected to
equivalent—or symmetry-related—forcing. This condition applies even for general force terms,
including control inputs, contact forces, and non-conservative effects (see eq.2.5). For instance, in the
double pendulum example of�g. 3.1, applying an external disturbance to only one of two dynamically
equivalent states results in distinct temporal evolutions, as shown in�g. 3.3-(d-e).

Crucially, in real-world robotic systems, both inertial and moving-force disturbances are unavoidable.
Our focus is therefore not on idealized symmetry-preserving scenarios (�g. 3.1), but on practical
settings in which a broad distribution of disturbances acts on the system at every time step. The
central objective is thus to model and control system dynamics under such disturbance distributions.
In this regime, the relevant symmetry relations are those between disturbed states, as illustrated in
�g. 3.3-(b,c) and (e,f), since they enable the transfer of modelling and control knowledge from a
system under a given perturbation to its symmetry-related state under the corresponding symmetric
perturbation. This prior is of high practical relevance when symmetric disturbances are likely to be
encountered during operation, and it applies to both simple and complex robotic systems, as depicted
in �gs. 3.5 and3.6. This observation is formalized in the following corollary, which generalizes
eq.3.3eto arbitrary generalized force �elds.

Corollary 3.1 (Equivariant equations of motion). Let (q; _q) 2 T Q be the state of a robotic system
with symmetry groupG (de�nition 3.1), and let •q(q; _q) := M (q)-1� (q; _q) denote the system's
acceleration at state(q; _q), induced by an arbitrary generalized moving force vector� (q; _q) (eq.2.5).
Then, the instantaneous acceleration at any symmetry-related state is related to the acceleration at
(q; _q) through the following equivariance constraint:

g . TqQ� •q(q; _q) = •q(g . Q q; g . TqQ _q); 8 g 2 G; (q; _q) 2 T Q:

g . TqQ� (M (q)-1� (q; _q)) = M (g . Q q)-1g . TqQ� � (q; _q)
(3.6)
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3.2 Taxonomy of symmetries in robotics

The structure and implications of the symmetry constraints imposed on the system's equations of
motion (eq.3.3e) depend critically on the type of symmetry under consideration. This subsection
provides a brief taxonomy of symmetries in robotics, illustrated in�g. 1.2, and thereby sets the stage
for the introduction of morphological symmetries (chapter 4), which constitute the main focus of this
thesis.

Symmetries in classical mechanics and robotics can be broadly classi�ed into two categories:spatial
symmetriesandtemporal symmetries. Spatial symmetries are transformations of the system's state
space that relate states with equivalent dynamics (eq.3.2), whose implications were analyzed in
the previous section. Temporal symmetries, by contrast, are transformations of time itself—namely
time translations and time re�ections—which also relate states with equivalent dynamics, but whose
analysis and implications require a distinct, though conceptually analogous, development. Since
practitioners often con�ate temporal and spatial symmetries, we brie�y discuss temporal symmetries
to provide a complete context and clearly differentiate between these two classes of symmetry priors.

3.2.1 Temporal symmetries

Classical (Newtonian) mechanics admits two fundamental temporal symmetry priors: time translation
and time re�ection. These symmetries arise because the dynamics of mechanical systems are, by
construction, invariant under transformations of time. Intuitively, this means that the dynamics
governing a robotic system today are the same as those governing that same system tomorrow or
yesterday. Moreover, since Newton's laws of motion are time-independent and describe deterministic
dynamics, the same equations remain valid under a reversal of the time variable, at least at the level of
idealized mechanical models.

Accordingly, insections 2.1and3.1we incorporated this prior by assuming that the Lagrangian of
our dynamical systems does not depend on time. In full generality, however, one should consider
a time-dependent LagrangianL : T Q � T 7! R, whereT � R denotes the time domain. Then,
analogously to the formal de�nition of spatial symmetries (de�nition 3.1), temporal symmetries can
be de�ned through the invariance of the Lagrangian under transformations of time:

L (q; _q; t) = L(q; h . TqQ _q; h . T t); 8 h 2 H; (q; _q) 2 T Q; t 2 T: (3.7)

Here,H denotes the temporal symmetry group,( . T ) : H � T 7! T the group action of a temporal
symmetry on time, and( . TqQ ) : H � T qQ 7! T qQ the induced action on the system's tangent
space at any con�gurationq 2 Q . In classical mechanics, the temporal symmetry group is given
by H := R � C2. Here,R = f h� t j � t 2 Rg denotes the group of time translations, acting as
h� t . T t = t+� t and leaving velocities invariant, i.e.,h . TqQ _q = _q. The factorC2 = f e; hr j h2

r = eg
denotes the time-re�ection group, acting viahr . T t = � t and reversing velocities,h . TqQ _q = � _q.

The invariance of the dynamics under time translations is commonly referred to astime homogeneity
and underlies the Markov assumption for the robot's discretized dynamics adopted in most optimal-
control and reinforcement-learning formulations. Since these priors are standard in robotics modelling,
we do not incorporate them explicitly in our analysis, for the sake of notational simplicity.
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Figure 3.4 Illustration of the geometric constraints induced on the con�guration manifold Q by ignorable
coordinates. Left: a translational ignorable coordinate (red axis) constrains the curvature of Q to remain constant
under translations and re�ections along that coordinate. Right: a rotational ignorable coordinate constrains the
curvature of Q to remain constant under rotations and re�ections about the corresponding axis (vertical rotation
axis).

3.2.2 Spatial symmetries

In robotics, spatial symmetries are transformations acting on the robot's con�guration manifoldQ,
and—via eq.3.1—on the associated tangentTqQ and cotangent spacesTqQ� at each con�gurationq 2
Q. We classify spatial symmetries into two categories:environmental symmetriesandmorphological
symmetries. Both are induced by the spatial symmetry group underlying Newtonian mechanics,
namely the Euclidean groupE3 of isometries comprising rigid translations, rotations, and re�ections
of space. Crucially, whereas environmental symmetries are present in every mechanical system,
morphological symmetries are robot-speci�c and arise from intrinsic regularities in the robot's
morphology.

Environmental/base symmetries Environmental symmetries, often referred to asbase symmetries
in the context of �oating-base robots (Bloch et al., 1996), arise from transformations of theignorable
variablesin classical mechanics. These correspond to transformations of the chosen inertial reference
frame (see�g. 1.1), which induce offsets in thex, y, andz position coordinates and in the roll,
pitch, and yaw orientation coordinates of the robot and the objects in its environment. As recalled
in section 2.1, an ignorable variable is a generalized coordinateqi that does not appear explicitly in
the system's Lagrangian (see eq.2.10). Consequently, the system dynamics are independent of the
absolute value ofqi and depend only on its velocity_qi and on the remaining generalized coordinates
(Bloch et al., 1996; Murray et al., 2017; Wieber, 2006). This is a universal property of mechanical
systems governed by classical mechanics (see�g. 1.1).

Exploiting environmental symmetries in data-driven methods is both straightforward and common
practice. In dynamics modelling, environmental symmetries are typically leveraged by avoiding the
direct prediction ofabsolutepositions and orientations. Instead, models are parameterized to predict
relative positions and orientations, or directly velocities, while global coordinates are recovered
by integration from an initial condition (Ghaffari et al., 2022). Similarly, in optimal control, data-
driven policies should avoid dependence on absolute coordinates and instead rely on velocities and
relative measurements, such as the relative pose between the robot and a target object rather than the
object's global position. Ignoring the environmental symmetries of classical mechanics in data-driven
modelling and control is harmful and frequently found in practice. If parametric models of dynamics
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Figure 3.5 Left: The Atlas humanoid robot exhibits a bilateral re�ection symmetry group, C2 = f e; gs j g2
s = eg,

where gs denotes sagittal re�ection. Right: The robot's con�guration manifold inherits this symmetry, imposing
geometric constraints on its curvature under high-dimensional re�ections gs .

or control policies are made directly dependable of global coordinates, the models will be biased
toward the range of global coordinate values present in the training distribution, and will fail to
generalize under trivial translations or rotations.

In geometric terms, the con�guration manifoldQ is constrained to have constant curvature along
transformations of the ignorable position and orientation coordinates (see�g. 3.4). Ignorable absolute
positions—i.e., globalx, y, orz—induce invariance under translation and re�ection groups isomorphic
to Z � C2, see�g. 3.4-left. Likewise, ignorable absolute orientations—i.e., roll, pitch, or yaw—induce
invariance under rotation and re�ection groups isomorphic toO2, as illustrated in�g. 3.4-right.

Morphological symmetries This thesis focuses on the second class of spatial symmetries:mor-
phological symmetries(seechapter 4). These symmetries induce richer geometric constraints on
the con�guration manifold, the system's mass matrix, and optimal control policies. Morphological
symmetries arise from a mechanical system's ability to recon�gure itself to emulate a Euclidean
isometry. For example, a double pendulum can be recon�gured (see�g. 3.1) to achieve a state with
dynamics equivalent to a true spatial re�ection. The next chapter provides a formal de�nition and
detailed analysis of morphological symmetries, as leveraging them in robot learning requires a more
intricate approach. Before proceeding, we offer a high-level intuition for the geometric differences
between morphological and environmental symmetries.

Unlike environmental symmetries, morphological symmetry groups are �nite and impose nontrivial
geometric constraints on the con�guration manifold of mechanical and robotic systems. For instance,
in a robot with bilateral symmetry—where the left side is a re�ection of the right—this re�ection
constrains the con�guration manifold, introducing a high-dimensional re�ection plane that relates
the curvature on one side to that on the other (see�g. 3.5). More generally, robots with larger
morphological symmetry groups, such as the quadruped Solo or Mini-Cheetah, have con�guration
manifolds whose curvature is similarly constrained by high-dimensional symmetry transformations
(see�g. 3.6).

As discussed inchapters 4, 6 and7, these symmetries also transfer to the observation and action
spaces of theMarkov Decision Processs (MDPs)that de�ne the relevant control problems in robotics.
Rendering relevant inductive priors for robot modelling, control, and estimation.
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Figure 3.6 Left: The Solo quadruped robot possesses a morphological symmetry group of order 4, K4 = f e;
gs ; gt ; gr j g2

s = g2
t = g2

r = e; gs � gt = gr g, where gs and gt denote sagittal and transverse re�ections, and gr

denotes a 180� rotation. Right: The con�guration manifold inherits this symmetry group, resulting in geometric
constraints on its curvature under the high-dimensional actions of gs , gt , and gr .

Summary 3.2.2

For any mechanical/robotic system, a symmetry is de�ned as an energy preserving transformation
relating two system's states with equivalent dynamics (corollary 3.1). Meaning that both states have
equivalent temporal evolution when subjected to equivalent forcing. This is a valuable prior for modelling
and control as it allows to transfer knowledge from one state to its symmetry-related states.

Symmetries in robotics can be classi�ed into two categories: temporal symmetries, which are transfor-
mations of time itself, and spatial symmetries, which are transformations of the robot's con�guration
manifold. Spatial symmetries can be further classi�ed into environmental symmetries, which arise from
ignorable coordinates (section 2.2) and morphological symmetries, which arise from regularities in the
robot's morphology.



Chapter 4

Morphological Symmetries(MSs)

Morphological symmetries capture a robot's ability to emulate Euclidean isometries—such as re�ec-
tions, rotations, or translations—throughfeasiblerecon�gurations of its body. In particular, a robot
can reach a dynamically equivalent state corresponding to the application of a Euclidean isometry to
the robot and its environment, even when that isometry itself would produce an infeasible physical
con�guration.

To formalize this distinction, we separate the standard action of Euclidean isometries—here referred
to as the environmental group action—from the morphological group action. The environmental
action corresponds to the canonical action ofE3 on the global world-state space
 , acting jointly on
the robot and its environment, with the robot's con�guration manifoldQ being a submanifold of
 .
In contrast, the morphological group action is de�ned only for a subgroupG � E3 and acts directly
on the robot's con�guration manifold through feasible state transformations:

.env

 : E3 � 
 7! 


| {z }
Environmental action

vs. . Q : G � Q 7! Q
| {z }

Morphological action

: (4.1)

For a given state(q; _q) 2 T Q, we denote the resulting states under these actions by(g .env
Q q;

g .env
TqQ _q) and(g . Q q; g . TqQ _q), respectively (see eq.3.1and�g. 4.1). While environmental actions

may produce dynamically equivalent but physically unreachable robot con�gurations, morphological
actions produce feasible states with equivalent dynamics through admissible recon�gurations of the
robot's body and joints.

Any humanoid robot provides the simplest example (see�g. 4.1-left): its bilateral body symmetry
induces a morphological re�ection groupG = C2 (see�g. 2.1). Although true spatial re�ections
are infeasible for any robot, humanoids can mimic re�ections via the corresponding morphological
action—reorienting the base, hips, and head; and exchanging the left and right limb con�gura-
tions—thereby yielding a feasible state with equivalent dynamics. A similar phenomenon can arise for
other Euclidean isometries, including multiple re�ections, rotations, and translations, when robots ex-
hibit larger symmetry groups. This is the case for some quadruped robots (see�g. 4.1-center-&-right),
where sagittal and transverse body symmetries induce a Klein-four morphological symmetry group
G = K4. In this case, some Euclidean isometries—namely rotations—correspond to both feasible
environmental and morphological actions, whereas re�ections are feasible only morphologically.
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Figure 4.1 Distinction between environmental and morphological group actions (eq. 4.1), which de�ne inequiva-
lent realizations of the same Euclidean isometries. Left : Atlas humanoid robot with a bilateral sagittal re�ection
symmetry group G = C2 = f e; gs j g2

s = eg. The re�ection gs admits two realizations: (i) an environmental
symmetry action, corresponding to a true spatial re�ection of the robot and environment, which produces the un-
reachable state (gs .env

Q q; gs .env
Tq Q _q), given that rigid bodies cannot undergo re�ections; and (ii) a morphological

symmetry action, implemented as a feasible robot recon�guration that reorients the base and exchanges left and
right limbs, yielding a reachable state with equivalent dynamics. The robot chest text orientation highlights the
distinction. Center-&-Right : Solo quadruped robot with a Klein-four morphological symmetry group K4 = f e; gs ;
gt ; gr j g2

r = g2
s = g2

t = e; gs � gt = gr g, comprising sagittal and transverse re�ections ( gs , gt ) and a 180� rotation
(gr ). Environmental actions implement these isometries as true spatial re�ections or rotations acting on both
robot and environment (right), while morphological actions realize them as feasible robot state transformations
that reorient the base and permute limb roles (center). Limb color labels and forward arrows indicate the induced
permutations.

In both examples, for every Euclidean isometryg 2 G � E3, the environmental symmetry action
transforms both the robot and its environment, producing a system state(g .env

Q q; g .env
TqQ _q) that may be

infeasible. In contrast, a morphological symmetry acts directly on the robot state, yielding afeasible
state(g . Q q; g . TqQ _q) that is dynamically equivalent to(q; _q). Consequently, knowledge about mod-
elling and controlling the system at(q; _q) transfers directly to any morphologically symmetric state
(g . Q q; g . TqQ _q) for all g 2 G. Crucially, whereas this transfer is straightforward for environmental
symmetry transformations (seesection 3.2), exploiting it for morphological symmetry transformations
requires a more elaborate analysis and implementation, which we develop in the rest of this chapter.

Having built intuition through the examples in�g. 4.1, we now enumerate the characteristic properties
of morphological symmetries and then provide a formal de�nition that captures them in full generality
for any robotic system. Morphological symmetries have the following de�ning characteristics:

MS1: Feasibility: the action of a morphological symmetry transformation on a robot state(q; _q)
yields a feasible state(g . Q q; g . TqQ _q) 2 T Q, which is dynamically equivalent to(q; _q).

MS2: Non-triviality in joint-space: a morphological symmetry transformation entails a non-trivial
transformation of the robot's joint-space con�guration, required to imitate the action of the
corresponding Euclidean isometry on the robot's morphology (see�g. 4.1).

These properties can be formalized for any robotic system as follows:

De�nition 4.1 (Morphological Symmetry). Let (q; _q) 2 T Q denote the state of a robotic system
with Lagrangian functionL : T Q 7! R. A Euclidean isometryg 2 E3 is deemed a morphological
symmetry of the system if it induces two inequivalent group actions yielding distinct states(g . Q q;
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g . TqQ _q) and(g .env
Q q; g .env

TqQ _q), with (g . Q q; g . TqQ _q) being a feasible state dynamically equivalent
to (q; _q), i.e.:

L (q; _q) = L(g . Q q; g . TqQ _q) = L(g .env
Q q; g .env

TqQ _q); 8 (q; _q) 2 T Q:

s.t. (g .env
Q q; g .env

TqQ _q) 6= ( g . Q q; g . TqQ _q) 2 T Q;

Nomenclature:The set of all morphological symmetries of a robotic system forms its morphological
symmetry groupG < E3.

Because morphological symmetries are spatial symmetries, they induceG-equivariance of the system's
equations of motion (see eq.3.3e), impose non-trivial structural constraints on the mass matrix (see
eq.3.4), and provide relevant symmetry priors for data-driven dynamics modelling (chapter 6), optimal
control (chapter 8), and estimation (chapter 7).

Next, we focus on �oating-base rigid-body systems. For this class of robots, we develop a kinematic
and dynamic analysis of how morphological-symmetry constraints arise in practice, with particular
emphasis on the induced algebraic structure of the mass matrix and its implications for numerical
physics simulation.

This analysis is primarily intended to support the identi�cation of morphological symmetries in
�oating-base robots and to clarify the resulting dynamical constraints. Readers primarily interested
in the implications for data-driven modelling, control, and estimation may jump directly tochap-
ter 6, chapter 8, andchapter 7. Morphological symmetries can also arise in other robotic systems,
including soft, continuum, and modular robots; extending this analysis to those settings is relatively
straightforward, and their applications remain an interesting direction for future research.

The case of �oating-base rigid-body systems

In this section, we characterize the constraints that rigid-body systems must satisfy to admit a mor-
phological symmetry groupG < E3. Speci�cally, for robotic systems consisting ofnb interconnected
rigid bodies arranged in a kinematic tree, we study how the presence of a morphological symme-
try implies one or both of the following properties: (i) permutation symmetries of kinematic-tree
chains, and (ii) symmetry constraints on the mass distributions of unique bodies and of bodies across
symmetry-related kinematic chains. Both properties can be expressed as algebraic constraints on the
inertial and kinematic parameters that de�ne the robot's morphology, which are precisely the core
parameters appearing in robot-description �les such as URDFs and SDFs (Carpentier et al., 2019;
Todorov et al., 2012). By understanding these parameter constraints, we aim to clarify how to

1. De�ne morphological symmetry group actions/transformations in practice through linear alge-
braic operations.

2. Identify morphological symmetries algorithmically from robot description �les.
3. Establish the core constraints needed for computational design of robot morphologies with

arbitrary symmetry groups, thus providing the path to generalize theUniversal Animal design
space (UniMal)(Gupta et al., 2021) to consider larger symmetry groups thanC2 for the design
of robot morphologies.
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Con�guration manifold of �oating-base systems For generality, we consider �oating-base robotic
systems composed ofnb rigid bodies, including a base body (e.g., the torso body in the humanoid and
quadruped examples of�g. 4.1) andnb � 1 additional bodies (e.g., limbs), interconnected bynj joints.
For this class of systems, the con�guration manifold decomposes into the �oating-base con�guration
manifoldSE3—which is a Lie group—and thejoint-spacecon�guration manifoldM � Rn js, which
encodes the positions of all joint degrees of freedom. That is,Q = SE3 �M � Rnq with nq = 6+ njs

andnjs =
P n j

i =1 number ofDoF of joint i (refer tosection 2.1for details). Hence, we will often
denote the decomposition of the generalized coordinates by

q = ( X B|{z}h
R B r B
0 1

i
; qjs) 2 Q := SE3 � M ; and _q = ( _x B|{z}h

_r B
! B

i
; _qjs) 2 TqQ := se3 � T qM ;

(4.2)

whereX B 2 SE3 denotes the base body con�guration—represented as a4 � 4 homogeneous matrix
de�ned by the base positionr B 2 R3 and rotation matrix representationR B 2 SO3 (see eq.2.1)—and
qjs 2 M denotes the joint-space con�guration. Likewise,_x B 2 se3 denotes the base-body linear and
angular velocity—represented as a6 � 1 spatial velocity vector de�ned by the base linear velocity
_r B 2 R3 and angular velocity! B 2 R3 (see eq.2.2)—and _qjs 2 TqM denotes the joint-space
generalized velocity coordinates.

Note that althoughjSE3j = jse3j = 6 , we rely on the4 � 4 matrix-group representation of body
con�gurations and6 � 1 spatial velocity vectors to align with the notation used in the robot-dynamics
simulation literature (Carpentier et al., 2019; Featherstone, 2008; Mastalli et al., 2020a). One may
choose a different orientation parameterization, such as quaternions or Euler angles, but the underlying
nature of the symmetry transformations on these objects remains unchanged.

Morphological symmetry group actions for �oating-base systems In this context, the morpho-
logical and environmental group actions (see eq.4.1), acting on the con�guration manifoldQ of
�oating-base robotic systems, are de�ned as follows:

g . Q q :=
�
g � E3 X B ; g . M qjs

�
and g .env

Q q :=
�
g . E3 X B ; qjs

�
:

=
•

� E3(g)X B � E3(g
-1)

| {z }
h

R g r g
0 1

ih
R B r B
0 1

ih
R g r g
0 1

i -1

; � M (g)qjs

‹
=

�
� E3(g)X B| {z }

h
R g r g
0 1

ih
R B r B
0 1

i

; qjs
�
: (4.3a)

The environmental action( .env
Q ) is de�ned by the standard action of Euclidean isometries on rigid bod-

ies, which simply rotates or re�ects and translates the base-body con�guration in space. Algebraically,
this action is represented simply by composition of homogeneous transformation matrices:

( . E3 ) : G � E3 7! E3;

(g;X ) 7! � E3(g) X :
(4.3b)

where� E3(g) 2 R4� 4 denotes the (proper or improper) homogeneous-transformation-matrix repre-
sentation of the Euclidean isometryg 2 E3, composed of aroto-re�ection R g 2 O3 and a translation
r g 2 R3 (see eq.4.3a). In contrast, the morphological group action( . Q ) : G � Q 7! Q is de�ned by
the standardconjugation actionon E3, ( � E3

), and by a group action on the joint-space con�guration
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manifold,( . M ), de�ned as:

( � E3 ) : G � E3 7! E3;

(g;X ) 7! � E3(g) X � E3(g
-1):

and
. M : G � M 7! M ;

(g;qjs) 7! � M (g)qjs:
(4.3c)

Here,� M (g) 2 Rn js� n js de�nes the transformation of the joint-space con�guration required to imitate
the corresponding Euclidean isometry on the robot's morphology. In the context of the examples
in �g. 4.1, ( � E3

) is responsible for the reorientation and relocation of the robot's base, and( . M ) is
responsible for the permutation of limb roles.

It is important to note that( .env
Q ) is not a well-de�ned group action (de�nition 2.2) on Q because

the resulting state may lie outside the con�guration manifold, i.e.,(g .env
Q q; g .env

TqQ _q) =2 T Q. This
occurs when the Euclidean isometryg is a re�ection, such asgs; gt 2 E3 in �g. 4.1, since for any
R B 2 SO3, the result ofg . E3 R B is a roto-re�ection, implying thatg . E3 R B =2 SO3. This is the
algebraic manifestation of the physical fact that rigid bodies cannot undergo re�ections, depicted
in �g. 4.1 by rendering infeasible states translucent. In contrast, note that the morphological group
action always yields a feasible base con�guration, since for anyR B 2 SO3 andg 2 G, we have
g � E3

R B 2 SO3.

Then, following eq.3.1, we can derive the morphological and environmental group actions on the
tangent spaceTqQ of �oating-base robotic systems as follows:

g . TqQ _q :=
�
g . e _x B ; � TqM (g) _qjs

�
and g .env

TqQ _q :=
�
g . e _x B ; _qjs

�
;

=
�

� e(g) _x B| {z }
•

R g 0
0 det( R g )R g

˜ h
_r B

! B

i

; � TqM (g) _qjs
�

=
�

� e(g) _x B| {z }
•

R g 0
0 det( R g )R g

˜ h
_r B

! B

i

; _qjs
�
: (4.3d)

Here, the determinant factor appears in both angular-velocity blocks because! B is represented as an
axial vector under a �xed right-handed convention. Equivalently, for anyR g 2 O3 and[! B ]� 2 so,
one hasR g[! B ]� R >

g = [det( R g)R g! B ]� . Thus, re�ections act on linear velocities as polar vectors
but on angular velocities as pseudovectors. Consequently, both base-velocity actions share the same
representation on( _r B ; ! B ); their distinction lies in the action on the base con�guration and on the
joint-space coordinates.

Next, we discuss the structure of the joint-space group action( . M ), which captures the recon�guration
of the robot's body needed to mimic the corresponding Euclidean isometry on the robot's morphology.

4.1 Modularity and symmetry in the robot's morphology

Robotic systems often exhibit a regular distribution of replicated kinematic branches within their
kinematic tree. Examples include the four identical legs of the Mini-Cheetah robot and the mirrored
arms and legs of the Atlas robot (see�g. 4.1). As we characterize in this section, modularity in a
robot's morphology is one of the necessary conditions for the existence of a morphological symmetry
g 2 G acting on the robot's state, thereby inducing the group action on the joint-space con�guration
manifold . M : G � M ! M that handles the permutation of limb roles in the examples of�gs. 4.1
and9.8. In section 4.2, we then characterize the constraints on the mass distribution of the robot's
bodies and on the kinematic-tree structure that are necessary for. M to exist.
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Figure 4.2 Example modular kinematic trees used in this section. Left: Atlas, with torso base body B , one
head branch instance bhead

1 , one hip branch instance bhip
1 , two arm branch instances barm

1 and barm
2 , and two

leg branch instances bleg
1 and bleg

2 . Right: Mini-Cheetah, with torso base body B and four replicated leg branch
instances bleg

1 ; : : : ; bleg
4 . Bodies are shown as nodes and joints as links.

Note: The de�nitions in this section are used to de�ne the morphological group actions for the suite
of robotic systems included in themorpho_symm library (seesection 1.5.1), which identi�es the
group actions. Q and . TqQ of eqs.4.3aand4.3dfor a large collection of robotic systems.

Modular kinematic tree structure Assume that the robot's kinematic tree is composed of a base
body B andnk unique kinematic branches, represented by the label setB = f b1; � � � ; bnk g. Each
branchbi hasndof (bi ) 2 N DoF, and we denote bynrep(bi ) 2 N the number of times that branch is
replicated within the tree. The instances of a kinematic branchbi 2 B are denoted byBi = f bi

1; � � � ;
bi

n rep (bi )g. As a working example, we consider the humanoid robot Atlas, whose unique kinematic

branches are the arm, leg, head, and hip, that is,B = f barm ; bleg; bhead; bhip g. These substructures
occur with multiplicitiesnrep(barm ) = nrep(bleg) = 2 andnrep(bhead) = nrep(bhip ) = 1 . We
also consider the quadruped robot Mini-Cheetah, which features a single unique kinematic branch,
B = f blegg, with multiplicity nrep(bleg) = 4 . See�g. 4.2.

The action of a morphological symmetry on the kinematic tree can be de�ned as a permutation that
preserves kinematic-branch types. Equivalently, it can be viewed as a permutation of instances of the
same branch type, speci�ed by a group action on each branch type. That is, eachBi is endowed with
a group action:

. Bi : G � Bi ! Bi

(g; bi
j ) 7! g . bi

j := bi

 g (j ) ; with 
 g : f 1; : : : ; nrep(bi )g ! f 1; : : : ; nrep(bi )g;

(4.4)

which permutes the instances of the same branch type. In particular,g . Bi bi
j := bi


 g (j ) 2 Bi denotes
that, under the symmetry transformationg, instancej of branch typei is mapped to the instance
indexed by
 g(j ).

For example, for the Atlas robot (see�g. 4.2), the group action on the arm branch type is de�ned as a
permutation of the right and left arms:

. Barm : C2 � Barm ! Barm ;

(g; barm
j ) 7! g . barm

j := barm

 g (j )

with

 e(right) = right ; 
 e(left) = left ;


 gs (right) = left ; 
 gs (left) = right :
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Figure 4.3 Permutations of the Mini-Cheetah leg-branch instances induced by the elements of G = f e; gsg � f e;
gt g � f e; gf g (see �g. 1.3 ). Each panel shows the kinematic tree of the robot, with bodies as nodes and joints as
links. Dashed bidirectional arrows connect the branch instances exchanged by the corresponding symmetry
transformation. The re�ection gf acts through the within-branch joint-space transformation but does not permute
the leg-branch instances.

Likewise,�g. 4.3 shows the permutations of the leg branches of the Mini-Cheetah robot induced by
the8 symmetry transformations composing its morphological symmetry group (see�g. 1.3).

When exchanging the roles of kinematic branches of the same type, it is often necessary not only to
permute the branch joint con�gurations, but also to apply speci�c transformations to the joints within
each branch so that the resulting state remains feasible and dynamically equivalent to the original
one. For instance, when permuting the right and left arms of the Atlas robot, one must apply speci�c
re�ections to some joints because corresponding joints in the right and left arms may use different
conventions for the positive direction of theirDoF (e.g., the positive direction of the shoulder-roll
joint in the right arm may be de�ned as clockwise, whereas in the left arm it may be de�ned as
counterclockwise). Another example is the transformations induced by the dorsal re�ection symmetry
gf of the Mini-Cheetah robot which �ips the robot upside down (see�g. 1.3). While this symmetry
has a trivial permutation of the leg branches, it requires speci�c re�ections of the joints within each
leg to yield a feasible and dynamically equivalent con�guration (see�g. 4.3).

Let M bi � Rndof (bi ) denote the con�guration space of a single instance of the kinematic branch type
bi . Then each symmetry transformationg 2 G de�nes a unique group action onM bi that applies the
required branch-joint-space recon�guration:

. M bi : G � M bi ! M bi ;

(g;qjs;bi ) 7! g . qjs;bi := � M bi (g)qjs;bi ; with � M bi (g) 2 Rndof (bi )� ndof (bi ) :
(4.5)

Each� M bi (g) is a linear invertible transformation (de�nition 2.5) that speci�es how the morphological
symmetry transformationg acts on the joint con�guration of a single instance of branch typebi . This
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enables us to de�ne the group action on the joint-space con�guration manifold collecting all instances
of branch typei . Let M Bi � Rndof (Bi ) denote the joint-space con�guration manifold of all instances

of the kinematic branch typebi , with M Bi =
Q n rep (bi )

j =1 M bi
j
. Then the action on this subset of the

joint-space con�guration manifold is de�ned as the composition of eqs.4.4and4.5:

. M Bi
: G � M Bi ! M Bi ;

(g;qjs;Bi ) 7! g . M Bi
qjs;Bi := � M Bi

(g)qjs;Bi = ( � Bi (g) 
 � M bi (g)) qjs;Bi

(4.6)

Here,� Bi (g) 2 Rn rep (bi )� n rep (bi ) is the permutation-matrix representation of the group action on the
instances of the kinematic branch typebi (eq.4.4), and
 denotes the Kronecker product. Intuitively,
this action applies eq.4.5 to each instance of the kinematic branch typebi and then permutes the
resulting con�gurations according to the branch permutation de�ned by� Bi (g) (eq.4.4).

Crucially, because the joint-space con�guration manifoldM decomposes into the con�guration
manifolds associated with each unique kinematic branch type, that is,M =

Q nk
i =1 M Bi , the group

action on the full joint-space con�guration manifold is de�ned as:

. M : G � M ! M ;

(g;qjs) 7! g . qjs := � M (g)qjs :=
�
� nk

i =1 � M Bi
(g)

�
qjs =

2

4
� M B1

(g)

: : :
� M Bn k

(g)

3

5
– qjs;B1

:::
qjs;Bn k

™

(4.7)
If a pointqjs 2 M is represented in a basis that respects the decomposition ofM into the con�guration
manifolds of each unique kinematic branch type, i.e.,qjs = ( qjs;B1 ; : : : ; qjs;Bn k

), then the action of
a morphological symmetryg 2 G onqjs is given by the block-diagonal matrix� M (g), where each
block corresponds to the action on the joint-space con�guration manifold of a unique kinematic branch
type. This structure allows us to systematically construct the group action on the full joint-space
con�guration manifold from the actions de�ned on each unique kinematic branch type (eq.4.6).

Summary 4.1

A morphological symmetry g 2 G induces a non-trivial transformation of the joint-space con�guration
qjs 2 M , required to recon�gure the robot's body so as to mimic the corresponding Euclidean isometry.
This transformation is de�ned by the group action . M : G � M ! M (eq. 4.7), which is assembled
from the actions on the joint-space con�gurations associated with each unique kinematic branch type,
. M Bi

: G � M Bi ! M Bi . Examples include the joint-space con�guration of all legs of the Mini-Cheetah
robot and that of both arms of the Atlas robot. In turn, each . M Bi

is de�ned by combining two actions:
(i) the permutation of the instances of branch type bi , given by . Bi

: G � Bi ! Bi (eq. 4.4), for example,
the permutation of the right and left arms of the Atlas robot; and (ii) the transformation of the joint-space
con�guration of a single instance of branch type bi , given by . M bi

: G � M bi ! M bi (eq. 4.5), for
example, the re�ection applied to some joints when permuting the right and left arms of the Atlas robot.

Next, we discuss the algebraic constraints on the robot's morphology that are necessary for the
existence of the group actions de�ned above.
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4.2 Morphology constraints induced by symmetries

The previous section described the group action on the joint-space con�guration manifold,. M : G �
M ! M , as the composition of a permutation of kinematic branches with transformations of their
individual joint-con�guration manifolds. These transformations implicitly de�ne, for everyg 2 G, a
permutation of bodies within the kinematic tree. In this section, we derive the algebraic constraints
on the robot's kinematic-tree structure and mass distribution required for such body permutations to
exist, since they are necessary conditions for the existence of a morphological symmetryg 2 G.

To derive morphological constraints on the parameters of a robot's kinematic tree and mass distribution,
we study the conditions under which the robot's kinetic energy isG-invariant, which is necessary
because morphological symmetries are energy-preserving transformations (de�nition 4.1).

Recall that the robot's kinetic energy is de�ned as the aggregate of energies of all thenb bodies in the
kinematic tree (see eq.2.3aandsection 2.1):

T(q; _q) =
1
2

_q> M (q) _q =
nbX

i =1

1
2

_x >
i Vi _x i

| {z }
Ti (q; _q)

; with Vi :=
”

m i Id 3 0
0 I i

—
2 S6

++ : (4.8)

where _x i =
�

_r i
! i

�
2 R6 denotes thei th body's spatial velocity vector, composed of the linear velocity

_r i 2 R3 and angular velocity! i 2 R3 (see eq.2.2); Vi 2 S6
++ denotes the body's spatial inertia

matrix, composed of the massmi 2 R and inertia matrixI i 2 S3
++ (de�ned w.r.t. a frame at the

body'sCoM aligned with its principal axes of inertia (Featherstone, 2008)); andTi (q; _q) denotes the
body's kinetic energy.

For eq.4.8to beG-invariant, the sum of the kinetic energies of all bodies at any symmetry-transformed
state(g . Q q; g . TqQ _q) must equal the kinetic energy at the original state(q; _q). This can only happen if,
given the set of transformed body kinetic energiesf Ti (g . Q q; g . TqQ _q)gnb

i =1 , there exists a permutation
� g : f 1; : : : ; nbg 7! f 1; : : : ; nbg that matches the energies of theg-transformed bodies to those of the
original bodies. Note that this permutation is induced by the permutation of kinematic branches of the
same type de�ned in eqs.4.4and4.7and depicted in�g. 4.3 for the Mini-Cheetah robot.

Speci�cally, if G is the morphological symmetry group of a robot, then for everyg 2 G there must
exist a permutation� g such that the following algebraic constraints hold for allg 2 G, (q; _q) 2 T Q,
andi 2 f 1; : : : ; nbg:

Ti (g . Q q; g . TqQ _q) = T� g (i ) (q; _q) (4.9a)

By substituting eq.4.8, we can derivekinematic constraintson the robot's morphology that enforce
that the spatial velocity of thei th body at the symmetry-transformed state(g . Q q; g . TqQ _q) is the
g-transformed spatial velocity of the� g(i )th body at state(q; _q). Recalling that the spatial velocity
vector of thei th body, _x i (q; _q) := J i (q) _q, is determined by the body's Jacobian matrix-valued
functionJ i : Q 7! R6� nq (see eq.2.2), these kinematic constraints translate to the robot's kinematic
tree as matrix-equivariance constraints on the robot's Jacobians:

_x i (g . Q q; g . TqQ _q) := g . e _x � g (i ) (q; _q) 8 g 2 G; (q; _q) 2 T Q; i 2 [1; nb]

J i (g . Q q)g . TqQ _q := g . e J � g (i ) (q) _q

J i (g . Q q) TqQ/ g := g . e J � g (i ) (q)

(4.9b)
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Likewise, we can deriveinertial constraintson the robot's morphology that relate the mass and inertia
of thei th body at(g . Q q; g . TqQ _q) to those of the� g(i )th body at(q; _q).

_x >
i Vi _x i = ( g . e _x � g ( i ) )

> V� g ( i ) (g . e _x � g ( i ) ); 8 g 2 G; (q; _q) 2 T Q; i 2 [1; nb]
�

_r i
! i

� > ”
m i Id 3 0

0 I i

—�
_r i

! i

�
=

€
g . e

” _r � g ( i )
! � g ( i )

—Š> h
m � g ( i ) Id 3 0

0 I � g ( i )

i €
g . e

” _r � g ( i )
! � g ( i )

—Š (4.9c)

These yield mass-equality constraints for bodies related by� g, together with conjugation constraints
on their inertia matrices:

mi Id3 = R >
g m� g (i ) Id3R g

mi = m� g (i )
and

! >
i I i ! i = ! >

� g (i ) I � g (i ) ! � g (i )

! >
i I i ! i = (det( R g)R >

g ! i )> I � g (i ) (det(R g)R >
g ! i )

I i = R gI � g (i )R
>
g

8 g 2 G; (q; _q) 2 T Q; i 2 [1; nb]

(4.9d)

Here, the left-hand side of eq.4.9dstates that bodies related by� g must have the same mass, and
the right-hand side states that their inertia matrices must be related by conjugation withR g. This
ensures that the inertia of bodyi at (g . Q q; g . TqQ _q) is g-equivalent to the inertia of body� g(i ) at (q;
_q). To develop intuition behind these kinematic and inertial constraints, we study two cases: (i) trivial
permutation of bodies, where for a giveng 2 G and bodyi we have� g(i ) = i , and (ii) non-trivial
permutation of bodies, where� g(i ) 6= i .

h � g(i ) = i : For a symmetry transformationg that induces a trivial permutation of bodyi—for
instance, the torso, hip, or head of the Atlas robot under a sagittal re�ectiongs (see�g. 4.1)—the
kinematic and inertial constraints in eqs.4.9band4.9dreduce to:

J i (g . Q q) TqQ/ g := g . e J i (q) and I i R g = R gI i 8 � g(i ) = i; g 2 G; (q; _q) 2 T Q
(4.10)

Both constraints in this case can be interpreted as morphological constraints on the mass
distribution of bodyi . From an algebraic perspective, the commutativity constraint on the
inertia matrix reduces its freeDoF (see details inprop. 2.2). The equivariance constraint on the
Jacobian ensures that the body frame—aligned with the body's principal axes of inertia—at
(g . Q q; g . TqQ _q) is theg-transformed body frame at(q; _q). In practice, these constraints ensure
that the body's mass distribution is invariant under conjugation by the isometryR g, such that if
g 2 G is a re�ection, the body has a re�ectional symmetry in its mass distribution (see�g. 4.5),
and if g 2 G is a rotation, the body has a rotational symmetry in its mass distribution.

Intuitively, for the case of re�ections in�g. 4.1, eq.4.10is responsible for the sagittal re�ection
symmetry of the torso, head, and hip mass distribution in the humanoid robot Atlas under
gs 2 C2, and the sagittal and transverse re�ection symmetries together with the180� rotational
symmetry of the torso mass distribution in the Mini-Cheetah robot undergs; gt ; gr 2 C2 �
C2 � C2.

h � g(i ) 6= i : For anyg 2 G and bodyi for which the symmetry transformation implies a
permutation of the dynamical roles of two bodies—such as the left and right limbs in robots
with sagittal re�ection symmetry, or the front, hind, right, and left limbs of the Mini-Cheetah
robot in�g. 4.1—eq.4.9dimposes mass-equality constraints between the two bodies, together
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Figure 4.4 Example diagram of a 3-legged robot in 2-dimensional space with morphological symmetry group
given by the cyclic group of order 3, G = C3 = f e; g; g2g. The robot is composed of seven rigid bodies: the
base and the two linked bodies of each leg, f B; l a; 1 ; la; 2 ; lb;1 ; lb;2 ; lc; 1 ; lc; 2g. The body permutation induced by
the generator g is denoted by � g and permutes the leg roles as � g (la;i ) = lb;i , � g (lb;i ) = lc;i , and � g (lc;i ) = la;i ,
for i 2 f 1; 2g. The only rigid body left invariant by � g is the base B , whose mass distribution must therefore be
invariant to rotations by 120� and 240� (see eq. 4.10). For bodies permuted by � g , the kinematic constraints
in eq. 4.9b ensure that the Jacobians, and therefore the kinematic chains, of permuted bodies represent
identical kinematic structures. Similarly, the inertial constraints in eq. 4.9d ensure that the mass distributions of
corresponding leg bodies are identical. Hence, the �rst link of each leg is required to be identical to the �rst link
of the other legs, and likewise for the second link of each leg. The diagram further illustrates that, although the
kinematic structure is compatible with the larger dihedral symmetry group D3 , the unequal mass distribution of
the �rst links breaks the re�ection symmetry h 2 D3 , leaving only the cyclic subgroup C3 as a valid morphological
symmetry group.

with an algebraic constraint relating their inertia matrices under the conjugate action of the
isometryg 2 G.

An illustrative depiction of these constraints is shown in�g. 4.4 for a 3-legged robot in2-dimensional
space with morphological symmetry groupG = C3. In this example, the leg bodies are permuted
under the action of the symmetry group, which constrains both their mass distributions and their
Jacobians to satisfy eqs.4.9band4.9d. In practice, the kinematic constraints on the Jacobians force
the kinematic chains of each leg to be identical copies of one another, while the inertial constraints
ensure that the leg bodies are identical across corresponding links. Crucially, the �gure also shows
that the kinematic structure satis�es the kinematic constraints of a larger symmetry group, the dihedral
group of order6, D3 (�g. 2.1), which contains the cyclic groupC3 as a subgroup. However, the
unequal mass distribution of the �rst links of the legs violates the inertial constraints of eq.4.9dfor
states transformed by the re�ection elementh 2 D3, breaking the dynamics equivalence between any
state(q; _q) and its re�ection(h . q; h . _q). Hence, the morphological symmetry group of the robot is
C3, and notD3.

Summary 4.2

The existence of a morphological symmetry g 2 G induces identi�able constraints on the robot's
kinematic tree and inertial parameters. These can be summarized as follows: if, for some g 2 G, the
group action on the robot's joint-space con�guration manifold . M : G � M ! M (eq. 4.7) relates the
con�guration of the i th body of one kinematic branch to that of the � g (i ) th body of a different kinematic
branch, then the following constraints must hold for all (q; _q) 2 T Q :
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Figure 4.5 Left: A body with re�ection-symmetric mass distribution can mimic the infeasible environmental
re�ection . E3

(eq. 4.3b) through the feasible conjugate con�guration � E3
(eq. 4.3c), while preserving the

body's kinetic energy. Right: Breaking that mass-distribution symmetry destroys this equivalence, because the
recon�guration � E3

leads to a different body kinetic energy. Gray lines represent the body's principal axes of
inertia, and the body frame is aligned with these axes. Figure adapted from Ordoñez-Apraez et al. (2025).

h Kinematic constraints: The bodies' Jacobians must satisfy the matrix-equivariance constraint
in eq. 4.9b.

h Inertial constraints: The bodies' masses must be equal, and their inertia matrices must satisfy
the conjugation constraint in eq. 4.9d.

4.3 Dynamics' harmonic analysis

Recall that in classical mechanics, the equations of motion of a body with massm and inertiaI in 3D
space decouple along the orthogonal directionsx̂; ŷ; ẑ 2 R3:

m•x = f x̂ ; m•y = f ŷ ; m•z = f ẑ; (4.11)

where(f x̂ ; f ŷ ; f ẑ) denotes the decomposition of the moving force into its orthogonal components along
thex̂, ŷ, andẑ directions. This decomposition of the body dynamics follows from the orthogonality
relations between the canonical axes,x̂ ? ŷ ? ẑ, which ensure that any component of the forcef x̂

induces zero work alonĝy andẑ, and thus does not contribute to the dynamics along those directions.

This section illustrates that morphological symmetries induce an analogous orthogonal decomposition
of the robot's dynamics in the space of generalized coordinates. The key tool is a standard result
from abstract harmonic analysis—namely theisotypic decompositionof a symmetric vector space
(theorem 2.1), which generalizes the Fourier transform to arbitrary vector spaces and compact
symmetry groups (Knapp, 1986)—and exposes orthogonal constraints between subspaces of the
con�guration spaceT Q. To highlight the utility of identifying these orthogonal subspaces, we show
that several relevant quadruped gaits, such as the trot, pace, bound, and pronk, can be modeled as
dynamic motions constrained to evolve within one or a few of these subspaces rather than in the full
con�guration space (see�g. 4.6). This provides a direct route to identifying relevant subspaces for
gait design and analysis.
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Note that here we focus on the physical interpretation of the isotypic decomposition and do not
delve into the representation-theoretic details underlying the analysis. Those details can be found in
theorem 2.1andOrdoñez-Apraezet al.(2025) and are referenced in the main text when needed.

Orthogonal con�guration submanifolds induced by morphological symmetries

Recall that a robot with morphological symmetry groupG possesses a group action. Q : G �Q ! Q
(see eq.4.3a). Once a basis is chosen to represent pointsq 2 Q , this action can be written as a group
representation� Q : G 7! GL(Rnq ), which maps each symmetry transformationg 2 G to a linear
invertible matrix� Q(g) 2 Rnq � nq de�ning how the coordinates of the robot's con�guration manifold
transform (seede�nition 2.2).1

By theorem 2.1, there exists a change of basisT : Rnq 7! Rnq that yields a block-diagonal decompo-
sition of the representation� Q and, equivalently, an orthogonal decomposition of the con�guration
space:

� iso
Q (g) = T (� Q(g))T > :=

2

6
6
4

� Qiso
1

(g) 0 ��� 0

0 � Qiso
2

(g) ��� 0

:::
:::

: : :
:::

0 0 ��� � Qiso
n iso

(g)

3

7
7
5 () Q = Q(1) � ? Q(2) � ? � � � � ? Q(niso)

(4.12)

Here,� iso
Q denotes the group representation ofG in theisotypic basis(de�nition 2.12) of Q. This

characteristic basis of symmetric vector spaces exposes the orthogonal subspacesQ(k), for k 2 f 1;
: : : ; nisog, each representing a con�guration submanifold subject to orthogonality constraints with the
others, much like the orthogonality relations between thex̂, ŷ, andẑ axes inR3. Consequently, any
generalized force acting along the directions of motion of one subspaceQ(k) does zero work along the
directions of motion of any other subspaceQ(k0) for k0 6= k.

To comprehend the implications and physical interpretations of this result in the context of robot
dynamics, we must �rst characterize the structure of the isotypic decomposition, which depends
entirely on the morphological symmetry groupG:

h The number of orthogonalisotypic subspaces, niso 2 [1; jGj], is determined by the number of
real irreducible representations of the group,f �� kgn iso

k=1 , each characterizing a distinct subset of
the symmetries ofG (seede�nition 2.11and�g. 4.6).

h Each con�guration isotypic subspaceQ(k) is constructed to feature only a subset of the sym-
metries ofG, makingQ(k) a space of symmetry-constrained robot con�gurations (see�g. 4.6).
Formally, the effective symmetry group ofQ(k) is the quotient subgroupG(k) := G=Nk , where
Nk is the kernel of the irreducible representation of typek (seede�nition 2.13). For example, in
�g. 4.6, the �rst isotypic subspaceQ(1) de�nes the space ofG-invariant con�gurations, meaning
that all legs share the same con�guration. In this case,N1 = K4 and thereforeG(1) = f eg.
The second isotypic subspaceQ(2) de�nes con�gurations in which the left and right legs are
synchronized, soN2 = f e; gsg andG(2) � C2. Similarly, for Q(3) we haveN3 = f e; gt g and
G(3) � C2, whereas forQ(4) we haveN4 = f e; gr g andG(4) � C2.

h The orthogonality relations between the isotypic subspacesQ(k) follow from Schur's orthog-
onality relations (seelemma 2.1). In our context, this has a direct physical interpretation:

1Note that the group representation � Q is well de�ned only when the robot orientation is represented in
terms of Euler angles, which is implicitly assumed in this section.
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Figure 4.6 Illustration of the projection of the symmetry-related states of the Solo quadruped robot (Grimminger
et al., 2020), K4q = f g . Q qjg 2 K4g (bottom-half), onto the isotypic subspaces fQ kg4

k =1 of the robot's con�gura-
tion manifold Q (upper-half). For any state q 2 Q , the matrix T encodes the change to the isotypic basis, in
which the state decomposes into its projections onto the isotypic subspaces: q = T -1 (q(1) � q(2) � q(3) � q(4) ),
with q(k) 2 Q (k) for all k 2 [1; 4]. Each isotypic subspace describes a family of symmetry-constrained robot
con�gurations. For example, Q1 describes con�gurations in which all legs share the same con�guration, Q2 those
in which the left and right legs are synchronized, Q3 those in which the front and back legs are synchronized, and
Q4 those in which diagonally opposed legs are synchronized. In a basis that exposes these subspaces, the group
actions act block-wise on subsets of the con�guration space while leaving the remaining subspaces invariant,
as illustrated by the orbit K4q = f g . Q qjg 2 K4g in the bottom half. Figure adapted from Ordoñez-Apraez et al.
(2025).

any direction of displacement� q(k) 2 Q (k) is orthogonal to any direction of displacement
� q(k0) 2 Q (k0) for k0 6= k, in the sense that no generalized force acting along� q(k) can do work
along� q(k0) , and vice versa. This, in turn, enables us to derive independent equations of motion
for each isotypic subspace, analogous to eq.4.11, in which only inertial terms are shared across
the subspaces equations of motion. We discuss this in more detail in the next section.

Decomposing motions into a superposition ofnormal con�guration modes

The decomposition of the con�guration manifold into orthogonal submanifoldsQ = Q(1) � ?

� ? � � � � ? Q(niso) implies that any robot con�gurationq 2 Q decomposes as a superposition of its
projections onto the isotypic subspaces:q = T -1(q(1) � q(2) � � � � � q(n iso) ), whereq(k) 2 Q (k)

denotes the projection ofq onto thekth isotypic subspace (see�g. 4.6). Given that for everyq 2 Q
the tangent spaceTqQ inherits the group action. TqQ (see eq.4.3d), the same decomposition applies
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to the robot's velocity_q, acceleration•q, and generalized forces� , such that:

q := T -1

"
q(1)

:::
q( n iso)

#

; _q := T -1

"
_q(1)

:::
_q( n iso)

#

; •q := T -1

"
•q(1)

:::
•q( n iso)

#

; and � := T -1

–
� (1)

:::
� ( n iso)

™

(4.13)

Whereq(k), _q(k), •q(k), and� (k) denote the projections of the generalized positions, velocities, accel-
erations, and forces onto thekth isotypic subspace, of dimensionnk;j = jM iso

k j � jMj = njs (see
�g. 4.6 andanimation). In the isotypic basis, each dimension ofT q 2 Rn js no longer describes the
position of a singleDoF, but rather a synergy ofDoF. Likewise, the dimensions ofT _q, T •q, andT �
describe the corresponding synergy velocities, accelerations, and generalized forces (see�g. 4.6).

Moreover, orthogonality between isotypic subspaces implies that generalized moving forces associated
with one subspace do zero work along displacement directions in the others. Consequently, the
instantaneous work decomposes into the sum of the work performed in each isotypic subspace:

W ( _q; � ) = � > _q =
n isoX

k=1

Wk :=
n isoX

k=1

�
� (k)

� >
_q(k) (4.14)

Normal con�guration modes (NCMs) In molecular physics, a related symmetry-aware decom-
position of states and dynamics is commonly described as a decomposition intonormal vibrational
modes(Dresselhaus et al., 2007). By analogy, we refer to the robot-motion decomposition in eq.4.13
as a decomposition intonormal con�guration modes (NCMs)of motion. Each isotypic subspaceQ(k)

then describes a family of symmetry-constrained robot con�gurations, namely oneNCM.

NCMs of the dynamics of quadruped locomotion

To empirically assess the relevance of the isotypic decomposition and the associatedNCMs for robot
dynamics,Ordoñez-Apraezet al. (2024, 2025) study the decomposition of several Mini-Cheetah
locomotion gaits and terrains into itsniso = 4 NCMs. These modes match the structure of theNCMs
of the Solo quadruped in�g. 4.6, since both robots share the same morphological symmetry group
G = K4.

Speci�cally, we take real-world motion trajectories[(qt ; _qt )]t2 T , collected over a time spanT from
the dataset ofLin et al. (2021), identify the change of basisT to the isotypic basis ofQ using
Dixon's reduction algorithm (Dixon, 1970), implemented insymm_learning (seetheorem 2.1
andsection 1.5.1), and project the trajectories into the isotypic subspacesfQ (k)g4

k=1 via eq.4.13. We
then study the kinetic energy of eachNCM as a proxy for its relevance in characterizing the dynamics
of each gait and terrain.

The results, shown in�g. 4.7, demonstrate that decomposing the motion intoNCMsreadily reveals
the lower-dimensional structure of the trotting, jumping, pronking, and galloping gaits of the Mini-
Cheetah robot. Each gait primarily evolves in a3- or 6-dimensional joint-space subspace composed
of one or twoNCMs. Furthermore, the less relevant subspaces for each gait appear to be excited
only transiently during disturbance rejection, as if the controller actively penalized occupancy of
those subspaces to keep the overall motion in a lower-dimensional space. Interestingly, even when
the terrain changes, the distribution of kinetic energy across isotypic subspaces remains largely
unchanged, as shown for trotting in�g. 4.7-left. These empirical results suggest that optimal control
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Figure 4.7 Decomposition of the joint space dynamics of legged locomotion of the Mini-Cheetah robot as a
superposition of lower dimensional NCM. The dynamics of locomotion for different gait types and terrains are
characterized by the projection of trajectories of motion onto the isotypic spaces M (1) ; M (2) ; M (3) ; M (4) � R3 .
The relevance of each isotypic subspace, per gait type and terrain, is quanti�ed by computing the joint space
kinetic energy of the projected motion in the isotypic subspace. Left: The trotting gait dynamics on forest,
grass, concrete, road with rocks terrains primarily evolve in the M (2) � M (3) 2 R6 subspace, as indicated by the
kinetic energy distribution. Right: The jumping, pronking, gaits on asphalt terrain mainly evolve in M (3) and
M (1) � M (2) 2 R6 subspaces, respectively, while the galloping gait dynamics periodically evolve in all isotypic
subspaces. Figure adapted from Ordoñez-Apraez et al. (2024).

strategies for quadrupedal locomotion in unstructured terrain converge to gaits with a low effective
dimensionality of evolution relative to the full con�guration space, and thatNCMsprovide a natural
basis for describing this low-dimensional structure of the dynamics.



Chapter 5

Leveraging symmetries in robot learning

As discussed insection 2.2andchapter 8andThrun et al.(2005), the core learning problems in
robotics, namely dynamics modelling, state estimation, and optimal control, can in stochastic settings
be formulated as learning problems whose goal is to approximate a target conditional probability
distribution. For dynamics modelling and state estimation, the target distributions arePMt

oja~o (eq.2.15),
the distribution of next-state observations conditioned on past observations and the present action,
andPMt

sj~o (eq.7.1), the distribution of the present state conditioned on past observations. Both can
be approximated from system trajectories via supervised or self-supervised learning techniques (see
eqs.2.16and2.17). For optimal control, the target distribution is either an optimal policy� � or an
expert control distribution� exp, which can be approximated via reinforcement or imitation learning.

In chapters 6to 8, we characterize how dynamics modelling, optimal control, and state estimation be-
come symmetry-constrained learning problems whenever the robot features a spatial symmetry group
G (seesection 3.2and�g. 1.2), thereby rendering the corresponding target conditional distributions
G-invariant (seede�nition 2.17). The core argument of this thesis is that, in such cases, one should
leverage these symmetry priors through constrained optimization techniques to improve the quality
of the target-distribution approximation, as well as the sample ef�ciency and generalization of the
learning process.

Before formulating dynamics modelling, optimal control, and state estimation as symmetry-constrained
learning problems inchapters 6to 8, this chapter presents the core theoretical result used to justify
the exploitation of symmetry priors in these applications. Summarized inprop. 5.1, this result states
that if the target conditional distribution isG-invariant, then the family of optimal parametric models
approximating it is a subset of the family ofG-invariant conditional distributions. In other words, any
optimal model isG-invariant, and therefore the parametric approximation should be sought within the
family of G-invariant conditional distributions by means of constrained optimization.

Although this result may appear simple, it provides a clear criterion for determining when leveraging
symmetry priors can improve the performance of learned models in practice. As discussed in
section 5.2, we argue that this criterion is satis�ed by the vast majority of robot learning applications.
Finally, in section 5.3, we provide practical guidance on how to exploit these priors in practice.
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5.1 Approximating G-invariant conditional probability distributions

This section studies the learning problem of approximating a target conditional probability distribution
Py jx : � Y � X ! [0; 1] with a parametric modelP� : � Y � X ! [0; 1], given two random variables
y andx with marginal distributionsPy andPx . This problem can be formalized as:

arg min
�

L err(P� ) := Ex
�
D (Py jx (�jx ) k P� (�jx ))

�
: (5.1)

whereD : (Y; � Y ) � (Y; � Y ) ! [0; 1 ] is a divergence between probability measures on(Y;
� Y )—such as the Kullback-Leibler or other f-divergences—, with� Y denoting the sigma-algebra on
Y, andEx denoting expectation with respect to the marginal distributionPx .

Symmetry priors Crucially, we will study this problem under the presence of symmetry priors in
the form of theG-invariance of the marginal distributionPx (de�nition 2.16), i.e.,

Px (X) = Px (g . X X); 8 g 2 G; X 2 � X : ()

� X
. X

Px ""

� X

Px
��

[0; 1]

(5.2)

and theG-invariance of the target conditional distributionPy jx (de�nition 2.17), i.e.,

Py jx (Yjx ) = Py jx (g . Y Yjg . X x );

8 g 2 G; x 2 X ; Y 2 � Y ;
()

� Y � X
( . Y ; . X )

Py j x ((

� Y � X

Py j x

��
[0; 1]

(5.3)

whereG is a compact symmetry group (de�nition 2.1), and . Y and . X denote the group actions ofG
on the vector spacesY andX , respectively (seede�nition 2.2). An illustration of these symmetry
priors for scalar random variables under the re�ection symmetry groupC2 is presented in�g. 5.1.

Remark: As we will see inchapters 6to 8, in the context of robot dynamics modelling, state estimation,
and optimal control, the random variablex corresponds to the history of state observations and
actions, and the random variabley corresponds to the next-state observation, the present state, or the
present action, respectively. For robotic systems with spatial symmetry groupG (section 3.2), the
G-invariance ofPy jx follows from the symmetries of classical mechanics, while theG-invariance of
Px depends on the assumptions on the excitation of the system by a given control policy.

Considering these symmetry priors, letPG
� denote aG-invariant version of the parametric modelP� ,

constructed via group averaging as follows:

PG
� (Yjx ) :=

Z

G
P�

�
g . Y Yjg . X x

�
d� (g); (5.4)
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Figure 5.1 Illustration of the symmetry priors in eqs. 5.2 and 5.3 for scalar random variables under the re�ection
symmetry group C2 := f e; gr j g2

r = eg. The �rst two panels show C2-invariant marginals Px and Py , while the
last two panels show the symmetry-related conditional distributions Py j x (�jx 0) and Py j x (�jgr . X x 0).

such thatPG
� satis�es theG-invariance constraints of eq.5.3by construction. Here,� denotes the

normalized Haar measure on the compact groupG, which for �nite symmetry groups reduces to the
counting measure, reducing the integral in eq.5.4to a sum over group elements;

PG
� (Yjx ) :=

1
jGj

X

g2 G

P� (g . Y Yjg . X x ):

It can be shown, under mild natural assumptions on the divergenceD, that the approximation error of
theG-invariant modelL err(P

G
� ) is always less or equal to that of the unconstrained modelL err(P� ).

This result is summarized in the following proposition.

Proposition 5.1. Let (x ; y ) be twoG-invariant random variables (de�nition 2.16) with aG-invariant
conditional probability distributionPy jx : � Y �X ! [0; 1] (de�nition 2.17). Consider any parametric
modelP� : � Y � X ! [0; 1] and its corresponding symmetry-constrained versionPG

� de�ned by
eq.5.4. If the approximation quality metricL err, as de�ned in eq.5.1, is measured by a divergenceD
that is convex in the second argument, then:

L err(P
G
� ) � L err(P� ); (5.5)

Proof. Let x 2 X be a realization of the random variablex. We begin by analyzing the pointwise
approximation-quality term at an arbitrary conditioning pointx = x , de�ned as the divergence
between the true conditional distribution and the symmetry-constrained model:

L err;x (PG
� ) := D

€
Py jx (�jx ) k PG

� (�jx )
Š

:

= D
•

Py jx (�jx )










Z

G
P� (g . Y � jg . X x ) d� (g)

‹
: (by eq.5.4)

Since the divergenceD is assumed to be convex in its second argument, Jensen's inequality yields an
upper bound in which the divergence of the average is bounded by the average of the divergences:

L err;x (PG
� ) �

Z

G
D

•
Py jx (�jx )








 P� (g . Y � jg . X x )

‹
d� (g):

For G-invariant random variables (de�nition 2.16), the probability space remains invariant under
symmetry transformations; therefore, the divergenceD is invariant under the group action, i.e.,
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D(P(�)kQ(�)) = D(P(g . Y �)kQ(g . Y �)) . Hence,

D
•

Py jx (�jx )








 P� (g . Y � jg . X x )

‹
= D

•
Py jx (g . Y � jg . X x )








 P� (g . Y � jg . X x )

‹

= D
•

Py jx (�jg . X x )








 P� (�jg . X x )

‹
: (by eq.2.32)

Substituting this bound into the expected-loss de�nition in eq.5.1gives:

L err(P
G
� ) = Ex [L err;x (PG

� )] =
Z

X
L err;x (PG

� ) Px (dx )

�
Z

X

Z

G
D

�
Py jx (�jg . X x ) k P� (�jg . X x )

�
d� (g) Px (dx ):

Then, using theG-invariance of the marginal measurePx (eq.5.2), we obtain:

L err(P
G
� ) �

Z

G

• Z

X
D

�
Py jx (�jg . X x ) k P� (�jg . X x )

�
Px (dx )

‹
d� (g)

=
Z

G

• Z

X
D

�
Py jx (�jx ) k P� (�jx )

�
Px (dx )

‹
d� (g)

=
Z

G
L err(P� ) d� (g) = L err(P� ):

This completes the proof.

It is fundamental to develop a strong intuition forprop. 5.1, as it forms the core argument justifying
symmetry exploitation in robot dynamics modelling, estimation, and control (seechapters 6to 8). This
proposition is, in a sense, restatingthe very, very obvious: if your goal is to approximate aG-invariant
conditional probability distribution, you should search for your parametric approximation within the
family of G-invariant conditional distributions. Given that, for any arbitrary model, itsG-invariant
version is likely a better approximation. In other words, you should approach your learning problem
as a constrained optimization problem of the form:

arg min
�

L err(P� ) := Ex
�
D (Py jx (�jx ) k P� (�jx ))

�
;

s.t. P� (Yjx ) = P� (g . Y Yjg . X x ); 8 g 2 G; x 2 X ; Y 2 � Y :
(5.6)

5.2 When to leverage symmetry priors in robot learning?

In a nutshell,prop. 5.1states that ifPy jx andPx areG-invariant, then approximatingPy jx becomes a
symmetry-constrained optimization problem of the form of eq.5.6. Therefore, the question of whether
to leverage symmetry priors reduces to whether theG-invariance ofPy jx andPx holds in practice.

Chapters 6to 8 provide strong arguments justifying that theG-invariance ofPy jx holds in dynamics
modelling, state estimation, and optimal control, as a consequence of the symmetries of classical
mechanics, for every operational environment and control task. In practice, however, theG-invariance
of Px depends entirely on the regime of operation of the robotic system. Therefore, the decision to
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Figure 5.2 Illustration of a parametric model approximation under a symmetry prior. Left: The marginal distribution
of conditioning variables Px and its non-G-invariant empirical approximation P0

x . Middle: A parametric conditional
model P� trained to approximate the ground-truth distribution (dashed) evaluated at two symmetry-related
conditioning points x 0 and gr . X x 0 . Right: The corresponding G-invariant conditional model PG

� , constructed by
averaging the parametric model over the group orbits, which yields a signi�cantly better approximation of the
true conditional distribution across the orbit space.

leverage symmetry priors in robot learning hinges on whether theG-invariance ofPx is satis�ed in
practice.

To understand this point, we begin from a purely theoretical perspective, noting that theG-invariance
of Px is required in the last step of the proof ofprop. 5.1to obtain the �nal boundL err(P

G
� ) � L err(P� ),

which is the key result of the proposition. Violating theG-invariance ofPx would imply that this
bound is not guaranteed to hold, and therefore the invariant modelPG

� may have a worse modelling
error than the unconstrained modelP� .

To illustrate this fact intuitively, we present�g. 5.2, which shows the performance of a parametric
modelP� and itsG-invariant versionPG

� in approximating aG-invariant target conditional distribution
Py jx for the two random variablesx andy of �g. 5.1. In this �gure, the parametric model is shown to
have accurate approximations of the target distribution for conditioning pointsx > 0 and deteriorated
approximation quality for conditioning pointsx < 0. Whenever theG-invariance of the marginal
distributionPx holds, theG-invariant modelPG

� features a lower modelling error (eq.5.5), as the
predictions on the left half of the conditioning space are improved by the symmetry constraint.
However, if theG-invariance ofPx is violated, as shown in the left panel of�g. 5.2 for P0

x , and the
likelihood of the negative conditioning events is negligible compared to the positive conditioning
events, then the parametric modelP� , which features good approximation quality for the positive
conditioning events, will yield a better overall approximation. This occurs due to the expectation over
P0

x in the de�nition of the approximation errorL err in eq.5.1.

As we will see inchapters 6to 8, in the context of robot dynamics modelling, state estimation, and
optimal control, the marginal distributionPx corresponds to the marginal distribution of past-state
observations and actions, linked to the marginal distribution of robot states. Hence, theG-invariance
of Px can be justi�ed if, in the expected operational regime of the robot, every world states 2 S is
assumed to be equally likely to be observed as any element of its group orbit (de�nition 2.4), that
is, as any of its symmetry-related states,G . S s = f g . S s j g 2 Gg. We posit that this is a natural
assumption in the vast majority of robotic applications, but it inevitably depends on the chosen regime
of operation. We present two application examples that violate this assumption:
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1. Legged locomotion with a pre-de�ned forward direction: Consider the control application
of legged locomotion with the MiniCheetah robot (�g. 1.3). The robot is capable of locomoting
with the torso facing forward/backward, left/right, and upwards/downwards. For this control
task, theG-invariance ofPx would entail that, during normal operational conditions, we expect
the robot to be equally likely to locomote in any of these torso con�gurations. However, if the
practitioner chooses to only operate the robot with the torso in a single of these con�gurations,
the empirical distribution of statesP0

x would violate theG-invariance ofPx . Symmetry
exploitation in this case would enable the dynamics/state-estimation/control model to operate
comparably well across these8 modes of locomotion, but this performance will never be used
in practice, as the practitioner will only operate the robot in one of these modes. Furthermore,
leveraging the symmetry priors might hamper performance in the chosen operational mode.

2. Ambidextrous and non-ambidextrous manipulation: Consider the control application of
bimanual robot manipulation with the dual-arm robot in�gs. 8.1 and8.12. For this application,
theG-invariance ofPx implies that the robot is expected to tackle ambidextrous manipulation,
meaning that any manipulation task and its re�ected counterpart are equally likely to be observed
in practice (see�g. 8.1). If, however, the practitioner wants to learn a non-ambidextrous control
policy, say, learning to write only with the right hand, then the empirical distribution of states
P0

x would violate theG-invariance ofPx . In this case, symmetry exploitation would enable
the control model to perform well for both right-handed and left-handed writing, but only
the right-handed writing performance will be used in practice. Furthermore, leveraging the
symmetry priors might hamper performance in the chosen operational mode.

5.3 How to leverage symmetry priors in robot learning?

If in your control application, theG-invariance ofPx is a natural assumption, there exist two main
approaches to leverage symmetry priors in the constrained optimization problem in eq.5.6, which are
not mutually exclusive and can be combined for even better results:

h Data augmentation: To empirically approximateL err, you should use a dataset of pairs of
realizations ofx andy sampled from their joint distribution,D := f (x i ; y i ) � Pxy gN

i =1 . If
bothPx andPy jx areG-invariant, then so is their joint distributionPxy (seeprop. 2.3). You
can exploit this by improving the empirical coverage of your dataset via data augmentation:
apply all group elements to each dataset sample, increasing the effective sample size fromN to
(approximately)jGjN , yielding theG-augmented dataset/minibatch:

DG := f (g . X x i ; g . Y y i ) � Pxy gN
i =1 ; g 2 G: (5.7)

By leveraging data-augmentation in every minibatch you use to approximateL err empirically,
you obtain an empirical estimator with strictly lower variance (Wang et al., 2022b). In other
words, you get better loss and gradient estimates.

h Invariance constraint enforcement: In addition to data-augmentation, theG-invariance con-
straint in eq.5.6can be enforced via hard/explicit or soft/regularized constrained optimization
(or a combination of both):

u Explicit constraint enforcement: TheG-invariance constraints can be explicitly enforced
via projection methods (e.g., projected gradient descent (Nordenfors et al., 2023)) or
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by reparametrization methods (e.g., by using invariant/equivariantNN architectures
(Bronstein et al., 2021; Cesa et al., 2021; Kondor and Trivedi, 2018; Pertigkiozoglou et al.,
2026; Ordoñez-Apraezet al., 2025, 2026; Weiler et al., 2021)), such that the model is
guaranteed to satisfyG-invariancegloballyby construction, even for out of distribution
conditioning events.
Remark: Note that for aG-equivariant/invariant model, data-augmentation is redundant,
and should not provide any additional performance bene�ts.

u Regularized constraint enforcement: Alternatively, theG-invariance constraint can
be enforced via regularization (e.g., penalty, barrier and relaxation methods (Finzi et al.,
2021; Pertigkiozoglou et al., 2024, 2026; Xie and Smidt, 2025)), such that the model is
encouragedto satisfy theG-invariance constrainton the support of the training distribu-
tion, but has no guarantees of satisfying the constraint for out of distribution conditioning
events.

For these approaches one computes a metric of constraint violation, such as:

Pinv-err(P� ) := Ex � Px

• Z

G
D(Py jx (�jx ) k P� (g . Y � jg . X x ))d� (g)

˜
; (5.8)

which for �nite groups reduces to

Pinv-err(P� ) := Ex � Px

2

4 1
jGj

X

g2 G

D(Py jx (�jx ) k P� (g . Y � jg . X x ))

3

5 ; (5.9)

and then optimize the regularized lossL err(P� ; 
 ) := L err(P� ) + 
 Pinv-err(P� ), where

 > 0 is a constraint violation penalty coef�cient.

A practitioner's guide to leveraging symmetry priors in robot learning

Although leveraging symmetry priors results in improved empirical performance of the learned
models, different forms of symmetry exploitation require different levels of implementation effort and
expertise. Therefore, we recommend the following order of approaches to leverage symmetry priors
in practice:

1. Data augmentation: Begin with data augmentation, as it is the simplest approach to im-
plement and only requires you to de�ne the group action onY andX . This will help you
eliminate errors arising from incorrectly specifying the symmetry group and its action. Note
thatmorpho_symm andsymm_learning (seesection 1.5.1) provide group actions for a
wide variety of robotic systems, along with documentation and example code for implementing
data augmentation inNN training pipelines.

2. Constraint-violation regularization : Once you observe improved model performance via
data augmentation, proceed with regularized constraint enforcement. Its implementation is
straightforward once the group actions are well de�ned.

3. Explicit constraint enforcement: Finally, leverage explicit constraint enforcement via equivari-
antNN architectures, which ensure the optimality constraint is satis�edgloballyby construction.
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symm_learning provides a wide variety of equivariantNN modules and ready-to-use equiv-
ariantNN architectures, such as a BERT-type transformer (see�g. 8.5).

In the next three chapters, we will apply these symmetry constrained optimization techniques to
the problems of robot dynamics modelling, state estimation, and optimal control, showing both
theoretically and empirically the impact of leveraging symmetry priors in these applications.



Chapter 6

Morphological symmetries in dynamics
modelling

This chapter studies the problem of learning stochastic robot dynamics in realistic contact-rich
operational environments in the presence of state/morphological symmetries. Its main result is
prop. 6.1, which provides a theoretical justi�cation for formulating dynamics modelling in this setting
as a symmetry-constrained learning problem. In doing so, we provide a clear theoretical motivation
for symmetry-exploitation in contact-rich robot dynamics modelling.

To establish this result, we �rst characterize insection 6.1how spatial symmetries of the underlying
deterministic robot dynamics translate into symmetry constraints on the stochastic world dynamics that
govern the robot's evolution in contact-rich environments. Then, insection 6.2, we characterize how
symmetries of the partially observable world dynamics transfer to state-observation dynamics, which
are the target of our modelling efforts. Finally, we establish conditions under which approximating
the observation stochastic dynamics with a parametric learnable model is a constrained optimization
problem, where the model must satisfy theG-invariance constraints induced by the symmetries of the
underlying dynamics.

6.1 Symmetric stochastic dynamics

As detailed insection 2.2, epistemic and measurement uncertainty in contact-rich operational environ-
ments motivate modelling the world dynamics as a controlled state-dependent diffusion process of the
form:

st+ Mt = FMt (st ; a t )| {z }
Controlled

deterministic drift

+ D (st )
p

Mt� t| {z }
State-dependent

diffusion

; with � t � N (0; Id jSj ): (6.1)

Here,s 2 S anda 2 A denote the world state and action variables, respectively (see eq.2.12). The
mapFMt : S � A ! S is a deterministic drift term that captures the known robot dynamics under
observable forcing terms such as gravity, control torques, and nonlinear coupling (see eq.2.5). The
mapD : S ! RjSj�jSj is a state-dependent diffusion matrix that models the uncertainty of partially
observable forcing terms, including contact forces and friction (seesection 2.2for details).
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For a robotic system with morphological symmetry groupG (seechapter 3), the world state space
S and action spaceA inherit symmetry transformations induced by the morphological group action
on the robot state(q; _q) 2 T Q and by the environmental group action on the world interaction state
z 2 Z (see eq.4.1):

. S : G � S 7! S ; . A : G � A 7! A ;

(g;s) 7! g . S s :=
• g . Q q

g . TqQ _q
g .env

Z z

˜
(g;a) 7! g . A a

(6.2)

Furthermore, theG-equivariance of the robot's equations of motion (corollary 3.1) constrains the
stochastic dynamics in eq.6.1. In particular, the deterministic driftFMt and the state-dependent
diffusion matrixD becomeG-equivariant maps satisfying:

g . S FMt (s; a) = FMt (g . S s; g . A a) and g . S D (s) S/ g -1 = D (g . S s) 8 g 2 G; s 2 S; a 2 A : (6.3)

The equivariance ofFMt follows directly fromcorollary 3.1, while the matrix-equivariance ofD
follows from the symmetry relation of the uncertainty distributions of forcing terms at symmetry-
related states—that is,D (st )

p
Mt� t andD (g . S st )

p
Mt� t , for all g 2 G. To understand this, consider

�g. 6.1-left: by the symmetries of Newtonian mechanics, the uncertainty over ground reaction forces
at states has an equivalent uncertainty distribution at any symmetry-related state.

Together, the two equivariance constraints in eq.6.3 ensure that the state-conditional transition
distributionPMt

sjas is G-invariant under the symmetry transformations of the state and action spaces.
This invariance is the de�ning property of symmetric stochastic dynamical systems, as captured in the
following de�nition.

De�nition 6.1 (Symmetric stochastic dynamical system). Let s 2 S anda 2 A denote the state and
action variables of a stochastic dynamical system with state-transition distributionPMt

sjas : � S � A �
S ! [0; 1]. The system dynamics are said to possess a symmetry groupG if PMt

sjas is invariant under
the group action on the state and action spaces, that is, if it satis�es:

PMt
sjas(g . S Sjg . S s; g . A a) = PMt

sjas(Sjs; a)

8 g 2 G; s 2 S; S � S ; a 2 A :
()

� S � S � A
( . S ; . S ; . A )

PMt
sj as **

� S � S � A

PMt
sj as

��
[0; 1]

(6.4)

In a nutshell, eq.6.4 can be interpreted as the generalization of the equivariance of the robot's
equations of motion (seecorollary 3.1) to the �ow of world-state distributions, as depicted in�g. 6.1.

In the context of robot operation in contact-rich environments, following the stochastic dynamics in
eq.6.1, the state-conditional probability distributionPMt

sjas is assumed to be Gaussian (seesection 2.2).
Then, eq.6.4 implies equivariance constraints on the drift and diffusion terms that parameterize the
mean and covariance of the Gaussian distribution:

Corollary 6.1 (Equivariant conditional Gaussian transition distribution). Given thatPMt
sjas for eq.6.1

is Gaussian, invariance of the conditional distribution is equivalent to equivariance of the conditional
mean and matrix-equivariance of the conditional covariance, that is:

PMt
sjas(�js; a) = N (FMt (s; a); D (s)D (s)> Mt) s.t. FMt andD satisfy eq.6.3: (6.5)
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Figure 6.1 Illustration of the equivariant stochastic dynamics of the quadruped robot Solo (Grimminger et al.,
2020) featuring the Klein-four morphological symmetry group K4 = f e; gs ; gr ; gt jg2

s = g2
r = g2

t = e; gs � gt = gr g.
The �gure shows four symmetry-related world states (left), each acted upon by symmetry-related actions, and the
resulting state-conditional transition distributions PMt

sj as for each state-action pair (right). The K4-equivariant nature
of the robot's dynamics (corollary 3.1), together with the symmetry relations between uncertainty distributions
of ground reaction contact forces, results in K4-invariance of the transition distribution PMt

sj as under symmetry
transformations of the state and action spaces (eq. 6.4), which implies that the transition distribution generated
by (s; a) is equivalent—up to a symmetry transformation of the domain S � A —to the transition distribution
generated by (g . S s; g . A a) for any g 2 G.

Corollary 6.1captures the fact that the next-state conditional Gaussian distribution given(s; a) 2
S � A is equivalent to the distribution generated by the symmetry-transformed conditioning(g . S s;
g . A a), for all g 2 G. This invariance property is illustrated in�g. 6.1-right for a quadruped robot,
which features the Klein-four morphological symmetry group.

Symmetries under partial observability

Having established how symmetries of the underlying deterministic robot dynamics induce symmetry
constraints on the stochastic world dynamics, we now characterize their implications under partial
observability of the world states 2 S.

Until now, we have studied stochastic world dynamics with uncertainty in forcing terms associated
with partially observable contact forces and friction (eq.6.1). In that setting, for any world state
s 2 S and suf�ciently smallMt, the robot is assumed to be in a known contact mode (a set of contact
surfaces with corresponding contact forces), and forcing-term uncertainty captures epistemic and
measurement uncertainty in contact points/areas and contact wrenches for that mode. In practice,
however, the world state is only partially observable, since the contact mode is usually not directly
observable and must be inferred from sensor measurements from onboard sensors.

The set of proprioceptive and exteroceptive sensor measurements de�nes the observation spaceO,
sampled at each timestept by an observation sensor modelPojs : � O � S 7! [0; 1] that speci�es the
conditional distribution of state observations given world states (see eq.2.14). From a modelling
perspective, our aim is to model state-observation dynamics using only sensor measurements—i.e.,
present and past observations. Formally, this implies approximating the ground-truth observation
dynamics de�ned by the following conditional observation transition distribution (seesection 2.2):
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PMt
oja~o(Oja t ; ~ot ) =

Z

S
PMt

ojas(Oja t ; s)
| {z }

Ground-truth
observation dynamics

PMt
sj~o(dsj~ot )

| {z }
Optimal

state estimation

; 8
O � O ; a t 2 A ; t 2 R;

~ot := ( o0; o1; : : : ; ot ) 2 ~O:

=
Z

S

• Z

S
Pojs(Ojs0)
| {z }
Observation

model

PMt
sjas(ds0ja t ; s)

| {z }
Ground-truth

state dynamics

‹
PMt

sj~o(dsj~ot )

(6.6)

Here,PMt
oja~o : � O � A � ~O ! [0; 1] de�nes state-observation dynamics conditioned on the current

actiona t 2 A and the history of past state observations~ot 2 ~O—with ~O :=
S

t � 0 Ot+1 denoting the
space of past state-observation trajectories. This model is composed of the ground-truth observation
dynamicsPMt

ojas—de�ning the distribution of next-state observations conditioned on the current
partially observable state and action (see eq.2.14), and anoptimalstate-estimation model,PMt

sj~o , that
infers the distribution of the current world statest 2 S from the full history of past state observations
~ot 2 ~O. Refer tosection 2.2for details.

We now study the conditions under whichPMt
oja~o inherits theG-invariance constraints of the underlying

dynamicsPMt
sjas (eq.6.4). For this to happen, bothPMt

ojas andPMt
sj~o must also satisfyG-invariance con-

straints. For ground-truth observation dynamicsPMt
ojas to inherit theG-invariance constraints from the

underlying dynamicsPMt
sjas (eq.6.4), we make the reasonable assumption that the observation model

Pojs also satis�esG-invariance constraints. Because this assumption is crucial for our theoretical
results, we state it formally and discuss scenarios where it may not hold in practice.

Assumption 6.1(G-invariant observation model). LetS andO be the state and observation spaces of
a symmetric stochastic dynamical system with symmetry groupG (seede�nition 6.1). We assume that,
for all g 2 G, the probability of observing anyo 2 O at states equals the probability of observing
anyo 2 g . O O at the symmetry-transformed stateg . S s, that is:

P(o 2 Ojs = s) = P(o 2 g . O Ojs = g . S s) () Pojs(Ojs) = Pojs(g . O Ojg . S s)

8 g 2 G; s 2 S; O � O :

This is equivalent to assuming thatO inherits a group action. O : G � O ! O (de�nition 2.2) and
that the observation sensor modelPojs is G-invariant (de�nition 2.17).

Justi�cation: In robotics, the observation spaceO is de�ned by proprioceptive and exteroceptive
sensor measurements composed of points, vectors, and higher-order geometric structures living in
either3-dimensional Euclidean space or the robot's state spaceT Q. Consequently, it is natural to
assume thatO inherits the symmetry transformations of the world state spaceS via the morphological
and environmental group actions de�ned in eq.4.1. Furthermore, if the observation sensor model
is unbiased—a standard assumption in robotics—or at least has bias invariant under symmetry
transformations, then the distributions ofs ando satisfyprop. 2.3.

Limitations: This assumption is violated whenever the group action. O is not properly de�ned. For
instance, this occurs whenO contains RGB images from camera frames not aligned with the robot's
morphological symmetries, in which case rotated/re�ected/translated images cannot be computed
via invertible linear transformations of the original image. This limitation can be mitigated if the
perception system outputs point clouds inR3, which can be transformed via.env (see eq.4.1).
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Figure 6.2 Illustration of symmetry transfer from the state transition distribution to the observation transition
distribution for a quadruped with Klein-four morphological symmetry group K4 . Left: K4-invariant state-conditional
transition distributions PMt

sj as for symmetry-related state-action pairs (cf. �g. 6.1 ). Right: the corresponding
attainable conditional observation transition distributions PMt

o j a~o (�ja; ~o), which are generally non-Gaussian and
multimodal (see eq. 2.15). Under assumption 6.1, K4-invariance of PMt

sj as together with G-invariance of the
observation model Po j s implies K4-invariance of PMt

o j a~o (see eq. 6.8). Note that S and O are plotted as similar
manifolds only for visualization purposes, these need not have the same dimensionality.

Underassumption 6.1, the ground-truth observation stochastic dynamics (see eq.6.6) inherit, by
construction, theG-invariance of the state transition distributionPMt

sjas. That is, they satisfy:

PMt
ojas(Ojs; a) = PMt

ojas(g . O Ojg . S s; g . A a) 8 g 2 G; s 2 S; a 2 A ; O � O : (6.7)

In chapter 7, we will show that the optimal estimation modelPMt
sj~o also satis�esG-invariance con-

straints (see eq.7.3), which together with eq.6.7implies that the full observation transition distribution
PMt

oja~o is G-invariant under symmetry transformations of the state and action spaces, as described in
the following equation and depicted in�g. 6.2-right:

PMt
oja~o(Oja; ~o) = PMt

oja~o(g . O Ojg . A a; g . ~O ~o)

8 g 2 G; a 2 A ; O � O ; ~o 2 ~O:
()

� O � A � ~O
( . O ; . A ; . ~O

)

PMt
o j a~o ))

� O � A � ~O

PMt
o j a~o

��
[0; 1]

(6.8)

Where the group action. ~O : G � ~O ! ~O is de�ned as the natural extension of. O to the space of
past observation trajectories~O, that is,g . ~O ~ot := ( g . O o0; g . O o1; : : : ; g . O ot ) for all g 2 G and
~ot 2 ~O (see�g. 6.2).

Given that eq.6.8 is the target conditional distribution we aim to approximate using numerical
stochastic models (�g. 6.3), its G-invariance represents a relevant inductive bias, which renders world
dynamics modelling a symmetry-constrained optimization problem, as discussed in the next section.

6.2 Modelling symmetric dynamics under partially observability

Recall fromsection 2.2that a parametric model of a stochastic dynamical system of the form stated
in eq.6.1 is de�ned as a parametric family of conditional probability distributions� � : � O � A �
O� 7! [0; 1] that is learned to approximate the true observation transition distributionPMt

oja~o (eq.6.8).
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Figure 6.3 Graphical depiction of a stochastic dynamics model � � of robot dynamics. Given a world state st ,
a state observation ot is sampled from the observation model Po j s (2.14), and an action a t is sampled from a
given control policy Pa j s . The next predicted observation is sampled from the stochastic dynamics model � � ,
conditioned on the history of past observations ~ot = ( ot 0 ; : : : ; ot ) and the current action a t , where t0 = max f 0;
t � H + 1 g for some �xed history horizon H 2 N. Gray links from each past action to the next observation
indicate that an observation at time t can carry information about the previous action a t � 1 .

In this context, learning a dynamics model from trajectory data can be formulated as the following
optimization problem:

arg min
�

L err(� � ) := E~o;a � P~oa

”
D

€
PMt

oja~o(�ja; ~o) k � � (�ja; ~o)
Š—

; (6.9)

whereD : � O � � O ! R� 0 is a convex divergence metric—such as the KL divergence or Wasserstein
distance—that quanti�es the approximation error for each conditioning observation-history/action
pair (~ot ; a t ) � P~oa . Here,P~oa denotes the joint distribution over observation trajectories and actions
induced by a control policy or a family of control policies. Importantly, this marginal distribution
weights the modelling error of world state-action pairs according to their likelihood of being visited
under nominal operation, thereby downweighting the error for pairs that are rarely encountered. Since
our objective is to learn dynamics models that are effective for control, we assume thatP~oa is induced
either by the family of all control policies the robot may execute in its operational environment or by
a suf�ciently rich, representative subset of such policies.

In the vast majority of control tasks involving robots with an environmental or morphological
symmetry groupG (chapter 4), the robot is expected, during nominal operation, to execute both
a given controlled trajectory and its symmetry-related counterparts with comparable or identical
frequency. For example, in quadruped or humanoid loco-manipulation tasks with robots exhibiting
bilateral morphological symmetry (see�gs. 4.1 and8.9), the robot is expected to walk in any direction
and turn either way with similar frequency. From a modelling perspective, this motivates seeking
models that perform consistently across all symmetry-related trajectories. Formally, this is equivalent
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to assuming that joint distributionP~oa is G-invariant (de�nition 2.17), which can be interpreted
as assuming that modelling error is evaluated underG-equivariant excitation. This assumption is
fundamental to the theoretical results and is therefore stated and discussed in detail.

Assumption 6.2(G-equivariant system excitation). Let P~oa : � ~O � � A ! [0; 1] be the joint
distribution over observation trajectories and actions used to weight the modelling error in eq.6.9for
different regions ofA � ~O. We assume thatP~oa is G-invariant, that is:

P~oa (g . ~O O; g . A A) = P~oa (O; A) 8 g 2 G; O � ~O; A � A :

As a result, the modelling error metricL err(� � ) in eq.6.9 is G-invariant, meaning it assigns equal
weight to the modelling error of any given conditioning pair(~ot ; a t ) and to all symmetry-related
conditioning pairs(g . ~O ~ot ; g . A a t ) for everyg 2 G.

Justi�cation: If we aim to learn a world dynamics models that perform well across arbitrary actuation
for one or multiple control tasks,G-equivariant excitation is a natural assumption. In the vast majority
of robot control tasks, this is a natural assumption given that during nominal operation, a control
trajectory and all its symmetry-related trajectories are expected to occur with comparable frequency.
In loco-manipulation, this means expecting symmetry-related tasks to occur with similar frequency,
as is typical in locomotion (�gs. 3.2, 4.1, 8.9and8.11) and manipulation (�gs. 8.1 and8.12).

Exceptions:This assumption may be violated when one symmetric mode of operation is arbitrarily
favored. For example, in bimanual dexterous manipulation (see�gs. 8.1 and 8.12), if nominal
operation requires handwriting exclusively with the right hand, thenP~oa would not be re�ection-
invariant, andL err would assign zero weight to modelling errors on left-hand writing trajectories.
Similarly, for quadruped locomotion (�g. 1.3), although the robot can locomote with torso facing
forwards or backwards and upwards or downwards (seeanimation), one torso con�guration may be
arbitrarily preferred. In such cases, the training distribution will cover only a subset of the support of
theG-invariantP~oa . The philosophy of this work is to avoid such arbitrary selection of a preferred
symmetric mode of operation.

The relevance ofG-equivariant excitation is two fold:

1. When empirically approximatingL err using a dataset or batch of observation-history trajectories,
D := f (~oi ; a i ) � P~oagN

i =1 , theG-invariance ofP~oa motivates the use of data augmentation
(seechapter 5). By applying all group elements to each sample, the effective sample size
increases fromN to jGjN (Wang et al., 2022b), leading to the estimator:

bL err(� � ) :=
1

jGjN

NX

i =1

X

g2 G

D(PMt
oja~o(� j g . A a i ; g . ~O ~oi ) k � � (� j g . A a i ; g . ~O ~oi )) (6.10)

2. If the modelling error is weighted uniformly across symmetry-related state-action trajectories,
then for any parametric model� � , we can construct aG-invariant model� G

� with equal or
lower modelling error, i.e.,L err(�

G
� ) � L err(� � ). For �nite morphological symmetry groups,

this invariant model is obtained by group averaging:

� G
� (Oja; ~o) :=

1
jGj

X

g2 G

� � (g . O Ojg . A a; g . ~O ~o): (6.11)
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Figure 6.4 Illustration of model symmetrization under the Klein-four symmetry group. Left: an unconstrained
model � � can assign non-equivalent conditional distributions across symmetry-related conditioning pairs (a; ~o),
(gs . A a; gs . ~O

~o), (gt . A a; gt . ~O
~o), and (gr . A a; gr . ~O

~o). Right: after group averaging, the model � G
� , constructed

via eq. 6.11, yields equivalent conditional distributions for symmetry-related conditioning pairs, as a consequence
of its G-invariance constraint. Crucially, the modelling error of the symmetrized model is equal or lower than
that of the original model, i.e., L err(� G

� ) � L err(� � ), whenever the modelling error is weighted uniformly across
symmetry-related conditioning pairs (assumption 6.2).

This group averaging leverages the symmetry prior encoded in the invariance of the target ob-
servation transition kernelPMt

oja~o , ensuring that� G
� is G-invariant by construction (see�g. 6.4).

Crucially, since a model can always be improved (or matched) by enforcingG-invariance, the
set of optimal solutions to eq.6.9 is contained within the family ofG-invariant conditional dis-
tributions. This motivates reformulating world-dynamics modelling as a symmetry-constrained
optimization problem. The result, which provides a clear theoretical justi�cation for exploiting
symmetry in contact-rich robot dynamics modelling, is formalized in the following proposition.

Proposition 6.1(Symmetry-constrained partially observable dynamics modelling). LetS, A , andO
denote the state, action, and observation spaces of a partially observable controlled state-dependent
diffusion process (eq.6.1), modelling robot dynamics in contact-rich environments. LetPMt

oja~o : � O �

A � ~O ! [0; 1] (eq.6.6) be the observation stochastic dynamics to be approximated by a parametric
model� � : � O � A � ~O ! [0; 1]. Assume that:

1. The world dynamics are symmetric under the action of a compact symmetry groupG, so the
partially observable state dynamicsPMt

sjas is G-invariant (de�nition 6.1).
2. The observation modelPojs is G-invariant (assumption 6.1). ConsequentlyPMt

oja~o is G-invariant
(eq.6.8).

3. The modelling error is measured via

L err(� � ) := E~o;a � P~oa

”
D

€
PMt

oja~o(�ja; ~o) k � � (�ja; ~o)
Š—

;

for some divergence metricD : � O � � O ! [0; 1 )—assumed to be convex in its second
argument—and averaged under aG-invariant distribution of observation-history/action pairs
P~oa (assumption 6.2).

Then, for any parametric model� � , its symmetrized version� G
� de�ned in eq.6.11satis�es

L err(�
G
� ) � L err(� � ):
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Therefore, modelling the world dynamics of such a symmetric partially observable stochastic dynami-
cal system must be reformulated as the following symmetry-constrained learning problem:

� � = arg min
�

L err(� � )

s.t. � � (Oja; ~o) = � � (g . O Ojg . A a; g . ~O ~o) 8 g 2 G; a 2 A ; O � O ; ~o 2 ~O:
(6.12)

Proof. The result follows directly fromprop. 5.1by identifyingy = ot+ Mt andx = ( at ;~ot ), with
group action onx de�ned asg . X x := ( g . A at ; g . ~O ~ot ) for all g 2 G. Note that theG-invariance of
Px follows fromassumption 6.2, and theG-invariance ofPy jx follows from eq.6.8.

As discussed inchapter 5the symmetry priors ofprop. 6.1can be leveraged either by using data
augmentation to improve the empirical coverage of the dataset of observation-history/action pairs used
to approximateL err or by enforcing theG-invariance constraint on the model, via soft penalization
methods, or via hard architectural constraints.

Truncated history models Note thatprop. 6.1makes few assumptions about the parametrization of
the dynamics model� � , and therefore applies to virtually any stochastic model parametrization. The
result also holds for dynamics models that depend on a truncated history of past observations, as is
the case in most practical settings (seesection 8.2andChi et al.(2024)). For anH -truncated history,
the target distribution becomesPMt

oja~o : � O � A � O H ! [0; 1], and correspondingly, the dynamics

model becomes� � : � O � A � O H ! [0; 1],whereOH is the space of observation trajectories of
lengthH (seesection 8.2).

Remark: Section 6.2

This thesis does not empirically address the problem of world dynamics modelling directly; this remains
an avenue for future work. The theoretical results in this section, however, provide a rigorous justi�cation
for exploiting symmetry in the modelling of contact-rich robot dynamics, and are included to offer a
complete theoretical characterization of the implications of morphological symmetries for the core
learning problems in robotics: modelling, estimation (chapter 7), and control (chapter 8). In particular,
symmetry priors in estimation and control rely on assumptions 6.1 and 6.2 and prop. 6.1 as their
theoretical foundation.

Notably, in section 9.3.2, we address the problem of modelling the closed-loop dynamics of quadruped
locomotion via approximations of the closed-loop transfer/Koopman operator (de�nition 9.3 ). In this con-
text, prop. 6.1 is used to justify the adoption of symmetry priors for operator approximation, demonstrating
one of the �rst examples of robot dynamics modelling through the Koopman operator ( Ordoñez-Apraez
et al., 2024). Here, symmetry exploitation yields substantial empirical bene�ts in model prediction
accuracy, data ef�ciency, and algorithmic stability.



Chapter 7

Morphological symmetries in state
estimation

This chapter studies the implications of spatial symmetries for state estimation in contact-rich robotics.
In section 7.1, we cast state estimation as conditional-distribution learning under partial observability
and characterize the symmetry priors inherited from the underlying robot dynamics and observation
model. The core result isprop. 7.1, which shows that, under natural assumptions, optimal state-
estimation models lie within the family ofG-invariant conditional probability distributions. This
yields state estimation as a symmetry-constrained learning problem.

To characterize how to leverage these symmetry priors in practice, insection 7.2.1we discuss
deterministic inference, covering supervised regression and classi�cation. Then, insection 7.3, we
address probabilistic inference and uncertainty quanti�cation.

7.1 Symmetry-priors in optimal state estimation

As discussed in detail insection 2.2andchapter 6, when modelling the dynamics of a robot in a
contact-rich environment, our goal is to capture the evolution of theworld states 2 S rather than
just the robot's state(q; _q) 2 T Q. This is because the robot's evolution depends not only on its own
con�guration but also on the contact modes, contact forces, and the speci�c control task. Thus, the
world state spaceS := T Q � Z comprises both the robot's state space and the robot–environment
state spaceZ , which encodes contact information and control task state (seesection 2.2andchapter 8).

By construction, the world states 2 S is only partially observable, for two main reasons:

h The robot's state(q; _q) 2 T Q is subject to measurement uncertainty in joint positions and
velocities. Additionally, some state variables, such as the global position of a �oating-base
robot, may not be directly measured by sensors.
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h The robot–environment state variablez 2 Z is not directly measurable, as no sensor can
reliably determine the current contact mode, including contact surfaces, contact forces, friction
regimes, material deformation, and related quantities.

Thus, the problem ofstate estimation1 can be formulated, in its most general form, as the approxima-
tion of the true conditional probability distribution of states given the history of past state observations,
PMt

sj~o : � S � ~O ! [0; 1], de�ned as:

PMt
sj~o(Sj~ot ) := P(st 2 Sj~ot = ~ot ) 8 ~ot := ( o0; : : : ; ot ) 2 ~O; S � S ; t 2 R; (7.1)

Here,~ot 2 ~O denotes the history of past state observations up to timet. Each state observationO 3
ot � Pojs(�jst ) consists of the collection of proprioceptive and exteroceptive sensor measurements
available from onboard sensors at timet, assumed to be sampled from an observation modelPojs :
� O �S ! [0; 1]. O denotes the state-observation space, and~O is the space of all possible observation
trajectories (see eq.2.15).

Consequently, state estimation can be cast as a conditional distribution learning problem, where we
approximatePMt

sj~o with a parametric model� � : � S � ~O ! [0; 1]:

� � = arg min
�

L se(� � ) := arg min
�

E~o� P~o

”
D(PMt

sj~o(� j ~o) k � � (� j ~o))
—

; (7.2)

Here,D : (S; � S) � (S; � S) ! [0; 1 ) is a convex divergence measure between probability distribu-
tions, such as the Kullback–Leibler divergence, andL sedenotes the corresponding average divergence
under the marginal distribution of state-observation historiesP~o . In practice, this marginal weights the
estimation errors of� � for different conditioning observation histories~o according to their likelihood
of occurrence during operation. That is, errors in estimating world states that are highly likely to
occur are heavily penalized, while states never observed during operation are ignored in this metric.

Importantly,P~o is induced by the control policy and the true underlying dynamics, modeled by the
state-transition probability distributionPMt

sjas : � S � A � S ! [0; 1] (see eq.2.13). This kernel gives
the conditional distribution of next states at timet + Mt when the robot takes actiona t 2 A in world
statest 2 S at timet:

PMt
sjas(S j a t ; st ) := P(st+ Mt 2 S j at = a t ; st = st ) 8 S � S ; a t 2 A ; st 2 S; t 2 R;

State estimation of symmetric dynamical systems As detailed inchapter 6, when modelling the
contact-rich dynamics of a robot with an environmental or morphological symmetry groupG (see
chapter 4), the state-transition distributionPMt

sjas is aG-invariant conditional probability distribution
(de�nition 6.1), satisfying:

PMt
sjas(g . S s0jg . S s; g . A a) = PMt

sjas(s0js; a) 8 g 2 G; s; s0 2 S; a 2 A ;

where . S : G � S ! S and . A : G � A ! A denote the group actions ofG on the state and
action spaces, respectively (see�g. 6.1 and eq.6.2). If, in addition, the observation modelPojs is also

1In robotics, “state estimation” often refers to determining the robot's position in a global/world reference
frame. Here, we use the term in the classical dynamical-systems sense: estimating unobserved or partially
observed state quantities.
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Figure 7.1 Illustration of invariance of the conditional probability of world states given past observation histories,
PMt

sj~o (eq. 7.3), for a quadruped robot with the morphological symmetry group K4 := f e; gs ; gt ; gr jg2
s = g2

t = g2
r =

e; gsgt = gr ; gt gs = gr g, composed of two orthogonal re�ections gs and gt and a 180� rotation gr . For a given set
of symmetry related noisy past observation histories G~ot := f g . ~O

~ot jg 2 K4g, the state probability distributions
f PMt

sj~o (�jg . ~O
~ot )jg 2 K4g are related by the re�ections and rotation of K4 to the state distribution PMt

sj~o (�j ~ot ) induced
by the original observation history ~ot (right). Here, PMt

sj~o (�j ~ot ) denotes the uncertainty distribution over robot
state and contact states and contact forces acting on the robot at state st (orange). The relation between
the symmetry-related state distributions models the relationship between uncertainties of the model state and
contact mode and forces at the symmetry related states (green, blue, purple).

G-invariant—a natural assumption in robotics, discussed in detail inassumption 6.1—thenPMt
sj~o is

itself aG-invariant conditional probability distribution (see�g. 7.1), satisfying:

PMt
sj~o(g . S Sjg . ~O ~o) = PMt

sj~o(Sj~o) 8 g 2 G; S � S ; ~o 2 ~O; (7.3)

This G-invariance follows directly from the symmetries of the underlying robot dynamics (chapter 3),
and formalizes the intuitive idea that the uncertainty distribution over the current world statest 2 S,
conditioned on a history of past observations~ot 2 ~O, transforms under a symmetryg 2 G to
the uncertainty distribution over the symmetry-related world stateg . S st , given the symmetry-
transformed observation historyg . ~O ~ot . For example, consider the world statest 2 S of a quadruped
robot, as illustrated in�g. 7.1. The uncertainty in contact states and forces is modeled by the state
distributionPMt

sj~o(�j~ot ), induced by a history of proprioceptive and exteroceptive observations~ot . For
any symmetry-related state, such asgs . S st , the corresponding contact state and contact forces are
the re�ected versions of the original. Thus, eq.7.3 states that if we were to observe the re�ected
observation historygs . ~O ~ot , the resulting uncertainty distribution overgs . S st would be the re�ection
of the original distribution. This reasoning applies to any robotic system and any environmental or
morphological symmetry groupG (see�gs. 3.1, 3.2and7.1).

Similarly, as in the problem of modelling stochastic world dynamics (chapter 6andprop. 6.1),
the target conditional probability distribution to be modeled isG-invariant due to the underlying
symmetries of the robot dynamics and the observation model. Furthermore, we assume that the
marginal distribution of observation historiesP~o is G-invariant—a natural assumption in the context
of dynamics learning and state estimation, as discussed in detail inassumption 6.2, since for the vast
majority of robot tasks, we are interested in learning state estimation models that perform identically
or equivalently across symmetry-related modes of operation. For example, in quadruped or humanoid
loco-manipulation tasks with robots exhibiting bilateral re�ection morphological symmetry (see
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�gs. 4.1 and8.9), re�ection invariance ofP~o implies that we aim to learn models that perform equally
well for controlled trajectories of walking and turning in any direction (Mittal et al., 2024; Su et al.,
2024; Ordoñez-Apraezet al., 2025; Yu et al., 2018).

TheG-invariance of both the target conditional distributionPMt
sj~o and the marginal distribution of

observation historiesP~o (which weights the state estimation errors in eq.7.2) justi�es formulating
state estimation forG-symmetric dynamical systems as a constrained optimization problem. We state
this result in the following proposition:

Proposition 7.1(Symmetry-constrained state estimation learning). Let S, A , andO denote the state,
action, and observation spaces of a partially observable stochastic dynamical system modelling
robot dynamics in contact-rich environments. LetPMt

sj~o : � S � ~O ! [0; 1] be the true conditional

distribution of states given observation histories (eq.7.1), and let� � : � S � ~O ! [0; 1] be any
stochastic state estimation model, parameterized by� (eq.7.2). Assume that:

1. The robot possesses an environmental or morphological compact symmetry groupG (chapter 4),
which renders the state-transition distributionPMt

sjas G-invariant (de�nition 6.1).
2. The observation sensor modelPojs is G-invariant (assumption 6.1). Consequently, the target

distributionPMt
sj~o is G-invariant (eq.7.3).

3. The state estimation error is measured via the loss:

L se(� � ) � L se(�
G
� ) := E~o� P~o

”
D

€
PMt

sj~o(�j~o) k � � (�j~o)
Š—

;

for some divergence metricD : (S; � S) � (S; � S) ! [0; 1 )—that is be convex in its second
argument.

4. The state estimation error is averaged under aG-invariant marginal distribution of observation
historiesP~o (assumption 6.2).

Then, the family of optimal state estimation models is a subset of the family ofG-invariant conditional
probability distributions of states given observation histories. Hence, state estimation must be
formulated as the following symmetry-constrained learning problem:

� � = arg min
�

L se(� � )

s.t. � � (Sj~o) = � � (g . S Sjg . ~O ~o) 8 g 2 G; S � S ; ~o 2 ~O:
(7.4)

Proof. The result follows directly fromprop. 5.1by identifyingy = s andx = ~o, with group action
on x de�ned asg . X x := g . ~O ~ot for all g 2 G. TheG-invariance ofPx follows from (4), and the
G-invariance ofPy jx follows from (1).

As discussed inchapter 5the symmetry priors of eq.7.4 can be leveraged either by using data
augmentation to improve the empirical coverage of the dataset of state and state-observation pairs
used to approximateL seor by enforcing theG-invariance constraint on the model, via soft penalization
methods, or via hard architectural constraints.

Next, we discuss the implications of these symmetry priors in the case of deterministic state estimation
(i.e., regression and classi�cation of unobservable quantities) and probabilistic state estimation (i.e.,
conditional probability estimation and uncertainty quanti�cation) for speci�c model parameterizations.
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7.2 Deterministic inference

For many unobservable quantities of the world statest 2 S of a robotic system operating in contact-
rich environments, it is often assumed that the conditional distribution of the target variables given the
observation history is (or can be well approximated by) a Gaussian or another well-de�ned parametric
probability distribution (e.g., a categorical distribution for classi�cation tasks).

Under this assumption, the state estimation learning problem in eq.7.2reduces to a standard supervised
regression or classi�cation task. This section presents both theoretical and empirical implications of
incorporating state and morphological symmetry priors in supervised regression and classi�cation of
unobservable components of the robot's state. The analysis and results are adapted from our previous
work Ordoñez-Apraezet al.(2023, 2025).

7.2.1 Supervised regression

Here, the target random variable of interest is a subset of the world state,y � s, taking values
y 2 Y � S , and composed of unobservable world state quantities whose conditional distribution,
given state observations, can reasonably be assumed to be approximately Gaussian:

Py j~o := P(y 2 �j ~o = ~o) � N (f (~o); � (~o)) ;

where the meanf : OH ! Y and covariance� : OH ! RjYj�jYj are assumed to be non-linear
functions of the truncated observation history~o := ( ot0 ; : : : ; ot ) 2 O H (see�g. 6.3), and where
H 2 N is the truncated history length andt0 := max(0 ; t � H ).

A classical example of such an unobservable variable is the robot's position and orientation in global
coordinates,y = X B 2 SE3, estimated from past IMU linear acceleration and angular velocity,
lidar/camera measurements, and joint positions and velocities. Another common example is the
ground reaction forces acting on the feet of a quadruped robot with point feet,y = [ f FR; f FL; f HR;
f HL ] 2 R12 (�g. 1.3), which are commonly assumed to be Gaussian-distributed in the literature for
short time discretizationsMt (Camurri et al., 2017) (although in reality they often exhibit skewed and
multimodal distributions; seesection 7.3).

In this setting, the problem of state estimation—namely, predicting the most likely target variable
y 2 Y from the Gaussian conditional distributionPy j~o—reduces to a mean-seeking supervised
regression problem of approximating the conditional mean functionf : OH ! Y with a parametric
modelf � : OH ! Y ; that is,

� � = arg min
�

L mse(f � ) := arg min
�

E~o� P~o

�
kf (~o) � f � (~o)k2�

; (7.5)

Symmetry priors in supervised regression As discussed insection 7.1, for robotic systems with
an environmental or morphological symmetry groupG, the conditional distribution of the target
variabley given the observation history~o is G-invariant (eq.7.3). Under the working assumption
that Py j~o is approximately Gaussian, theG-invariance of the conditional distribution implies the
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G-equivariance of both the conditional mean functionf : OH ! Y and the conditional covariance2

� : OH ! RjYj�jYj (seede�nition 2.14and�gs. 6.1 and7.1), namely:

Py j~o(g . Y Sjg . OH ~o) = Py j~o(Sj~o)

N (f (g . OH ~o); � (g . OH ~o)) = N (f (~o); � (~o))
()

g . Y f (~o) = f (g . OH ~o) and

g . Y � (~o) Y / g = � (g . OH ~o)

8 g 2 G; S � Y ; ~o 2 O H :

(7.6)

As detailed inchapter 5, theG-equivariance off in the supervised regression problem (eq.7.5), to-
gether with theG-invariance of the marginal distribution of observation historiesP~o (assumption 6.2),
justi�es reformulating the learning problem as aG-equivariant regression problem of the form:

� � = arg min
�

L mse(f � )

s.t. g . Y f � (~o) = f � (g . OH ~o) 8 g 2 G; ~o 2 O H :
(7.7)

As previously explained, these symmetry priors can be leveraged either via data augmentation or by
constrained optimization methods (such as usingG-equivariantNN architectures (Bronstein et al.,
2021; Cohen et al., 2019; Wang et al., 2022b)), or via regularization methods. In the latter case, the
stochasticG-invariance violation penalty term in eq.5.8reduces to aG-equivariance penalty term of
the form:

Peq(f � ) := E~o� P~o

2

4 1
jGj

X

g2 G

kg . Y f � (~o) � f � (g . OH ~o)k2

3

5 : (7.8)

Next, we present an empirical analysis of the impact of leveraging these symmetry priors in supervised
regression problems in robotics.

Experimental validation

To validate the impact of symmetry in supervised regression problems in robotics, we present a
synthetic experiment on predicting a robot'sCoM linear (l 2 R3) and angular (k 2 R3) momenta
from noisy state observations. Speci�cally, the target function is given by:

y t :=
”

l t
k t

—
= f (ot ) := A C ( bqt )

€
b_qt

Š
8 t 2 R; with

H = 1 ;

~ot := ot =
h

bqt := qt + � Q ( t )
b_qt := _qt + � T q Q ( t )

i (7.9)

In this setting, the target random variabley 2 R6 consists of the stacked linear and angular momentum
components. The functionA C : Q ! R6� nq is the state-dependent centroidal momentum matrix,
introduced byOrin et al.(2013). For each con�gurationq 2 Q , A C (q) maps generalized velocities
to the center of mass linear and angular momenta. SinceA C depends only on the current robot
state(qt ; _qt ) 2 T Q, we setH = 1 in this experiment and reduce the observation history to the
present observationot := ( bqt ; b_qt ) 2 R2�nq , which consists of sensor measurements of the generalized
coordinates and velocities at timet, corrupted by zero-mean Gaussian noise� Q and� Tq Q , respectively.

As detailed in (Orin et al., 2013; Ordoñez-Apraezet al., 2023, 2025), for robotic systems with an
environmental or morphological symmetry groupG, the centroidal momentum matrix function is a

2Note that the equivariance of the covariance matrix imposes strict constraints on the degrees of freedom
of the Gaussian uncertainty (see prop. 2.2). These constraints are of relevant interest for symmetry aware
sensor-fusion frameworks, common in robot pose estimation from IMU data and other sensor modalities.
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Figure 7.2 Sample ef�ciency plots (�nal test set loss achieved vs. training dataset size) for regression of the
center of mass linear and angular momenta (see eq. 7.9) for the Atlas humanoid and Solo quadruped robots.
We compare MLP, MLPaug, and eMLP models across varying model capacities and symmetry groups. Left and
Middle: Sample ef�ciency for Solo and Atlas tasks, comparing model variants with different numbers of neurons
in the hidden layers of the NN (hidden channels hc=128/256/512/1024 ). Right: Sample ef�ciency for Solo
with models at hc=512 , leveraging either G = K4 (sagittal and transversal symmetries) or G = C2 (sagittal
symmetry only). Results show mean and standard deviation across 10 random training seeds.

G-equivariant matrix-valued function, satisfying

g . e A C (q) TqQ/ g � 1 = A C (g . Q q) 8 g 2 G; q 2 Q ;

where the group actions. e and . TqQ , de�ned in eq.4.3d, ensure that the target functionf is G-
equivariant, as illustrated in�g. 6.2 for the case of a quadruped robot withG = K4. In this �gure, the
orange and green vectors next to each robot visually represent the robot's linear and angular center
of mass momenta for that particular robot state, and. e represents the group action relating these
symmetry-related center of mass momenta.

The experiment consists of a center of mass regression task for two robots: Atlas, a32-DoFhumanoid
robot withG = C2 (see�gs. 2.1 and4.1), and Solo, a12-DoF quadruped robot withG = K4 (see
�gs. 2.1 and6.2). The baseline model is a standardMulti-Layer Perceptron (MLP) NNarchitecture,
which is compared against two alternative approaches that exploit symmetry: (i) aMLP trained with
data augmentation (MLPaug), and (ii) anEquivariant MLP (eMLP)architecture.

In �g. 7.2-left and -middle, we study the impact of symmetry exploitation on the models' sample
ef�ciency (�nal test loss vs. the size of the training dataset) and generalization (�nal test loss).
To achieve this, we compare the performance of the model variants when leveraging the robots'
entire symmetry groups—K4 andC2, respectively—and varying the width of the hidden layers of
the underlying3-layer deepMLP NNs. Across both robots and all model capacities,eMLP and
MLPaugoutperformMLP in terms of sample ef�ciency (better generalization with fewer data) and
robustness to over�tting when training data is limited and the model is over-parameterized. Among
the eMLP andMLPaugvariants, models with the lowest number of trainable parameters exhibit
similar sample complexity and performance; however, as model capacity increases, theeMLPsmodels
reach consistently better test losses, highlighting the relevance of leveraging constrained optimization
methods beyond mere data augmentation.

Additionally, �g. 7.2-right compares sample ef�ciency and optimality for the regression task of the
Solo robot when leveraging the entire symmetry groupK4 (sagittal and transversal symmetries) and
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when leveraging only a subgroup of the true symmetry groupC2 = f e; g[s]g � K4 (sagittal symmetry
only). The results indicate a strong improvement in sample ef�ciency and generalization capacity
with the increased number of symmetries leveraged, with the optimality gaps betweenMLPaugand
eMLPbeing even more pronounced when leveraging the larger symmetry groupK4. This motivates
the importance of leveraging the largest possible symmetry group in state estimation problems, and
the relevance of constrained optimization methods beyond data augmentation when leveraging larger
symmetry groups.

7.2.2 Supervised classi�cation

Here, the unobservable target random variable of interesty � s is categorical, taking values from a
discrete set of classesy 2 Y . This means its conditional distribution, given state observations, can
reasonably be assumed to be a categorical distribution:

Py j~o := P(y = y i j~o = ~o) � Categorical(f (~o)) ;

where the probability vector functionf : OH ! � jYj� 1 maps the truncated observation history
~o 2 O H to the probability simplex of the possible categorical states.

A classical example of such a variables in legged robotics is the binary contact state of a quadruped
robot with point feet. The categorical target variabley 2 f 0; 1g4, representing the contact state
of the four feet (e.g., in a static-friction-regime, or in a slipping or non-contact state), takes one of
jYj = 16 possible binary combinations (Lin et al., 2021). These categorical estimated measurements
are fundamental in state estimation pipelines dependent on leg odometry (e.g.,Camurri et al., 2017)
and legged locomotion control (e.g.,Corbères et al., 2024; Lee et al., 2020; Mastalli et al., 2020b).

In this setting, the problem of state estimation reduces to a standard mean-seeking supervised
classi�cation problem of approximating the conditional class probability functionf : OH ! � jYj� 1

with a parametric model (such as a neural network)f � : OH ! � jYj� 1, typically trained by
minimizing the expected cross-entropy loss:

� � = arg min
�

L ce(f � ) := arg min
�

E~o� P~o

2

4�
jYjX

i =1

yi log
€
f (i )

� (~o)
Š
3

5 ; (7.10)

wherey is the one-hot encoded ground truth categorical state.

Symmetry priors in supervised classi�cation Followingsection 7.1, under the assumption that
Py j~o is a categorical distribution, theG-invariance of the conditional distribution implies that the
underlying probability functionf must beG-equivariant:

g . Y f (~o) = f (g . OH ~o) 8 g 2 G; ~o 2 O H :

In this case, the group action on the categorical variable's probability simplex,. Y , is simply de�ned
as a subset of permutations acting on the categorical classes. These permutations represent how the
categorical values transform under the symmetry group. For instance, for the quadruped robot in
�g. 7.1 the binary contact states of the legs of the robot at each symmetry related state are permutations
of the original contact state.
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Figure 7.3 Static-friction-regime contact state classi�cation results for the Mini-Cheetah quadruped robot. We
compare the baseline Convolutional NN (CNN) architecture from Lin et al. (2021) with its symmetry-aware
variants: CNN trained with data-augmentation (CNNaug) and eCNN. Left and Middle: Sample ef�ciency plots
showing the �nal test set cross-entropy loss and the average continuous leg F1-score versus the size of the
training dataset. Right: Contact state classi�cation metrics evaluated on the test set using models trained with
the entire dataset, reporting overall binary contact-state accuracy (Acc) and individual leg F1-scores. Due to
the sagittal and transversal symmetries of the robot (G = K4 � C2), the F1-scores of symmetric leg pairs (e.g.,
LF/RF and LH/RH) are expected to be well-balanced for the symmetry-aware models. Results show mean and
standard deviation across 8 random training seeds.

Experimental validation

To validate the impact of symmetry in supervised classi�cation problems in robotics, we present an
experiment on classifying the contact state variablesy 2 f 0; 1g4 of the Mini-Cheetah quadruped
robot from a history of proprioceptive sensor measurements~o. For this system, the symmetry group
corresponds toG = K4 � C2.

The datasetD = f (~oi ; y i )gN
i =1 , �rst introduced byLin et al. (2021), comprises samples containing

the one-hot encoded categorical target variabley 2 f 0; 1g16. This variable represents the ground
truth system's contact state among the16 different combinations of each of the4 legs' possible
binary contact states. Each sample also includes a truncated observation history~o 2 O H of the past
H = 150 frames of proprioceptive sensor measurements, de�ned by:

ot := ( qjs + � M (t); _qjs + � Tq M (t); •r B + � •r (t); ! B + � ! (t); r feet + � r (t); _r feet + � _r (t); )

Here,qjs 2 M � R12 and _qjs 2 TqM � R12 denote the robot's joint space position and velocity
generalized coordinates,•r B and! B 2 R3 represent the robot's base linear acceleration and angular
velocity measured by an onboard IMU, andr feet = [ r RF; r LF; r RH; r LH ] 2 O feet � R12 and _r feet =
[ _r RF; _r LF; _r RH; _r LH ] 2 O feet � R12 are the positions and velocities of each of the four legs' feet,
respectively, referenced to the robot's base frame. All these observation measurements are perturbed
by zero-mean Gaussian noise modelling the respective sensor model uncertainty.

The baseline model is a standard1D-CNN architecture utilized in (Lin et al., 2021), which is compared
against two alternative approaches that exploit symmetry: (i) a data-augmentedCNNaug, and (ii) an
equivariant CNN (eCNN)architecture. In�g. 7.3-left and -middle, we study the impact of symmetry
exploitation on the models' sample ef�ciency (�nal test cross-entropy loss vs. the size of the training
dataset) and generalization (average continuous leg F1-score). Across all data regimes,eCNNand
CNNaugoutperformCNN in terms of sample ef�ciency (achieving lower test loss and higher F1-score
with fewer data) and robustness to dataset biases when training data is limited. Among theeCNN
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andCNNaugvariants, the fully equivariant modeleCNNreaches consistently better test metrics and
accuracy. Additionally,�g. 7.3-right compares the classi�cation metrics of the models on the test set.
Here, a closer look at the individual legs' F1-scores illustrates how exploiting symmetries mitigates
suboptimal asymmetries commonly learned from �nite datasets. While the unconstrainedCNN favors
one leg over its symmetric counterpart (e.g., learning a better predictor for the LF leg than for the RF
leg), the symmetry-aware models, particularlyeCNN, maintain a balanced predictive performance
across symmetric morphological components, directly improving the overall classi�cation reliability.

7.3 Probabilistic inference

For most target random variablesy � s, we cannot safely assume that the conditional distribution
Py j~o , given the past observation history, belongs to a simple parametric family (e.g., Gaussian,
Poisson, or Mixture of Gaussians) for all~o 2 O H , since in realistic scenarios, epistemic uncertainty
in contact modes and forces induces complex multimodality in the observation dynamics and in the
true conditional state distributionPMt

sj~o (see�gs. 6.2 and7.1).

In such cases, state estimation cannot be reduced to a standard supervised regression problem, given
that, for most conditional distributions, the conditional mean (orconditional expectation),

ymean:= E[y j~o= ~ot ] =
Z

Y
y Py j~o(dy j~ot );

Y

Y

Y

Py j~o(y j~ot )

E[y j~o= ~ot ]

Figure 7.4 Example uninforma-
tive conditional expectations.

is not suf�ciently informative for state estimation—that is, it does not
allow us to sample likely values ofy according toPy j~o (see�g. 7.4). In
this scenarios, state estimation should be addressed in its full stochastic
form, as the approximation of a conditional probability distribution
(see eqs.7.2and7.4). However, estimating such conditional distribu-
tions remains challenging in high-dimensional settings without strong
inductive biases (Izbicki and B. Lee, 2017; Nagler and Czado, 2016;
Scott, 1991).

We differentiate between two classes of conditional probability mod-
elling: methods that aim to approximate the sampling process of the
conditional distribution via generative modelling techniques, and ap-
proaches that provide point- or set-wise estimates of the conditional likelihood of events of interest
(e.g., the probability that a contact force is within a speci�c range, the probability a disturbance in my
left arm is present). In summary:

h Generative modelling: Most state of the art generative modelling methods—such as diffu-
sion and �ow-matchingHo et al.(2020); Lipman et al.(2022)—model �rst-order information
of the probability, such as the gradient of the likelihood with respect to the target variable,
r y Py j~o(y j~ot ). This is used to approximate sampling from the conditional distribution via
a generative process mapping samples from a base distribution overy to Py j~o(y j~ot ). By
construction, these approaches do not estimate the likelihood of events and therefore cannot
truly tell from two generated samples which one is more likely, rendering them not directly
suited to solve themaximal a posterioristate estimation problem. Although recent efforts have
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begun to adapt generative modelling to maximum a posteriori estimation (Tiofack et al., 2025;
Willingham et al., 2025), these approaches remain out of the scope of this work.

Note: In sections 2.4and8.3.1, we discuss the implications of our symmetry priors in the
context of �ow-matching based imitation learning. The results transfer to state estimation by
changing the target from control actionsa t to state variablesy t .

h Point/set-wise estimation:We interpret these methods as approximating the zero-th order
information of the conditional probability,Py j~o(� j ~ot ), at speci�c points or sets of interest
(Izbicki and B. Lee, 2017; Kostic et al., 2024; Nagler and Czado, 2016). This means that they
can estimate a scalar value that approximates the likelihood of speci�c events of interest, or
that it's proportional to the likelihood. These are the focus of this section as they enable the
robust decision-making, planning and control.

7.3.1 Conditional probability modelling and uncertainty quanti�cation

The problem of conditional probability modelling and parametric uncertainty quanti�cation remains
an open challenge in high-dimensional settings in which one cannot assume that the target conditional
distribution belongs to a simple parametric family (Izbicki and B. Lee, 2017; Nagler and Czado, 2016;
Scott, 1991). Recent advances inDeep Learning (DL)and deep representation learning have shown
promise tackling conditional probability modelling—and therefore reliable uncertainty quanti�cation—
in these high-dimensional and unstructured settings by training non-linear representations of the target
and conditioning variables within the framework of contrastive representation learning (Ryu et al.,
2024; Tosh et al., 2021; Turri et al., 2025).

Speci�cally, Kostic et al.(2024) proposedNeural Conditional Probability (NCP)(discused in detail in
chapter 9), a contrastive representation learning algorithm that rely on the pre-trained representation
to provide, via linear regression, estimates of conditional probabilities of events of the formy 2 Y for
setsY � Y , via

P(y 2 Y j ~o = ~ot ) � bP� (y 2 Y j ~ot ) := bEy [1Y(y )] + � � (~ot )> E �
bEy [ � (y ) 
 1Y(y )]; (7.11)

where� � : OH ! Rn and � : Y ! Rn are learned, nonlinear, high-dimensional representations of
the conditioning variable~o and the target variabley , respectively, andE � 2 Rn� n is a linear map
between the two representation spaces (see�g. 9.3). Moreover,1Y(�) denotes the indicator function
of the eventy 2 Y, andbEy

�
 � (y ) 
 1Y(y )

�
2 Rn is the vector of basis-expansion coef�cients of

1Y(�) in the representation space induced by � . Consequently, for setsY for which we can reliably
estimate the marginal probabilitybEy [1Y(y )] � P(y 2 Y), eq.7.11provides a valuable estimate of
P(y 2 Y j ~o = ~ot ) for a wide range of conditioning values~ot 2 O H .

In the next section, we study how eq.7.11can be leveraged for parametric uncertainty quanti�cation
of unobservable state variables in robotics, using anyNN architecture to parameterize� � and � .
Crucially, this method works in high-dimensional settings and without assumptions on the form of
the conditional distribution; hence, it can be used in foundational tasks of robust decision-making,
planning, and control under uncertainty.
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Details on the theoretical underpinnings of this deepNN-based estimate (eq.7.11) require an extensive
operator-theoretic treatment of conditional distributions and are therefore provided inchapter 9. The
rest of this section focuses on the practical use of eq.7.11for uncertainty quanti�cation in robotics.

Conditional quantile regression One of the main approaches to conditional uncertainty quan-
ti�cation is conditional quantile regression. In this setting, given ascalar target random variable
y � y � s, the goal is to predict a con�dence interval with coverage level� for y, conditioned on
the observation history~o. For example, we may wish to predict the� = 95% con�dence interval
for the z-component of a contact force. To this end, we regress the lower and upper conditional
quantiles,c�= 2 : OH ! R andc1� �= 2 : OH ! R, respectively. These quantiles are derived from the
conditional Cumulative Distribution Function (cCDF)of the target variable y, de�ned as

cCDF(y j ~o) := P(y � y j ~o = ~o): (7.12)

To approximate this function, we discretize the marginal range ofy into Nb bins and de�ne the sets
An := f y 2 R : y � bng, wherebn denotes the upper bound of then-th bin.3 This allows us to
leveragebP� (eq.7.11) to estimate a discretized version of thecCDF. For all conditioning events
~o 2 O H and all binsn 2 [Nb], we de�ne

ÕcCDF� (y j ~o) := bP� (y 2 An j ~o) = bEy[1An (y)] + � � (~o)> E �
bEy[ � (y) 
 1An (y)]: (7.13)

A key advantage of this formulation is that the marginal probabilitiesbEy[1An (y)] can be estimated
easily and reliably from training data, makingbP� a practical estimator of thecCDFfor arbitrary scalar
random variablesy. Moreover, for a discretization withNb bins, the full estimateÕcCDF� can be
obtained using a single forward pass through theNNs � � and � , followed by a linear layer that
maps� � (~o) 2 Rn to RNb . This makes the approach computationally ef�cient and well suited to
real-time applications. Importantly, when extending the prediction of thecCDFto a vector-valued
targety = [ y1; : : : ] � s, the additional computational cost arises only in the �nal linear head, which
is now de�ned by a matrixRn� (jYj� Nb) composed of the basis expansion coef�cients of the indicator
functions1A i;n (�) for all dimensionsi and binsn.

Symmetry priors in conditional quantile regression In the context of uncertainty quanti�cation
for robotic systems with an environmental or morphological symmetry groupG, the conditional
distribution of the target vector-valued random variable isG-invariant (see eq.7.3):

Py j~o(y 2 Y j ~o = ~o) = Py j~o(g . Y y 2 Y j ~o = g . OH ~o) 8 g 2 G; ~o 2 O H ; Y � Y :

whenever there is a well-de�ned group action. Y on the target variable spaceY. For example, when
estimating the contact forces of a quadruped robot, the forces at each footy 2 R12 for symmetry-
related robot states transform according to. Y , which permutes the legs' contact forces and applies
the appropriate re�ections or rotations to the vectors (see�g. 7.1).4

3To obtain a discretization adapted to the marginal distribution, one may use methods such as quantile
binning (Pedregosa et al., 2011), which allocates bins so as to more uniformly cover the support of the marginal
distribution Py.

4The discretization of the target variable's range into bins for cCDF regression in this scenario can be most
conveniently de�ned in a hyperspherical coordinate frame, instead in the canonical Cartesian coordinates, as
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In such cases, as discussed inprop. 7.1, uncertainty quanti�cation can be rendered as a symmetry-
constrained optimization problem in which the estimatorbP� must beG-invariant. As discussed in
detail insection 7.1, to leverage the symmetry priors we can resort to data-augmentation, regularization,
or reparametrization techniques viaG-equivariant architectures. In the following section we discuss
how to In a nutshell, to enforce theG-invariance constraint ofbP� implies parameterizing theNN
representations� � and  � with G-equivariant architectures, and the linear mapE � with a G-
equivariant linear layer.chapter 9.

Experimental validation

We present two experiments on uncertainty quanti�cation via conditional quantile regression: (i)
a synthetic experiment illustrating the empirical underpinnings ofNCP and Equivariant Neural
Conditional Probability (eNCP), and (ii) a simulated robotics state-estimation experiment in which
we predict con�dence intervals for relevant observables in quadruped legged locomotion.

To assess the impact of symmetry exploitation, we compare the baselinesNCP andConditional
Quantile Regression (CQR)(Feldman et al., 2023) with their respective equivariant adaptations,
eNCPandEquivariant CQR (eCQR), proposed inOrdoñez-Apraezet al.(2026). Here,NCPand
eNCPare trained to approximate the conditional distribution of the target variable,Py j~o (see eq.7.11
andchapter 9). By contrast, the baselineCQR(Feldman et al., 2023) and its equivariant adaptation
eCQRdirectly regress quantiles for a �xed coverage level (e.g.,c�= 2 andc1� �= 2 for a coverage level
of � ), which are not reusable across coverage levels and require retraining for different coverage
values. All models are parameterized byNNs with equivalent architectural footprints, so performance
differences can be attributed to contrastive versus regression losses and symmetry exploitation, rather
than differences in model capacity. Refer to (Ordoñez-Apraezet al., 2026) for extensive details on the
experimental setup.

Conditional quantile regression of skewed, symmetric, and bimodal distributions This syn-
thetic experiment is intended to demonstrate how theNCPandeNCPframeworks can approximate
conditional distributions that are highly skewed and multimodal, for which the mean (or conditional
expectation) is not informative (see�g. 7.4). For such applications, we rely on accurate approximation
of the conditional distribution to perform uncertainty quanti�cation by regressing thecCDF of a
one-dimensional target random variable y2 R conditioned on a one-dimensional variable x2 R.

As illustrated in�g. 7.5-top, the target conditional distributionPyjx has three distinct regimes, all
affected by heteroscedastic noise: (i) a skewed distribution with an exponential tail, (ii) a symmetric
distribution, and (iii) a bimodal distribution. Crucially, the conditional distribution of the target
variable isC2-invariant, with a trivial group action onY 2 R and a group action onX 2 R de�ned
such that the re�ection action ofC2 mapsx to � x, that is:

Pyjx(y 2 Y j x = x) = Pyjx(y 2 Y j x = � x) 8 x 2 R; Y � R:

The task consists of predicting conditional quantiles at diverse coverage levels for the target variable
y over the full range ofx values. To achieve this, we discretize the range ofy into Nb = 200 bins
usingquantile_transform from Pedregosa et al.(2011), which allocates higher bin resolution

described in Ordoñez-Apraez et al. (2026), such that the discretization covers each representative of the coset
space Y=G or equivalently.
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Figure 7.5 1st row : Target conditional probability distribution of y given x, featuring three distinct regimes: (i) a
skewed distribution with an exponential tail, (ii) a symmetric distribution, and (iii) a bimodal distribution. 2st row :
Illustration of the predicted con�dence intervals for coverage levels � = f 70%; 90%g for NCP (left) and eNCP
(right). 3rd row : Empirical coverage tracking and con�dence interval size for coverage levels from 10% to 90%.
4th row : Example cCDFs predicted by NCP and eNCP in the skewed and bimodal regimes, with vertical gray
lines indicating the bins used to discretize the range of y for cCDF regression.
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Validation Test

r-Coverage" Coverage" Set Size# r-Coverage" Coverage" Set Size#

eNCP 99:3� 0:0% 94:1� 0:4% 2:4� 0:4� 1010 99:5� 0:1% 95:0� 0:4% 4:3� 3:6� 109

NCP 96:4� 0:0% 56:9� 0:1% 3:9� 4:5� 1010 99:5� 0:0% 56:9� 0:3% 2:6� 1:4� 1010

eCQR 70:7� 0:6% 7:3� 1:7% 3:7� 2:6� 108 84:2� 0:7% 6:7� 1:2% 1:7� 1:7� 107

CQR 67:6� 1:8% 7:6� 0:4% 2:5� 2:4� 109 80:5� 3:7% 8:5� 0:9% 1:4� 0:1� 108

Table 7.1 Validation and test metrics for 95% Con�dence Intervals (CIs) on quadruped robot observables while
traversing rough terrain. Metrics: (i) relaxed coverage (r-Coverage), de�ned as the probability that any scalar
random variable vi lies inside the predicted con�dence interval; (ii) coverage, de�ned as the probability that the
entire vector-valued target variable y lies inside the predicted con�dence interval; and (iii) set size, the volume
of the con�dence region. Best results are shown in blue. While eCQR and CQR produce smaller con�dence
intervals, they fail to achieve the expected 95% coverage on both validation and test sets. The eNCP model
achieves the best overall coverage for reliable uncertainty quanti�cation. Importantly, eNCP and NCP can
provide CIs at any coverage level without retraining , whereas CQR and eCQR require retraining for each level.

to regions of the support ofy with higher probability mass, and regress thecCDFof y using eq.7.13.
Then, the quantiles of any desired coverage level can be obtained by applying a linear search over
the predictedcCDF(seeKostic et al.(2024)). ExamplecCDFpredictions for theNCPandeNCP
models are shown in�g. 7.5-bottom for the skewed and bimodal regimes, with the vertical gray lines
indicating the bins used to discretize the range of y.

The results for this low-dimensional example show that bothNCPandeNCPcan learn to approximate
the conditional distributionPyjx across the three regimes and produce parametric con�dence intervals
at different coverage levels that are well calibrated (see�g. 7.5-second-and-third-row). However,
even in this low-dimensional setting, leveraging symmetry priors viaeNCPyields smaller con�dence
intervals that match the empirical coverage across all coverage levels� 2 f 10%; : : : ; 90%g, while
NCPproduces conservative con�dence intervals with empirical coverage above the desired levels.

Uncertainty quanti�cation for quadruped locomotion We demonstrate the practical impact of
symmetry exploitation in robotics uncertainty quanti�cation by providing robust uncertainty estimates
for unavailable yet crucial state observables in robot control and state estimation (Bledt et al., 2018;
Maravgakis et al., 2023). Speci�cally, the task is to use a history of proprioceptive sensor observations
to provide90%CIs for the robot'sGround Reaction Forces (GRF)� grf 2 R12, the instantaneous work
exerted by or absorbed by the robotU(q; _q; � ) 2 R (eq.2.6), and the robot's kinetic energyT(q;
_q) 2 R (eq.2.3a) while the robot traverses rough terrain; i.e.,y = [ U(q; _q; � ); T(q; _q); � grf]. Reliable
probabilistic estimates of these quantities are crucial for optimal control (Bledt et al., 2018), contact
detection (Maravgakis et al., 2023), state estimation (Nisticò et al., 2025), and system identi�cation
(Gautier, 1997).

The history of past observations~ot 2 O H includesH = 5 state observations de�ned by:

ot = ( qt + � Q ; _qt + � Tq Q ; a t + � a ; _r t + � _r ; _r t; err+ � _r ; ! t + � ! ; ! t; err+ � ! ; gt + � g ; _pt; feet+ � feet; � cmd
t ) (7.14)

whereqt 2 Rnq and _qt 2 Rnq are the joint positions and velocities, respectively;a t 2 R3 is the
linear acceleration of the robot's base frame measured by the IMU;v t 2 R3 is the base linear velocity,
while v t;err 2 R3 is the base linear-velocity command error;! t 2 R3 and! t;err 2 R3 are the base
angular velocity and its command error;gt 2 R3 is the gravity vector expressed in the base frame;
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Figure 7.6 Prediction of 90% CIs for G-invariant observables in quadruped locomotion: instantaneous work U
and kinetic energy T . We compare eNCP, NCP, eCQR, and CQR. Con�dence intervals are shown as light red
areas; samples outside the predicted interval are shown in red, and samples inside are shown in blue.

_pt; feet 2 R12 stacks the linear velocities of the four feet (three components each); and� cmd
t 2 Rnq

contains the commanded joint torques.

In �g. 7.6, we compare model performance for uncertainty quanti�cation of theG-invariant scalar
observablesU andT, while in �g. 7.7, we compare model performance for uncertainty quanti�cation
of theG-equivariant vector-valued observable� grf. Furthermore,table 7.1reports empirical coverage
on the validation and test sets, as well as the average size of the predicted con�dence intervals, which
are crucial metrics for assessing practical reliability. The results identifyeNCPas the only model
capable of robust uncertainty quanti�cation, as it is the only model with test-set empirical coverage
close to the desired value, rendering the others unreliable for practical applications. The baseline
modelsCQRandeCQRproduce severely overcon�dent intervals that �t the training data but fail to
generalize to the test set. AlthougheCQRoutperformsCQRin empirical coverage, it still fails to
achieve the desired test coverage level, pointing to a limitation of this regression-based approach to
uncertainty quanti�cation in high-dimensional settings.
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Figure 7.7 Prediction of 90% CIs for the G-equivariant ground-reaction forces � grf 2 R12 . Intervals are shown
per leg (FR, FL, HR, HL) and Cartesian component (x, y, z). Con�dence intervals are shown as light red areas;
samples outside the predicted interval are shown in red, and samples inside are shown in blue.



Chapter 8

Morphological symmetries in data-driven
optimal control

This chapter studies the implications of spatial symmetries for optimal control of robots in contact-rich
environments. Insection 8.1, we analyze symmetry priors for stochastic control tasks modelled as
MDP, extendingRavindran and Barto(2001); Zinkevich and Balch(2001) to continuous state and
action spaces and compact symmetry groups. The core results establish that, for anyG-symmetric
MDP, the optimal quality and value functions areG-invariant (theorem 8.1and corollary 8.1),
and identify symmetry constraints on optimal stochastic and deterministic policy parametrizations
(corollaries 8.2and8.3). In section 8.2, we transfer this analysis toPartially Observable Markov
Decision Processs (POMDPs)via the belief-MDP formulation and recover analogous invariance
results for partially observable control settings, including real-world robotic control tasks in contact-
rich environments.

Finally, in section 8.3, we leverage these results in two practical settings:

h Imitation learning from expert demonstrations: we characterize why behaviour cloning
becomes a symmetry-constrained learning problem for robots with morphological symmetries
(eq.8.15), and present symmetry-exploitation strategies for �ow-matching policy parametriza-
tions (Lipman et al., 2022). We study Push-T and bimanual mobile manipulation under
re�ection symmetry (Siebenborn et al., 2026).

h Model-free reinforcement learning (RL): we characterize how morphological symmetries
induce constraints for the family ofProximal Policy Optimization (PPO)algorithms, and study
symmetry-exploitation strategies in quadruped locomanipulation withC2 symmetry groups (Su
et al., 2024) and dexterous multi-arm manipulation withC2 andC4 symmetry groups (Li et al.,
2025).

8.1 Symmetry priors in optimal control

As discussed in detail insection 2.2andchapter 6, the discrete-time stochastic world dynamics of a
robot operating in a contact-rich environment are modelled by a state-transition probability distribution
PMt

sjas : � S � A � S ! [0; 1], which de�nes the conditional distribution of next states given current
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states and actions, such that

PMt
sjas(S j a t ; st ) := P(st+ Mt 2 S j at = a t ; st = st ) 8 S � S ; a t 2 A ; st 2 S; t 2 R;

quanti�es the probability of transitioning to a state in the setS after aMt time step, given that the
robot takes actiona t in world statest at timet.

Here, the world state spaceS comprises the robot state(q; _q) 2 T Q and the robot–environment
interaction statez 2 Z —which de�nes the control task and determines the robot's current contact
mode—while the action spaceA � Rnctrl is the space of control forces applied to the robot's actuated
DoF. For instance, for any manipulation task (see�g. 8.1), st captures the robot's state, its contact
mode, and the manipulation control task metrics, such as the con�guration of a target object to be
manipulated.

In this context, any robot control task can be modelled as anMDP, de�ned by the tuple(S; A ; PMt
sjas; r;

P0
s; A � ; 
 ), wherer : S � A ! R is aboundedcontrol-task reward function,P0

s : � S ! [0; 1] is the
probability distribution of initial states,A � : S ! � A denotes the admissible action map that maps
each state to its set of admissible actions, and
 2 [0; 1) is a constant discount factor. The objective of
optimal control is to �nd a parametric stochastic control policy� � : � A � S 7! [0; 1] that maximizes
the expected discounted reward, which can be expressed as the following optimization problem:

arg max
�

Es t � P0
s

•
E� �

• 1X

k=0


 k r (st+ kMt ; a t+ kMt )
‹˜

= Es t � P0
s

•
V� � (st )

˜
(8.1)

whereE� � (�) denotes the expectation over the stochastic trajectories generated by the world dynamics
PMt

sjas when following policy� � .

To analyze such control problems and study the implications of spatial symmetries, we de�ne two
functions of interest: thevalue functionV� � : S ! R and theaction-value, or quality, function
Q� � : S � A ! R. These quantify the expected cumulative reward of following policy� � starting
from a given states and from a given state-action pair(s; a), respectively. Formally, the quality
function of policy� � is de�ned recursively as:

Q� � (st ; a t ) = r (st ; a t ) + 

Z

S
V� � (st+ Mt )PMt

sjas(dst+ Mt jst ; a t ) 8 st 2 S; a t 2 A : (8.2)

Consequently, the value function of policy� � is de�ned as:

V� � (st ) =
Z

A
Q� � (st ; a t )� � (da t jst ) 8 st 2 S: (8.3)

Our aim is to show that, in control tasks for robots featuring a state/morphological symmetry group
G, the unique optimal value and quality functions (V � andQ� ) are constrained to beG-invariant, and
that as a consequence, any optimal stochastic control policy� � is also constrained to beG-invariant
conditional distribution (de�nition 2.17). To achieve this, we �rst de�ne the symmetry priors of the
control problem, re�ected as structural properties of theMDP.

Symmetry priors in the control problem. As detailed inchapter 6, when a robotic system features
a state/morphological symmetry groupG, the state and action spaces are endowed with group actions
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Figure 8.1 Re�ection-related box-lifting tasks for the Tiago mobile bimanual manipulator with sagittal re�ection
symmetry gs 2 C2 . The initial states s0 and gs . S s0 correspond to left- and right-table variants of the same
task. Task equivalence implies reward invariance, r (s; a) = r (gs . S s; gs . A a) for all s 2 S , a 2 A , so an optimal
trajectory for one variant maps to an optimal trajectory for the re�ected variant by applying gs to the state-action
trajectory. Figure adapted from Siebenborn et al. (2026).

. S : G � S ! S and . A : G � A ! A , de�ning symmetry transformations of the world state and
robot control actions, respectively. Since the world states 2 S captures the robot state, its contact
mode, and the control-task metrics, a symmetry-transformed world stateg . S s describes the symmetry-
transformed robot state, symmetry-transformed contact mode,and the symmetry-transformed control
task. Importantly, both the original and symmetry-transformed control tasks areequivalentas a
consequence of theG-invariance of the world dynamics, which implies thatPMt

sjas is aG-invariant
conditional probability distribution (see eq.6.4). A depiction of this principle is provided in�g. 8.1
for the case of two symmetry-related manipulation control tasks.

In this context, theMDP modelling the control of a robot inherits symmetry constraints that we state
in the following de�nition and discuss in detail:

De�nition 8.1 (SymmetricMDP). AnMDP is said to possess a symmetry groupG, if the state and
action spaces admit group actions. S : G � S ! S and . A : G � A ! A , such that the transition
dynamicsPMt

sjas, the bounded reward functionr , and initial state distributionsP0
s are G-invariant,

and the admissible action mapA � is a G-equivariant map (de�nition 2.14). That is, if for allg 2 G,
s 2 S, anda 2 A the following conditions hold:

PMt
sjas(g . S dsjg . A a; g . S s) = PMt

sjas(dsja; s); (8.4a)

r (g . S s; g . A a) = r (s; a) < 1 ; (8.4b)

P0
s(g . S ds) = P0

s(ds) (8.4c)

A � (g . S s) = g . A A � (s): (8.4d)

It is straightforward to verify that control tasks for robots with a state/morphological symmetry
groupG satisfyde�nition 8.1. Eq.8.4afollows directly from theG-equivariance of the underlying
deterministic robot dynamics (see eq.6.4), and eq.8.4bfollows from the equivalence of symmetry-
related control tasks (see�g. 8.1). Eq.8.4cis a natural operational assumption when the robot is
equally likely to face a task or any of its symmetry-related variants—for instance, turning left or right
while navigating, manipulating an object with the left or right arm (�g. 8.1), or locomoting forward or
backward (�g. 4.1). Finally, eq.8.4dfollows from the de�nition of spatial symmetries (seechapter 3).

TheseMDP symmetry priors induce constraints on optimal control policies and on optimal value and
quality functions. To see this, we begin by proving that the optimal quality functionQ� is G-invariant.
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Theorem 8.1(G-invariant optimal quality function). For anyG-symmetricMDP satisfyingde�ni-
tion 8.1, the optimal quality functionQ� is G-invariant, that is:

Q� (g . S s; g . A a) = Q� (s; a) 8 g 2 G; s 2 S; a 2 A : (8.5)

Proof. The proof follows the same rationale asRavindran and Barto(2001, Theorem 1), generalized
here to continuous state and action spaces. De�ne, for anyk 2 N, thek-step discounted optimal
quality function as:

Q�
k (s0; a0) := r (s0; a0) + 


Z

S
sup

a12 A� (s1 )

�
Q�

k� 1(s1; a1)
�
PMt

sjas(ds1js0; a0)

with Q�
0(s; a) := r (s; a) 8 s 2 S; a 2 A :

Here, the supremum is taken over the compact admissible-action setA � (s1); hence, it is well de�ned
under the standing assumptions. Note that, for notational simplicity, we use indices0 and1 instead of
t andt + Mt, without loss of generality.

Let (s0; a0) 2 S�A and de�ne its symmetry-transformed pair as(g . S s0; g . A a0) for anyg 2 G. For
k = 0 , we haveQ�

0(s0; a0) = r (s0; a0) = r (g . S s0; g . A a0) = Q�
0(g . S s0; g . A a0) for all g 2 G,

by rewardG-invariance (eq.8.4b). Moreover, since the admissible-action map isG-equivariant
(eq.8.4d), the set of optimal actions according toQ�

0(s; �) is symmetry-related to the set of optimal
actions according toQ�

0(g . S s; �), since:

sup
a2 A� (g . S s)

Q�
0(g . S s; a) = sup

a02 A� (s)
Q�

0(g . S s; g . A a0) = sup
a02 A� (s)

Q�
0(s; a0): with a := g . A a0

For k = 1 , we combine the result fork = 0 with theG-invariance of the reward and transition kernel;
andcorollary 2.1to obtain

Q�
1(g . S s0; g . A a0) = r (g . S s0; g . A a0) + 


Z

S
sup

a 1 2 A � (s1 )
[Q�

0(s1; a1)]PMt
sjas (ds1jg . S s0; g . A a0)

= r (s0; a0) + 

Z

S
sup

a 1 2 A � (g-1 . S s1 )
[Q�

0(g-1 . S s1; a1)]PMt
sjas (g-1 . S ds1js0; a0)

= r (s0; a0) + 

Z

S
sup

a 0
1 2 A � (s1 )

[Q�
0(s1; a0

1)]PMt
sjas (ds1js0; a0) = Q�

1(s0; a0)

Applying the same argument inductively, invariance ofQ�
k� 1 implies invariance ofQ�

k . Hence,Q�
k is

G-invariant for allk 2 N. Since the reward is bounded,f Q�
kg1

k=0 converges toQ� , which is therefore
G-invariant.

As a direct result of theG-invariance of the optimal quality function, we obtain theG-invariance of
the optimal value function:

Corollary 8.1 (G-invariant optimal value function). For anyG-symmetricMDP satisfyingde�ni-
tion 8.1, the optimal value functionV � is G-invariant, that is:

V � (g . S s) = V � (s) 8 g 2 G; s 2 S: (8.6)

Proof. De�ne thek-step discounted optimal value function as:

V �
k (s) := sup

a2 A� (s)

�
Q�

k (s; a)
�

8 k 2 N; s 2 S:
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Figure 8.2 Control policies induced by an arbitrary quality function (top row) and a C2-invariant quality function
(bottom row) for a C2-symmetric MDP with one-dimensional actions, where re�ections act as gr . A a = � a.
Columns 2–4 show how the temperature parameter � reshapes probability mass in the Boltzmann parametrization
(eq. 8.7).

Then following the results fromtheorem 8.1, we have thatV �
k is G-invariant for allk 2 N, and by the

boundedness of the reward,f V �
k g1

k=0 converges toV � , which is thereforeG-invariant.

Symmetry constraints on optimal control policies Having characterized theG-invariance of the
unique optimal value and quality functions, we now study the implications of ourMDP symmetry
priors for the family of stochastic optimal control policies. Recall that the optimal quality function
Q� : S � A ! R quanti�es the expected discounted cumulative reward obtained by following
an optimal control policy� � , starting from any state-action pair(s; a). In this context, we can
interpret each quality functionQ� � : S � A ! R as de�ning a stochastic control policy via the
Gibbs/Boltzmann distribution, such that:

� � (Ajs) :=

R
A exp

�
Q � � (s; a )=�

�
Pa (da)

p(s)
8 s 2 S; with p(s) :=

Z

A
exp

�
Q � � (s; a 0)=�

�
Pa (da0): (8.7)

Here,Pa is the marginal probability distribution of control actions, which isG-invariant as a con-
sequence of eq.8.4d; p(s) is the normalizing partition function; and� 2 [0; 1 ) is a temperature
parameter that controls the stochasticity of the policy.

This parametrization offers strong theoretical �exibility, as it allows us to recover symmetry constraints
on optimal deterministic and stochastic policies (� = 0 ), as well as optimal stochastic policies in the
context of entropy regularizedRL (� > 0) (Sutton and Barto, 2018). To see this, consider that the
temperature parameter� 2 [0; 1 ) controls the stochasticity of the policy in the following fashion
(see�g. 8.2):

� ! 0: The policy assigs all probability mass to the set of optimal control actions, de�ned as
A �

� (s) := arg max a2 A� (s) Q� � (s; a) for all s 2 S. If the set contains a single action for
all s, the policy becomes deterministic, otherwise its an optimal stochastic policy with
uniform distribution overA �

� (s).
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� = 1 : The policy is a stochastic Gibbs/Boltzmann distribution over actions, with the optimal
quality function as energy function.

� > 1: The probability mass becomes increasingly smoothed across the action space, reducing
the policy's exploitation of the quality function. In the limit as� ! 1 , the policy
converges to the marginal distributionPa.

Crucially, this parametrization also enables us to recover symmetry constraints on the Gibbs/Boltz-
mann policy induced by the optimal quality functionQ� (theorem 8.1).

Corollary 8.2 (Invariance of optimal stochastic policies). For any G-symmetricMDP satisfying
de�nition 8.1, an optimal stochastic control policy isG-invariant, that is:

� � (Ajs) = � � (g . A Ajg . S s) 8 g 2 G; s 2 S; A � A :

Proof. By theorem 8.1, the optimal quality functionQ� is G-invariant, which implies that any optimal
control policy de�ned byQ� is G-invariant. Note that for� ! 1 , the distribution remains invariant
as we assume the marginal distribution of actionsPa is G-invariant (de�nition 2.17).

This result extends directly to deterministic policies in the limit� ! 0, provided that ties within the
optimal-action sets are resolved by aG-equivariant selection rule. Recall that there may exist a family
of deterministic optimal control policies associated withQ� (Ravindran and Barto, 2001). A standard
example is a driving task where obstacle avoidance can be achieved by turning either left or right;
thus, two deterministic optimal control policies exist, each turning in a different direction. In the limit
� ! 0, the optimal stochastic policy incorollary 8.2converges, for every states 2 S, to a uniform
distribution over optimal control actionsA �

� (s)—that is, a policy equally likely to turn left or right in
this toy example. If a mechanism is introduced to select a single optimal action and this mechanism
is G-equivariant, the resulting deterministic policy�̂ � : S ! A is G-equivariant by construction
(de�nition 2.14). We summarize this result in the following corollary:

Corollary 8.3 (G-equivariant optimal deterministic policy under equivariant tie-breaking). For anyG-
symmetricMDP satisfyingde�nition 8.1, if one selects an action from each optimal-action setA �

� (s)
through aG-equivariant selection rule, then the induced deterministic control policy�̂ � : S ! A is
optimal andG-equivariant, that is:

g . A �̂ � (s) = �̂ � (g . S s) 8 g 2 G; s 2 S:

Proof. By corollary 8.2, when� ! 0, the optimal stochastic policy converges to a uniform distribution
over optimal control actionsA �

� (s) for all s 2 S. If there is a unique optimal action,jA �
� (s)j = 1 , for

all s 2 S, then the optimal deterministic policy is unique andG-equivariant by construction.

If there exist statess 2 S with multiple optimal actions,jA �
� (s)j > 1, then symmetry-related states

also have multiple optimal actions, i.e.,jA �
� (g . S s)j > 1, for all g 2 G, by theG-invariance ofQ� .

Any selection rule picking an element from each setA �
� (s) induces an optimal deterministic policy.

De�ne a G-equivariant selection map of optimal actions per state,A �
� (s) ! a � (s), satisfying

a � (g . S s) = g . A a � (s) for all g 2 G. The resulting optimal deterministic policŷ� � (s) := a � (s) is
thereforeG-equivariant by construction (de�nition 2.14).
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Symmetry constraints on marginal distributions Next, we characterize a fundamental implication
for the distributions of state and action trajectories induced byanyG-invariant stochastic control
policy in aG-symmetricMDP. In a nutshell, the result states that for anyG-invariant policy, the
marginal distributions of states and actions at any timet 2 R induced by that policy areG-invariant.
Given that this result is fundamental for theoretically justifying the use of data augmentation in data-
driven optimal control and the symmetry constraints of imitation learning algorithms (section 8.3), we
state and prove it as a standalone proposition.

Proposition 8.1(MarginalG-invariance through time). Let(S; A ; PMt
sjas; r; P0

s; A � ) be aG-symmetric
MDP (de�nition 8.1), and let� be anyG-invariant stochastic control policy. Then, the marginal
distributions of states and actions at any timet 2 R induced by� are alsoG-invariant, that is:

P0
s(S) = P0

s(g . S S); and

� (Ajs) = � (g . A Ajg . S s)
=)

Pt
s(S) = Pt

s(g . S S);

Pt
a(A) = Pt

a(g . A A)
8 t 2 R; g 2 G; S � S ; A � A :

Proof. The proof follows by induction usingprop. 2.3. For t = 0 , theG-invariance of the initial state
distributionP0

s (eq.8.4c) together with theG-invariance of� implies, byprop. 2.3, that the marginal
distribution of actions at timet = 0 is G-invariant,

P0
a(A) =

Z

S
� (Ajs)P0

s(ds) =
Z

S
� (g . A Ajg . S s)P0

s(g . S ds) = P0
a(g . A A):

TheG-invariance of both the initial state and action distributions at timet = 0 , together with the
G-invariance of the transition kernel (eq.8.4a), implies theG-invariance of the marginal distribution
of states at timet = Mt (seeprop. 2.3):

PMt
s (S) =

Z

S

Z

A
PMt

sjas(Sjs; a)� (dajs)P0
s(ds)

=
Z

S

Z

A
PMt

sjas(g . S Sjg . S s; g . A a)� (g . A dajg . S s)P0
s(g . S ds) = PMt

s (g . S S):

Then, theG-invariance of the marginal state and action distributions at timet = Mt together with the
G-invariance of the transition kernel implies theG-invariance of the marginal distribution of states at
time t = kMt, for anyk 2 N, by applying the same argument inductively.

Intuitively, this property of preserving the symmetries of state distributions through time can be inter-
preted as a characteristic property of symmetry-consistent optimal control policies inG-symmetric
MDPs, given that the Gibbs/Boltzmann optimal policy fromcorollary 8.2is G-invariant. In practical
terms, the relevance of this result stems from characterizing that the distributions of optimal state-
action trajectories are constrained to beG-invariant, which is a crucial theoretical requirement for
leveraging these symmetries in imitation and of�ine learning insection 8.3, leading to substantial
improvements in sample ef�ciency and policy robustness.

Summary 8.1

The dynamics of contact-rich control tasks for robots with state/morphological symmetries can be
modelled as a G-symmetric MDP satisfying the symmetry priors in de�nition 8.1 , including G-invariance
of the transition dynamics PMt

sj as , reward function r , and initial state distribution P0
s , and G-equivariance

of the admissible action map A � .
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Under these symmetry priors, the optimal quality function is constrained to be G-invariant (theorem 8.1):

Q� (g . S s; g . A a) = Q� (s; a); 8 g 2 G; s 2 S ; a 2 A ;

Consequently, the optimal value function is also G-invariant (corollary 8.1):

V � (g . S s) = V � (s); 8 g 2 G; s 2 S ;

and symmetry-consistent optimal policy parametrizations are constrained to be G-invariant (corol-
lary 8.2):

� � (Ajs) = � � (g . A Ajg . S s); 8 g 2 G; s 2 S ; A � A :

8.2 Symmetry priors in optimal control under partial observability

As detailed insection 2.2, the world state in contact-rich robotic control tasks is only partially
observable, since several quantities of interest cannot be directly measured by onboard proprioceptive
and exteroceptive sensors. Among these unobservable or partially observable quantities is the robot
contact mode—which determines the number of contacts at a given timet, the associated contact
surfaces, friction regimes, and resultant contact forces.

Formally, the set of onboard proprioceptive and exteroceptive sensor measurements de�nes a state
observationot 2 O , assumed to be generated at each timestep by samplingot � Pojs(�jst ) from a
stochastic observation modelPojs : � O � S 7! [0; 1]. Such partially observable control problems are
commonly modelled as aPOMDPde�ned by the tuple(S; A ; O; PMt

sjas; r; Pojs; P0
s; A � ; 
 ), composed

of the underlyingMDP (S; A ; PMt
sjas; r; P0

s; A � ; 
 ) (seesection 8.1) together with the observation
spaceO and observation modelPojs.

To characterize how the symmetry priors of aG-symmetricMDP (de�nition 8.1) translate to the
associatedPOMDP, we study thebelief MDP, which recasts optimal control under partial observability
as an optimal-control problem over state-observation dynamics. We then characterize the relation
between the beliefMDP and aG-symmetricMDP, yielding analogousG-invariance constraints on
the optimal belief value and quality functions, and on the family of optimal control policies.

Belief MDP We de�ne a beliefMDP as aPOMDPwith an associated optimal state-estimation
model,PMt

sj~o : � S � ~O 7! [0; 1], that uses the full history of past observations~ot := ( o0; : : : ; ot ) 2 ~O
to de�ne the probability distribution of the current world statest 2 S at timet. Thus,PMt

sj~o(Sj~ot )

denotes the probability thatst 2 Sgiven the history of observations~ot . Here, ~O denotes the space of
�nite past observation trajectories. Seesection 2.2for details.

The optimal state-estimation model enables us to model state-observation dynamics using only directly
measurable quantities—namely, the observation history~ot and the control actiona t at timet—by
marginalizing out the unobservable world statest (seesection 2.2), that is:

PMt
oja~o (Oja t ; ~ot ) =

Z

S

� Z

S
Pojs(Ojst + Mt )PMt

sjas (dst + Mt ja t ; ŝt )
�

| {z }
PMt

o j as (Oja t ;ŝ t )

PMt
sj~o (dŝt j~ot )

| {z }
Optimal

state estimation

;

8 O � O ; a t 2 A ; t 2 R; ~ot := ( o0; : : : ; ot ) 2 ~O:

(8.8)
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Here,PMt
ojas(Oja t ; ŝt ) := P(ot+ Mt 2 Ojat = a t ; st = ŝt ). We denote estimated/belief states by

ŝt 2 S to distinguish them from the true partially observable world statesst 2 S.

In this context, we de�ne the beliefMDP by the tuple( ~O; A ; PMt
oja~o ; r̂; P0

o � ; O�
� ; 
 ). Its state space is

the trajectory space~O, and its action space is the same as that of the underlyingMDP, A . Its transition
dynamics are given byPMt

oja~o in eq.8.8. The initial observation-trajectory distributionP0
o � is induced

by the state initial distributionP0
s, and the admissible control-action mapO�

� : ~O ! � A is de�ned
from the underlyingMDP admissible action mapA � : S ! � A . Finally, the belief reward function
r̂ : ~O � A ! R is de�ned as the reward expectation over the belief/state-estimation distribution:

r̂ (~o; a) :=
Z

S
r (ŝ; a)PMt

sj~o(dŝj~o) 8 ~o 2 ~O; a 2 A ; (8.9)

In this context, a control policy depends only on the observable history of past observations,� � :
� A � ~O 7! [0; 1], and the policy quality function is de�ned as:

Q̂� � (~ot ; a t ) = r̂ (~ot ; a t ) + 

Z

O
V̂� � (~ot+ Mt )PMt

oja~o(dot+ Mt ja t ; ~ot ) 8 ~ot 2 ~O; a t 2 A ; (8.10)

and the belief value function is de�ned as the expected quality over the policy distribution of actions:

V̂� � (~ot ) =
Z

A
Q̂� � (~ot ; a t ) � � (da t j~ot ) := E� �

• 1X

k=0


 k r̂ (~ot+ kMt ; a t+ kMt )
‹

8 ~ot 2 ~O: (8.11)

G-symmetric beliefMDP We now characterize the conditions under which the beliefMDP mod-
elling a partially observable, contact-rich control problem for a robot with environmental or morpho-
logical symmetries is itself aG-symmetricMDP satisfying the symmetry priors inde�nition 8.1.
This allows us to apply the results fromsection 8.1directly to the beliefMDP and obtain analogous
G-invariance constraints on the optimal belief value and quality functions, and on the family of
optimal control policies.

As detailed inchapter 6, under the reasonable assumption that the observation space is endowed
with a group action. O : G � O 7! O and that the stochastic observation sensor modelPojs is
G-invariant (see discussion inassumption 6.1), the predictable state-observation dynamics de�ned
by PMt

oja~o in eq.8.8become aG-invariant conditional probability distribution (de�nition 2.17). The

belief reward function̂r : ~O � A ! R in eq.8.9 is alsoG-invariant by reward-function invariance
(eq.8.4b); the initial trajectory distributionP0

o � is G-invariant by initial-state-distribution invariance
(eq.8.4c); and the admissible action mapO�

� is G-equivariant by admissible-action-map equivariance
(eq.8.4d). Consequently, by translatingtheorem 8.1andcorollaries 8.1and8.2to the belief-MDP
setting, we guarantee that the optimal belief quality functionQ̂� and optimal belief value function̂V �

areG-invariant, while the corresponding symmetry-constrained policy parametrizations inherit the
sameG-invariance requirements.

Truncated history belief MDP In practice, when modelling or controlling dynamical/robotic
systems using data-driven methods, memory and compute limitations prevent us from relying on the
entire history of past observations~ot = ( o0; : : : ; ot ) 2 ~O. Instead, we rely on a truncated history of
past observations~ot := ( ot0 ; : : : ; ot ) 2 O H , with t0 = max(0 ; t � H + 1) andH 2 N denoting the
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observation-history horizon. In this context, there exists an optimal state-estimation model that relies
only on truncated observation histories,PMt

sj~o : � S �O H 7! [0; 1], thereby de�ning a truncated-history
belief MDP. The analysis of this section then applies directly, and the sameG-invariance constraints
hold for the optimal belief value and quality functions, as well as for the family of optimal control
policies.

Summary 8.2

In practice, contact-rich control tasks in robotics are partially observable. For robots with state/morpho-
logical symmetry group G, under the assumption that the observation space is endowed with a group
action . O : G � O 7! O and that the sensor model Po j s is G-invariant (assumption 6.1), that is

Po j s(g . O Ojg . S s) = Po j s(Ojs) 8 g 2 G; s 2 S ; O � O ;

the control problem can be modelled as a G-symmetric belief MDP over the space of (potentially
truncated) past observation trajectories ~O, with control policies that depend only on the history of
past observations, � � : � A � ~O 7! [0; 1]. Consequently, even under partial observability, the optimal
belief quality function Q̂� and optimal belief value function V̂ � are G-invariant, and the family of optimal
stochastic control policies is subject to the same G-invariance constraint, that is:

� � (Aj~o) = � � (g . A Ajg . ~O ~o) 8 g 2 G; ~o := ( o0 ; : : : ot ) 2 ~O; A � A :

8.3 Leveraging symmetries in data-driven optimal control

This section shows how to leverage the symmetry priors fromsections 8.1and8.2 in data-driven opti-
mal control. Insection 8.3.1, we formulate behaviour cloning as a symmetry-constrained problem and
study symmetry-aware �ow-matching policies for Push-T and bimanual mobile manipulation under
bilateral re�ection symmetryC2. In section 8.3.2, we cast model-freeRL objectives as symmetry-
constrained optimization problems and studyPPO-based methods for quadruped locomanipulation
underC2 and dexterous manipulation underC2 andC4. Across both settings, symmetry-aware
methods improve sample ef�ciency, robustness, and generalization.

8.3.1 Imitation learning

Editorial Note: Section 8.3.1

The analysis and results from this section are based on the paper Siebenborn et al. (2026), done
in collaboration with the PhD student Max Siebenborn, and other authors. Details on my personal
contribution to the paper are provided in section 1.5.

This section studies the implications of state and morphological symmetry priors in imitation learning—
an of�ine learning paradigm in which a parametric policy� � is trained to approximate an expert policy
� exp from a dataset of expert demonstrations. In particular, for robotic systems with an environmental
or morphological symmetry groupG, we show that the expert policy can be assumedG-invariant
(assumption 8.1), which frames imitation learning as a constrained problem.
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Although the results apply to arbitrary symmetry groups, our experiments focus on bilateral re�ection
symmetry—the most common case in practice, since most robots (humanoids, quadrupeds, mobile
manipulators, etc.) featureG = C2 = f e; gr jg2

r = eg (see�g. 2.1). Leveraging these priors yields
imitation-learning policies that are ambidextrous by construction: they can perform a manipulation or
locomotion task and its mirrored version with identical control performance. A simple example is
humanoid handwriting, or any dexterous bimanual manipulation task, where the robot can perform
the task with either hand (see�gs. 4.1 and8.1).

As detailed insections 2.2and8.2, contact-rich control tasks are modelled as aPOMDP(S; A ; O;
PMt

sjas; r; Pojs; P0
s; A � ; 
 ), with Pojs : � O � S 7! [0; 1] denoting the stochastic observation model.

Since the world state is only partially observable, we assume that a history ofH past observations,
~ot := ( ot0 ; : : : ; ot ) 2 O H with t0 = max f 0; t � H + 1g, provides suf�cient statistics for estimating
the current state (seesection 2.2). The expert control policy is then modelled as a conditional
distribution of actions given observation history,� exp : � A � O H 7! [0; 1]. Under this assumption,
we recast thePOMDPas a truncated-history beliefMDP (OH ; A ; PMt

oja~o ; r̂; P0
oH ; OH

� ; 
 ), wherePMt
oja~o

denotes predictable observation dynamics (eq.8.8), r̂ denotes the belief reward (eq.8.9), P0
oH denotes

the initial trajectory distribution, andOH
� denotes the admissible action map (seesection 8.2).

Behaviour cloning In its simplest form, imitation learning is a behaviour-cloning problem where
the goal is to learn a parametric stochastic policy� � (�j~o) that approximates an expert policy� exp(�j~o)
for each~o 2 O H . This can be formalized as maximizing likelihood under the joint distribution of
observation-history–action pairs induced by the expert policy (Ziebart et al., 2008), or equivalently as
minimizing the Kullback–Leibler divergence between expert and learned policy distributions for each
conditioning:

� � = arg max
�

L bc(� � ) := arg max
�

Y

~o;a � Pexp
o H a

� � (aj~o)

� arg min
�

E
~o� Pexp

o H a

DKL
�
� exp(�j~o) k � � (�j~o)

�
:

(8.12)

HerePexp
oH a : � OH � � A 7! [0; 1] denotes the joint distribution over observation histories and actions

induced by the expert policy� exp. In practice, eq.8.12 is approximated from a dataset of expert
demonstrations composed ofN i.i.d. samples fromPexp

oH a, denoted byDexp
H := f (~oi ; a i ) � Pexp

oH agN
i =1 .

Symmetry priors in imitation learning As detailed insections 8.1and8.2, if a robotic sys-
tem has a state/morphological symmetry groupG and the observation modelPojs is G-invariant
(assumption 6.1), then the beliefMDP for our contact-rich control problem isG-symmetric and
satis�esde�nition 8.1. Consequently, the family of optimal stochastic policies are constrained to be
G-invariant (corollary 8.2). In this context, it is reasonable to assume that the (potentially suboptimal)
expert policy� exp is aG-invariant conditional distribution (de�nition 2.17). We state this assumption
formally:
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Assumption 8.1(G-invariance of expert control policies). The expert control policy� exp is a G-
invariant control policy satisfying:

� exp(Aj~o) = � exp(g . A Ajg . OH ~o) 8 g 2 G; ~o 2 O H ; A � A :

with g . OH ~ot := ( g . O ot0 ; : : : ; g . O ot ) 2 O H ; andt0 = max(0 ; t � H + 1) :

Justi�cation : In setups involving learning from human demonstrations and in most of�ine learning
problems, one cannot expect the expert policy inducing the training datasetDexp

H to be an optimal
control policy. Indeed,Dexp

H is commonly composed of a collection of optimal and suboptimal tra-
jectories from one or multiple expert demonstrators (Ziebart et al., 2008), and demonstrations can
be biased—for instance, in the control task of writing with a humanoid robot, a dataset of expert
demonstrations can be biased toward right-handed writing demonstrations. However, all expert
demonstrations de�ne trajectories solving the target control task, which, by the symmetries of the
control problem (section 8.2), implies that symmetry-transformed demonstrations de�ne trajectories
solving the symmetry-transformed control task. For instance, any demonstration of writing with
the right hand can be transformed into a demonstration of writing with the left hand, such that the
robot can learn an ambidextrous writing policy from a dataset of right-handed writing demonstra-
tions. Hence, if one is interested in solving all symmetry-related control tasks—i.e., ambidextrous
locomanipulation—it is natural and bene�cial to assume theG-invariance of the expert policy� exp.

In practice,assumption 8.1implies that for every expert demonstration trajectory inDexp
H , the cor-

responding symmetry-transformed trajectory is equally likely to occur under the joint distribution
over observation histories and actionsPexp

oH a (see the example in�g. 8.3). Formally, byprop. 8.1and
assumption 6.1, this implies thatPexp

oH a is aG-invariant joint distribution satisfying:

Pexp
oH a(~o; a) = Pexp

oH a(g . OH ~o; g . A a) 8 g 2 G; ~o 2 O H ; a 2 A : (8.13)

This has a direct practical interpretation: if one aims to solve a control task and its symmetry-related
variants—as in locomotion (�gs. 1.1 and8.9), dexterous manipulation (�g. 8.12), and bimanual
mobile manipulation (�gs. 8.1 and8.6)—then each expert trajectory in the training set also serves as a
demonstration for the corresponding symmetry-transformed task. Hence, symmetry exploitation in
imitation learning yields policies that solve multiple symmetry-related tasks, even when the dataset
contains demonstrations of only one task variant.

For robots with bilateral re�ection symmetry (e.g., humanoids, quadrupeds, and mobile manipulators),
solving a task and its re�ected version corresponds to an ambidextrous locomanipulation policy that
solves both a task and its mirror variant—e.g., recovering from a fall and its mirrored counterpart,
manipulating an object with the left/right hand, or turning left and right. For systems with larger
symmetry groups, such as the Mini-Cheetah (see�g. 1.3), the same argument implies that, given expert
locomotion demonstrations, the learned policy can be guaranteed to generalise to all symmetry-related
locomotion tasks, including re�ected gaits, forward and backward gaits, and gaits with the belly
facing up and down.

As detailed next, there are two complementary approaches to leverage symmetry priors in data-driven
optimal control: data augmentation and symmetry-constrained optimisation.

Data augmentation Eq.8.13motivates data augmentation: exploit known symmetries of the control
problem to enlarge the expert dataset and obtain a symmetry-augmented datasetDaug

H with improved
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gr

Pexp
oH a Daug

H Dexp
H

OH � A

Figure 8.3 Left: Push-T re�ection symmetry with an expert rollout from s0 and its re�ected rollout from gr . S s0 .
The �rst-action distribution a0 � � exp(�js0) (orange, left) maps to gr . A a0 � � exp(�jgr . S s0) (orange, right)
under assumption 8.1; hence each demonstration in Dexp

H is also a demonstration for the re�ected task. Right:
G-invariance of the joint distribution Pexp

o H a induced by � exp, motivating symmetry-based data augmentation to
obtain Daug

H (eq. 8.14) with improved empirical coverage of Pexp
o H a . Figure adapted from Siebenborn et al. (2026).

empirical coverage ofPexp
oH a (see�g. 8.3), de�ned as:

Daug
H := f (g . OH ~o; g . A a) j 8 (~o; a) 2 Dexp

H ; 8 g 2 Gg; with jDaug
H j = jGj � jDexp

H j: (8.14)

Symmetry-constrained behaviour cloning Both expert-policyG-invariance (assumption 8.1) and
optimal-policyG-invariance (corollary 8.2) motivate casting eq.8.12as a constrained optimisation
problem in whichG-invariance of� � is explicitly enforced:

� � = arg max
�

L bc(� � ) = arg min
�

E
~o� Pexp

o H a

DKL (� exp(�j~o) k � � (�j~o)) ; (8.15a)

s.t. � � (aj~o) = � � (g . A ajg . OH ~o); 8 g 2 G; a 2 A ; ~o 2 O H : (8.15b)

Next, we address eq.8.15using the �ow-matching paradigm (Lipman et al., 2022) to parameterise� � .

Imitation Learning via Equivariant Flow Matching

To tackle eq.8.15, we adopt �ow matching (Lipman et al., 2022), a continuous-time generative
modelling framework for approximate sampling from a target distribution—here, the family of expert
action distributions� exp(�j~o) for all ~o 2 O H .

For each conditioning~o 2 O H , �ow matching learns a conditional probability pathf �� k : � A �O H 7!
[0; 1]gk2 [0;1] that interpolates between a tractable base distribution,�� k=0 (�j~o)—e.g., a multivariate
Gaussian—, and the expert distribution,�� k=1 (�j~o) := � exp(�j~o). Herek 2 [0; 1] is thetransport time.
The path is governed by a conditional optimal velocity �eldv � : A � O H � [0; 1] ! A , which
de�nes directional changes of probability mass for each conditioning and transport time (see�g. 8.4).
Sampling from� exp is then modelled through solutions of the ODE induced byv � :

a (1) = a (0) +
Z 1

0
v � (a (k) ; ~ot ; k) dk;

with a (0) � �� 0(�j~o); anda t := a (1) � �� 1(�j~ot ) := � exp(�j~ot ):

(8.16)
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gr�� 0 (�jgr . OH ~o t ) �� 0 (�j ~o t )

�� 0:5 (�jgr . OH ~o t ) �� 0:5 (�j ~o t )

a tgr . a t

� � (�jgr . OH ~o t ) � � (�j ~o t )

A
v � (�; ~o t ; k)
v � (�; gr . OH ~o t ; k)

gr
k = 0

k = 0 :5

a tgr . a t

k = 1

A

Figure 8.4 Flow-matching probability transport paths at k 2 [0; 0:5; 1]. Left: Path induced by a C2-equivariant
velocity �eld v � , satisfying gr . A v � (a; ~o; k) = v � (gr . A a; gr . OH ~o; k) for all a 2 A , ~o 2 O H , and k 2 [0; 1]. With
C2 = f e; gr j g2

r = eg and gr . A a := � a, the induced policy at k = 1 satis�es eq. 8.15b. Right: Path induced by
a non-equivariant velocity �eld, yielding a policy � � that violates eq. 8.15b. Figure adapted from Ordoñez-Apraez
et al. (2025).

Here,a (k) denotes theintermediateaction sample along the �ow-matching ODE trajectory, and
t denotes thecontrol-timeindex of the underlying control problem. For each �xed conditioning
~ot , the actiona t is generated at endpointk = 1 , i.e., a t := a (1) (see�g. 8.4). The objective is
therefore to approximatev � with a parametric �eldv � and, via eq.8.16, parameterise a policy� � that
approximates sampling from� exp for every conditioning~o 2 O H .

Equivariant �ow-matching Underassumption 8.1, � exp is aG-invariant conditional distribution
(see�g. 8.3 andde�nition 2.17). This yields a key inductive bias: for the ODE in eq.8.16to produce
�� k=1 := � exp with G-invariance,v � must be equivariant (seecorollary 2.2and�g. 8.4), i.e.:

g . A v � (a; ~o; k) = v � (g . A a; g . OH ~o; k); 8 g 2 G; a 2 A ; ~o 2 O H ; k 2 [0; 1]: (8.17)

This motivates formulating the approximation ofv � as a constrained regression problem of the form:

� � = arg min
�

L FM(� ) := E a ( k ) � �� k (�j ~o)
~o� Dexp

H ;k � U[0;1]




 v � (a (k) ; ~o; k) � v � (a (k) ; ~o; k)




 2

2; (8.18a)

s.t. g . A v � (a; ~o; k) = v � (g . A a; g . OH ~o; k); 8 g 2 G; a 2 A ; ~o 2 O H ; k 2 [0; 1]:
(8.18b)

Crucially, minimizing velocity-�eld error effectively minimizes the behaviour-cloning objective in
eq.8.12for every conditioning~o 2 O H (Su et al., 2025). Thus, �ow matching provides a principled
and scalable generative framework for imitation learning. Moreover, enforcing equivariance of
v � ensures that the resulting policy� � satis�es the invariance constraint in eq.8.15b(see�g. 8.4
andsection 2.4andKlein et al. (2023)), as well as the optimal-policyG-invariance constraint in
corollary 8.2.

Note that, sincev � is generally intractable, in practice, eq.8.18ais minimized via an unbiased
surrogate loss, termed the conditional �ow-matching lossL CFM (see details inLipman et al.(2022)).
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Within this formulation, symmetry priors enter through two complementary mechanisms: (i) data
augmentation (eq.8.14and�g. 8.3), and (ii) constrained optimisation that enforcesG-invariance of
the learned policy (eqs.8.15band8.18b), either via explicit constraints or regularisation:

Equivariance constraint regularisation One approach to approximately enforce the equivariance
constraint in eq.8.15bis to penalise constraint violations through regularisation, yielding:

arg min
�

L FM(� ) + � R eq(� )

with R eq(� ) :=
X

g2 G

kg . A v � (a; ~o; k) � v � (g . A a; g . OH ~o; k)k2 ; 8 a 2 A ; ~o 2 O H ; k 2 [0; 1]:

(8.19)
Here,L FM denotes the �ow-matching loss in eq.8.18a, and� > 0 is a Lagrange multiplier that
controls the strength of the quadratic penalty on constraint violations,R eq(� ).

The main advantage of this approach is simplicity: it requires no modi�cation to theNN architecture
used to parameterizev � . Its main limitation is that equivariance is enforced only approximately on the
support of the augmented training distribution (see�g. 8.3), with no guarantees for out-of-distribution
inputs. From a control-theoretic perspective, violations ofcorollary 8.2render the learned policy
suboptimal by construction, since performance may differ across symmetry-related initial states (e.g.,
the two initial states in�g. 8.3-left). In addition, approximating eq.8.19from a batch of sizeB
requires augmentation by a factorjGj, with memory costO(B � jGj). This can be prohibitive for
large symmetry groups and impossible for continuous compact groups1, thus requiring approximation
techniques for the regularisation term, such as random sampling of group elements for each batch.

Explicit equivariance constraint Instead of penalizing violations, we can explicitly enforce
eq. 8.18bby adopting an equivariantNN architecture whose trainable parameters satisfy equiv-
ariance by construction, including out-of-distribution inputsBronstein et al.(2021); Ordoñez-Apraez
et al. (2025); Weiler et al.(2021). This enables direct minimization of eq.8.18with guaranteed
constraint satisfaction.

Imposing explicit equivariance requires modifying theNN used forv � so that each submodule is
equivariant toG. Although several libraries support equivariantNNs (Cesa et al., 2021; Geiger
et al., 2022; Kondor et al., 2018; Thomas et al., 2018; Weiler et al., 2021), most target point-cloud
or image data and are not directly applicable to trajectories of symmetric vector-valued signals. As
a result, adaptingstate-of-the-art (s.o.t.a.)imitation-learning architectures—such as the conditional
encoder-decoder transformer or Unet1D models inChi et al.(2023, 2024)—remains non-trivial and
often requires substantial implementation effort and representation-theory expertise (Ordoñez-Apraez
et al., 2023; Weiler et al., 2021).

To address these challenges and lower the barrier to exploiting state/morphological symmetries
in s.o.t.a. imitation learning and data-driven control, this thesis introducessymm_learning , a
symmetry-aware ML library that providesG-equivariant baselines of the encoder-decoder transformer
(see�g. 8.5) and Unet1D architectures used in (Chi et al., 2023, 2024), for any �nite groupG (see
section 1.5.1).

1For continuous compact groups, the regularisation in eq. 8.19 is de�ned by an integral over the group
weighted by the Haar measure.
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Figure 8.5 G-equivariant transformer (encoder-decoder) architecture for parameterizing the �ow-matching
velocity �eld v � with built-in G-equivariance (eq. 8.17). The encoder applies nenc equivariant transformer layers
to ~ot + zpos(k). The decoder applies ndec equivariant transformer layers with cross-attention to the encoder
latent, taking a ( k ) + zpos as input and outputting the velocity used in eq. 8.16. Source code and documentation:
symm_learning.models.eCondTransformerRegressor . Figure adapted from Siebenborn et al. (2026).

Experimental results

Our experimental setup compares three strategies for leveraging symmetry priors in imitation learning
when optimizing eq.8.15: (i) data augmentation (SymAug, eq.8.14), (ii) soft policy-invariance
enforcement via loss regularization (EquivReg, eq.8.19), and (iii) explicit invariance enforcement
through equivariantNNs (EquivNet). Tasks include synthetic Push-T (�g. 8.3) and simulated/real-
world mobile-manipulation benchmarks (�g. 8.6). Results report3 training seeds and50evaluation
environments per seed. Full experimental details are inSiebenborn et al.(2026).

All symmetry-aware methods are compared against a symmetry-agnostic �ow-matching baseline
policy (BL) with velocity �eld v � parameterized by an encoder-decoder transformer adapted from
(Chi et al., 2023, 2024). The same backbone is used forSymAugandEquivReg, while EquivNet
uses ourC2-equivariant transformer (eTransformer)with an equivalent architectural footprint (see
�g. 8.5). Thus, experiments control for backbone size. Equivariance constraints in theeTransformer
reduce trainable parameters by roughly half, trading expressivity for global satisfaction of the policy-
symmetry constraint motivated bycorollary 8.2.

Push-T Task The �rst experiment examines re�ection-symmetry exploitation on the state-based
planar Push-T task fromChi et al.(2023), a standard imitation-learning benchmark. As shown in
�g. 8.3, the task has state re�ection symmetry groupC2, also present as a morphological symmetry
in bimanual mobile manipulation. Hence, it is modelled as aC2-symmetricPOMDPsatisfying the
priors insection 8.2, making it a suitable setting to evaluate symmetry exploitation.
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Figure 8.6 Benchmark environments used in the mobile-manipulation experiments (section 8.3.1). The four
subplots (three simulation tasks and one real-world task) show the original scene and its re�ection-transformed
counterpart under gr 2 C2 , illustrating the symmetry-related task pairs solved by a single policy. Figure adapted
from Siebenborn et al. (2026).

Figure 8.7-left compares sample ef�ciency of all policy variants, reporting target T-pose reaching
performance versus the number of expert rollouts. Across all dataset-size regimes, symmetry-informed
policies consistently outperform the baseline, indicating improved generalization and optimality in
low-, mid-, and high-data regimes;EquivNetperforms best in low data. On average, symmetry
exploitation yields a2� (or larger) sample-ef�ciency gain: the baseline needs200rollouts to reach
a 0:9 score, whereas symmetry-informed policies reach0:95 with 100 rollouts and near-perfect
performance with200. These results highlight the bene�ts of re�ection-symmetry exploitation even
in low-dimensional control tasks.

Simulated bimanual mobile manipulation This experiment studies symmetry exploitation in
three bimanual mobile-manipulation tasks:bimanual reaching, box lifting, andcabinet opening(see
�g. 8.6). The bimanual manipulatorTiago++ has bilateral re�ection symmetry groupC2, which
induces re�ection symmetry in these tasks (see�gs. 8.1 and8.6). Because the goal is to solve each
task and its re�ection-transformed version with a single policy, we assume expert-policyG-invariance
(assumption 8.1), yielding the symmetry-constrained formulation in eq.8.15.

Figure 8.7 Control performance as a function of the number of expert demonstrations. Left: Push-T. Middle and
right: simulated bimanual mobile manipulation (box lifting and cabinet opening). Across tasks and data regimes,
symmetry-informed policies (SymAug, EquivReg, EquivNet) outperform the symmetry-agnostic baseline (BL),
with EquivReg and EquivNet generally strongest. On average, symmetry-informed policies yield about a 2�
sample-ef�ciency gain over BL.
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Method
Box lifting (Zero-shot, success rate" ) Cabinet opening (Zero-shot, success rate" )

e gr total e gr total

FM-baseline 0.59� 0.14 0.00� 0.00 0.29� 0.07 0.89� 0.03 0.00� 0.00 0.44� 0.02
FM-SymAug 0.63� 0.07 0.67� 0.06 0.65� 0.04 0.90� 0.07 0.88� 0.02 0.89� 0.04
FM-EquivReg 0.70� 0.12 0.72� 0.03 0.71� 0.06 0.85� 0.08 0.87� 0.02 0.86� 0.04
FM-EquivNet 0.67� 0.11 0.66� 0.16 0.67� 0.13 0.87� 0.02 0.83� 0.03 0.85� 0.02

Table 8.1 Zero-shot evaluation in simulated mobile manipulation. Policies are trained only on demonstrations
from the original con�guration ( e) and evaluated on both the original (e) and re�ected ( gr ) con�gurations. Results
report success rate (mean � standard deviation; higher is better) for box lifting and cabinet opening.

Expert demonstration trajectories are collected in amujoco simulation (Todorov et al., 2012) using
scripted end-effector policies and a whole-body tracking controller based onmink (Zakka, 2025). The
learned policy must captures the distribution of approaching, grasping, and manipulation motions from
these demonstrations. Control actions area = [ X tgt;L ; X tgt;R ; ctgt], whereX tgt;L ; X tgt;R 2 SE3 are
target left and right end-effector con�gurations tracked by the whole-body controller, andctgt=[ btgt;L ;
btgt;R ] 2 R2 is the target gripper-closing state. Likewise, each observation iso = [ X eef;L ; X eef;R ; c;
egoal;L ; egoal;R ], comprising left and right end-effector con�gurationsX eef;L ; X eef;R 2 SE3, binary
gripper-closing statec = [ bL ; bR ] 2 R2, and target object poses plus pose errors for the two arms, i.e.,
eA = [ X goal;A ; X goal;A 	 X eef;A ] for A 2 f L; R g. Here,X goal;� 	 X eef;� denotes the end-effector
con�guration error expressed as a vector in the Lie algebra ofSE3 (Selig, 2004).

The experiment quanti�es three advantages of symmetry-informed policies over the symmetry-
agnostic baseline: (i) zero-shot generalization to re�ected task states unseen during training, (ii)
sample ef�ciency versus number of expert demonstrations, and (iii) spatial generalization under
broader initial/target-state distributions.

1. Symmetric zero-shot generalization.Policies are trained only on the original con�guration
e 2 C2 and evaluated on bothe and re�ectedgr 2 C2 (�g. 8.6). In box lifting, this means training
on right-table lifting and evaluating also on left-table lifting. Results insection 8.3.1show that
all symmetry-informed methods preserve baseline performance one and generalize to unseengr ,
with broadly comparable zero-shot performance. This supports ambidextrous behavior without
degrading in-distribution performance.

2. Sample ef�ciency.Policies are trained with demonstrations from bothe andgr variants of each
task, and evaluated on both. As shown in�g. 8.7-middle for box lifting andcabinet opening,
all symmetry-informed methods outperform the baseline across low-, middle-, and high-data
regimes, with at least2� sample-ef�ciency gains. Methods that enforce the policy-invariance
optimality constraint (EquivRegandEquivNet) perform best across regimes, motivating constrained
optimization beyond data augmentation alone.

3. Spatial generalization. Policies are trained onbimanual reachingandcabinet openingunder
two dif�culty levels (narrow, wide), corresponding to broader target-pose distributions and larger
cabinet-pose variation.Figure 8.8reports relative performance gains over the baseline, with all
methods trained on25demonstrations. Symmetry-informed methods outperform the baseline at
both dif�culty levels. Gains are comparable across methods in thenarrow setting, whileEquivNet
is most robust in thewide setting, where out-of-distribution evaluations are more likely. We
attribute this to global satisfaction of the policy-invariance optimality constraint (corollary 8.2),
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Figure 8.8 Relative gain over the symmetry-agnostic baseline in spatial-generalization experiments for narrow
and wide settings of bimanual reaching and cabinet opening (all methods trained with 25 demonstrations).
Symmetry-informed methods improve both tracking error and success rate in both settings. Methods enforcing
the policy-invariance optimality constraint (corollary 8.2) provide the largest gains in the wide regime, where
out-of-distribution evaluations are more common. Figure adapted from Siebenborn et al. (2026).

whichEquivNetguarantees by construction through equivariance constraints in theNN architecture
parameterizing the �ow-matching velocity �eld.

Summary 8.3.1: Imitation learning

In imitation learning for locomanipulation control tasks involving robotic systems with a state or morpho-
logical symmetry group G, if the policy is expected to generalize across symmetry-related tasks, the
expert policy can be assumed G-invariant (assumption 8.1):

� exp(aj~o) = � exp(g . A ajg . OH ~o); 8 g 2 G; a 2 A ; ~o 2 O H :

In imitation learning via �ow-matching, expert-policy invariance makes the learning problem equiv-
ariant (eq. 8.18a). This motivates both data augmentation (eq. 8.14) to improve empirical coverage
of expert demonstrations, and constrained optimization to enforce G-invariance of the learned pol-
icy—either through regularization (eq. 8.19) or explicit equivariance constraints in the NN architecture
parameterizing the �ow-matching velocity �eld (eq. 8.17).

For bimanual mobile manipulation with bilateral re�ection symmetry, leveraging these symmetry priors
consistently yields ambidextrous control policies with at least 2� improvements in sample ef�ciency
and enhanced robustness in out-of-distribution settings.

8.3.2 Model-free reinforcement learning

In the last decade, model-freeRL has become a primary approach for contact-rich robotic control prob-
lems, such as locomotion and locomanipulation, especially when no extensive expert-demonstration
dataset is available (Grigorescu et al., 2020; Kumar et al., 2016; Rudin et al., 2022; Team et al., 2025).
These methods are effective in regimes where model-based trajectory optimization struggles with
combinatorial contact-mode planning (Mastalli et al., 2020a,b) and hard-to-model contact dynamics
Todorov et al.(2012).

A key limitation is poor sample ef�ciency, which increases data and compute requirements and
often yields brittle or suboptimal locomanipulation policies. This section shows how the symmetry
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priors fromsections 8.1and8.2provide inductive biases that improve sample ef�ciency and control
performance.

We focus onPPOalgorithms (Schulman et al., 2017), but the same foundational priors apply to any
model-free on-/off-policyRL method, in the sense that theG-invariance of theMDP optimal value
and quality functions (theorem 8.1andcorollary 8.1) together with the induced symmetry constraints
on optimal policy parametrizations (corollary 8.2).

Proximal policy optimization algorithms PPOis a family of policy-gradient actor-critic algorithms
that learn a parametric stochastic control policy� � : � A � O H ! [0; 1] and a parametric value
functionV� : OH ! R, approximating the optimal policy and value function of the truncated-history
beliefMDP modelling contact-rich control tasks. In this setup, the belief-MDP state spaceOH is the
space of past observation-history trajectories of lengthH 2 N+ (seesection 8.2).

These algorithms alternate between sampling experience interactions—with a �xed policy� � old—and
optimizing� � using the following advantage-weighted importance-sampling estimator:

PPG(~ot ; a t ; � ) :=
� � (da t j ~ot )

� � old(da t j ~ot )
bA � (~ot ; a t ): (8.20)

Here,A � � old
: OH � A ! R denotes the intractableadvantagefunction, de�ned asA � � old

(~ot ;

a t ) := Q̂� � old
(~ot ; a t ) � V̂� � old

(~ot ) (see eqs.8.10and8.11). In practice, it is estimated from the last
collected batch and the parametric value function as:

bA � (~ot ; a t ) := ÒQ� � old
(~ot ; a t ; P) � V� (~ot )

with ÒQ� � old
(~ot ; a t ; P) := 
 P V� (~ot+ P Mt ) +

P � 1X

k=0


 k r̂ (~ot+ kMt ; a t+ kMt )
(8.21)

ÒQ� � old
denotes an approximate quality function based on a �xed look-ahead horizonP and the

bootstrap estimateV� . Using the same batch, we de�ne the pointwise value-regression error as

EVR(~ot ; � ) := ( V� old(~ot ) � V� (~ot ))
2 ; (8.22)

In this context, the training objective for anyPPOalgorithm can be written with a single expectation
over the sampling distribution as:

L PPO(� ) = E� � old
[PRPG(~ot ; a t ; � ) � � VEVR(~ot ; � ) + � ER(� � (�j~ot ))] ; (8.23)

The expectationE� � old
is taken over the distribution of observation histories and actions induced by

� � old, which is �xed while updating� � in each optimization phase and updated at the start of the
next sampling iteration. Moreover,PRPG denotes a regularized pointwise version ofPPG in eq.8.20
that penalizes large policy updates (the most common variant is theCLIP surrogate; seeSchulman
et al.(2017)). The scalars� V ; � E > 0 control the value-regression and entropy-regularization terms,
respectively.

Symmetry priors in PPO algorithms For contact-rich control tasks of robots featuring a state/-
morphological symmetry groupG, the G-invariance of the optimal value and quality functions
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(theorem 8.1andcorollary 8.1) together with the corresponding symmetry constraints on optimal
policy parametrizations (corollary 8.2) render thePPOobjective a symmetry-constrained optimization
problem of the form:

arg min
�

L PPO(� )

s.t.
� � (aj~o) = � � (g . A ajg . OH ~o);

V� (~o) = V� (g . OH ~o);
8 g 2 G; a 2 A ; ~o 2 O H :

(8.24)

Similarly to imitation learning (section 8.3.1), the symmetry priors of this constrained optimization
objective can be exploited via (i) data augmentation, and (ii) enforcing policy and value-function in-
variance constraints through regularization or explicit equivariance constraints in theNN architectures
parameterizing� � andV� .

Data augmentation For any trajectory sampled during one iteration,f ~ot ; a t � � � old(�j~ot ); r̂ (~ot ;
a t )gT

t=0 , the symmetry-transformed trajectoryf g . OH ~ot ; g . A a t ; r̂ (g . OH ~ot ; g . A a t ) := r̂ (~ot ; a t )gT
t=0

is also valid experience for the symmetry-related task. Augmenting batches with these transformed
samples improves empirical coverage and, therefore, estimation of the policy-gradientPPG, value-
regressionEVR, and entropy-regularizationR terms in eq.8.23, all of which areG-invariant by
construction (Mittal et al., 2024; Mondal et al., 2022; Su et al., 2024; Wang et al., 2022b).

Equivariance/invariance constraint regularization To enforce policy and value-function invari-
ance constraints via regularization, de�ne the following pointwise equivariance/invariance violation
penalties:

R eq(~ot ; a t ; � ) :=
X

g2 G

k� � (a t j~ot ) � � � (g . A a t jg . OH ~ot )k
2 ;

R inv(~ot ; � ) :=
X

g2 G

kV� (~ot ) � V� (g . OH ~ot )k
2 :

(8.25)

Then, the regularizedPPOobjective can be de�ned with a Lagrange multiplier� eqiv > 0 as:

arg min
�

E� � old
[PRPG(~ot ; a t ; � ) � � VEVR(~ot ; � ) + � ER(� � (�j~ot )) + � eqiv(R eq(~ot ; a t ; � ) + R inv(~ot ; � ))]

(8.26)
SincePPOis already hyperparameter-rich and evaluating eq.8.26can be prohibitively expensive for
large symmetry groupsG, a practical alternative is to enforce invariance constraints explicitly.

Explicit equivariance/invariance constraints Value-function invariance can be readily enforced
by using aG-invariantNN architecture to parameterizeV� (Cesa et al., 2021; Ordoñez-Apraez
et al., 2025). In contrast, enforcing policy invariance depends on the chosen parametrization of the
conditional distribution� � (�j~o). In most practical uses ofPPO, � � is parameterized as a Gaussian
distribution with mean� � : OH ! A and covariance map� � : OH ! RjAj�jAj . In this case,
satisfying the optimality invariance constraint (corollary 8.2) is achieved by enforcingG-equivariance
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Door Pushing Dribbling Stand Turning Slope Walking

PPO PPOaug PPOsym

Figure 8.9 Top: snapshots and training curves (average expected discounted reward, i.e., return, vs. experience
samples/iterations) for four quadruped locomanipulation tasks under PPO, PPOaug, and PPOsym. Symmetry-
aware methods improve sample ef�ciency and return, with PPOsym strongest overall. Bottom: qualitative
slope-walking comparison. The left panel shows the task; the remaining panels show each foot x coordinate
over steps, with the x axis aligned to commanded motion. Vanilla PPO shows slower speed tracking, less regular
stepping, and transient right-foot dragging; PPOaug improves these behaviors; PPOsym is most regular with
best tracking. This highlights that return alone is not a direct proxy for gait quality. Figure adapted from Su et al.
(2024).

of these mean and covariance maps, de�ning the Gaussian distribution for each~o 2 O H , i.e.:

� � (�j~o) := N (� ; � � (~o); � � (~o)) ; 8 ~o 2 O H ;

s.t. � � (g . OH ~o) = g . A � � (~o); � � (g . OH ~o) = g . A � � (~o) A / g -1; 8 g 2 G; ~o 2 O H :
(8.27)

This can be achieved by usingG-equivariantNN architectures to parameterize� � and � � (see
symm_learning.nn.eMultivariateNormal for details and examples).
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PPO PPOsym

Method
Tracking error

err!
� rad

s

� RIerr! [%] CoT
� kJs

m

�
RICoT [%]

PPO 0.265� 0.022 4.70 2.223� 0.102 1.30

PPOaug 0.259� 0.010 1.10 2.378� 0.101 0.200

PPOsym 0.254� 0.014 1.00 2.026� 0.187 0.900

Figure 8.10 Stand-and-turn qualitative/quantitative comparison. Left: turn-left and turn-right trajectories under
PPO and PPOsym, with the robot CoM trace in orange. Right: turning-velocity tracking error and cost-of-
transport (CoT) (energy proxy). Tracking errors are comparable across methods, while PPOsym attains the
lowest CoT and tracking error. We also report re�ection-invariance errors that measure left-right asymmetry.
For CoT, RICoT =

j CoTleft � CoTright j
CoTleft+ CoTright

� 100[%], which measures relative left-right energy asymmetry and thus policy

suboptimality under corollary 8.2. Symmetry-agnostic policies show about one-order-of-magnitude larger CoT
asymmetry than symmetry-aware policies. Figure adapted from Su et al. (2024).

Quadruped legged locomanipulation

Editorial Note: Section Quadruped legged locomanipulation

The analysis and results from this section are based on the paper Su et al. (2024), done in collaboration
with the undergraduate student Zhi Su. Details on my personal contribution to the paper are provided in
section 1.5.

This section analyzes symmetry exploitation in model-freeRL for contact-rich quadruped locomanip-
ulation. We compare vanillaPPOagainst two symmetry-aware variants,PPO with data-augmentation
(PPOaug)andPPO with hard equivariance / invariance symmetry constraints (PPOsym)(eq.8.24),
using equal or equivalent model footprints and the same number of on-policy interactions. Full
experimental details are given inSu et al.(2024).

The experimental suite covers four quadruped locomanipulation tasks:door pushing, ball dribbling,
stand turning left/right, andslope walking(top row of�g. 8.9). Experiments use Xiaomi CyberDog2
(Xiaomi, 2024) and/or Unitree Go1, both with bilateral re�ection symmetryC2 = f e; gr jg2

r = eg.
Modelling these tasks as truncated-history beliefMDPs(section 8.2) transfers this symmetry to the
control problem, so optimality constraints on value, quality, and policy functions apply (theorem 8.1
andcorollaries 8.1and8.2). In this setting, policy invariance corresponds to ambidextrous behaviour:
if a policy rejects a disturbance and solves a task from~ot , it should also solve the symmetry-
transformed task fromgr . OH ~ot under the transformed disturbance (section 8.1andchapter 4).

As shown in�g. 8.9, PPOsymconsistently outperforms the otherPPOvariants in sample ef�ciency
and average expected discounted reward (hereafter, return) across all four tasks.PPOaugimproves
over vanillaPPOon most tasks but underperforms onslope walkingin average return; still,�g. 8.9
shows clear gait-quality gains (more regular stepping and better velocity tracking). This highlights
that, inRL, return alone is not always an informative proxy for locomotion gait quality, since rewards
are often aggregates of multiple terms (e.g., velocity tracking, foot clearance, contact penalizations)
tailored to encode a curriculum in early exploration.

To complement return,table 8.2reports turning-velocity tracking error,CoT (energy proxy), and
left-right re�ection-invariance errors.Figure 8.11further shows zero-shot real-world transfer for
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(a) Left (b) Right

(c) Left (d) Right

Figure 8.11 Zero-shot real-world deployment snapshots for the locomanipulation tasks of door pushing and stand
turning, together with their re�ection-transformed counterparts. Symmetry-aware policies PPOaug and PPOsym,
trained on one task variant (left), transfer directly to the re�ected variant (right). In real-world deployments,
PPOaug is more robust to disturbances than PPOsym. Figure adapted from Su et al. (2024).

door pushing and stand turning, where symmetry-aware policies transfer better to hardware. Overall,
symmetry exploitation improves sample ef�ciency and control performance, with the strongest results
obtained by explicitly enforcing policy and value-function invariance constraints (corollaries 8.1
and8.2).

Dexterous bimanual manipulation

Editorial Note: Section Dexterous bimanual manipulation

The analysis and results from this section are based on the paper Li et al. (2025), done in collaboration
with the PhD student Zechu Li. Details on my personal contribution to the paper are provided in
section 1.5. For further details, videos, and animations, visit the project website.

This section studies symmetry exploitation in model-freeRL for dexterous bimanual manipulation. We
evaluate six benchmark tasks—box-lift, table-clean, drawer-insert, threading, bowl-stir, andhandover
(�g. 8.12)—covering cooperative lifting, timed pick-and-place, open–insert–close manipulation, dual-
arm insertion with reorientation, stirring, and coordinated handover. Each task is decomposed into
two role-speci�c subtasks, and success is based on sustained goal completion. Policies are trained and
evaluated in simulation for all six tasks and deployed in the real world onbox-lift andtable-clean.
Full task de�nitions, rewards, and implementation details are provided inLi et al. (2025) and the
project website.

Because left- and right-arm in-hand manipulation dynamics are equivalent up to re�ection, we model
these dexterous bimanual tasks as a truncated-history beliefMDP (seesection 8.2) with bilateral
re�ection symmetryC2 = f e; gr jg2

r = eg, wheregr re�ects the workspace and permutes left/right
arm con�gurations (see�g. 8.9 andchapter 4). Actions a t 2 A are target arm-and-hand joint
positions tracked by low-level controllers, and observationsot 2 O include the robot state and relative
end-effector con�guration errors to task-speci�c goals.

Several tasks involve sequential, role-dependent subtasks (e.g., one hand stabilizes while the other
manipulates), so success depends on stage-wise completion. Because vanillaPPOexplores this
long-horizon structure inef�ciently, we use aMulti-Task Multi-Agent POMDP (MTMA-POMDP)
formulation with intermediate rewards and hand-speci�c policies/tasks (Li et al., 2025), then distill
them into a uni�ed policy for the full task. SinceMTMA-POMDP details and distillation are outside
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Figure 8.12 Dexterous bimanual manipulation tasks (e row) and their re�ected counterparts ( gr row). Since
left/right in-hand dynamics are equivalent, each task is symmetric under bilateral re�ection C2 = f e; gr jg2

r = eg,
where gr re�ects the workspace and permutes left/right hand con�gurations (see chapter 4). Figure adapted
from Li et al. (2025).

Figure 8.13 Performance of Symmetric Dexterous Manipulation (SymDex) and baseline methods on six
benchmark tasks. SymDex consistently learns all six tasks and achieves success rates exceeding 80%,
outperforming all baselines. Figure adapted from Li et al. (2025).

this thesis's scope, we refer toLi et al. (2025) and focus on how symmetry exploitation—via data
augmentation and value/policy invariance constraints (corollaries 8.1and8.2)—affects intermediate-
policy learning and �nal-policy distillation.

We evaluate sixPPO-based policies to ablate the role of three priors in theMTMA-POMDP control
problem: subtask and actor/critic decomposition, state/action-space dimensionality, and symmetry
exploitation. The policies are:

h Equivariant PPO (ePPO): a singleC2-invariant policy (eq.8.27) for the full bimanual task
(i.e., the 44-DoF action space), trained with policy equivariance constraints (corollary 8.2),
leveragingexplicit symmetry constraints of actor and critic functions;

h Independent IPPO (IPPO): two independent symmetry-agnostic arm-speci�c policies and critics
for each subtask, leveragingsubtask and actor/critic decomposition;

h Equivariant IPPO (eIPPO): a sharedC2-invariant single-arm policy (eq.8.27) and critic, with
task-conditioned observations, leveragingsymmetry of the control subtasks;
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h SymDex: anIPPOvariant with per-taskC2-invariant policy (eq.8.27) and critic, leveraging
subtask and actor/critic decompositionandexplicit symmetry constraints of actor and critic
functions;

h SYMDEX-aug (SM-aug): a SymDexvariant that exploits symmetry via data augmentation, as
described earlier in this section, instead of explicit invariant constraint enforcement;

h SYMDEX-c (SM-c): a SymDexvariant with a centralizedC2-invariant value function, leverag-
ing subtask and actor decompositionandexplicit symmetry constraints of actor/critic functions.

The results shown in�g. 8.13 andtable 8.3indicate that methods exploiting symmetry and stronger
task decomposition consistently outperform the other variants, withSymDexachieving the most
robust performance. We brie�y summarize these �ndings below and refer the reader toLi et al. (2025)
for a detailed analysis.

h Advantage of Task Decomposition: Decomposing tasks into subtasks and sub-action/critic
modules, with lower-dimensional observation/action spaces, is critical when subtasks are
distinct and mutually dependent. Although most methods achieve some success on the simpler
tasks (box-lift andtable-clean), ePPO, SM-c, andeIPPOfail on the remaining tasks, re�ecting
the dif�culty of learning in larger action/observation spaces.

h Advantage of Symmetry Exploitation: Exploiting symmetry through invariant constraints
or data augmentation improves learning ef�ciency and cross-task generalization. Combined
with task and actor/critic decomposition (SymDexandSM-aug), it yields the strongest overall
performance. The performance gap betweenePPOandIPPOfurther indicates that symmetry
exploitation is bene�cial even without full task decomposition.

h Symmetry Exploitation in Distillation : In distilling the uni�ed global policy via teacher-
student behaviour cloning, we compare a symmetry-agnostic Gaussian student policy with a
C2-invariant student policy (eq.8.27). TheC2-invariant student performs better on all six tasks,
con�rming the bene�ts of leveraging policy optimality constraints (corollary 8.2).

The primary metric is task success rate, averaged over �ve random seeds with 4096 rollouts per seed
in simulation (�g. 8.13). Real-world evaluation reports both overall task success and per-hand subtask
success over 30 independent trials.

Gaussian student policy box-lift table-clean drawer-insert threading bowl-stir handover

Symmetry-agnostic 0:83� 0:03 0:74� 0:05 0:69� 0:09 0:62� 0:13 0:75� 0:12 0:54� 0:23
C2-invariant 0:89� 0:01 0:83� 0:01 0:87� 0:07 0:63� 0:17 0:87� 0:08 0:86� 0:12

Table 8.3 Performance of the distilled student policy on six tasks, comparing symmetry-agnostic Gaussian and
C2-invariant Gaussian parameterizations (eq. 8.27).

Dexterous multi-arm manipulation The symmetry-aware bimanual framework (SymDex) extends
to systems with larger symmetry groups, such as the four-manipulator setup in�g. 8.14. This system
has the morphological symmetry groupG = C4 = f e; gc; g2

c ; g3
c j g4

c = eg, corresponding to90�

rotations about the vertical axis, which permute manipulator roles and enable a singleC4-invariant
policy. Figure 8.14shows approximateC4-equivariant evolution from symmetry-related initial states
Gs0 = f s0; gc . S s0; g2

c . S s0; g3
c . S s0g, wheres0 is the upper-left state. Because the optimal policy

is G-invariant, trajectories from these states evolve approximatelyG-equivariantly, and the policy
solves the task from any of the four symmetry-related initial states.
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Figure 8.14 Environment-policy rollout for the multi-arm task from s0 and symmetry-related states gc . S s0 ,
g2

c . S s0 , and g3
c . S s0 . The task inherits G = C4 = f e; gc ; g2

c ; g3
c j g4

c = eg, where gc is a 90� rotation about the
vertical axis. Figure adapted from Li et al. (2025).

Summary 8.3.2: Model-free reinforcement learning

For model-free RL in contact-rich control tasks of robots with state/morphological symmetry group G,
the G-invariance of the optimal value and quality functions (theorem 8.1 and corollary 8.1) together
with the induced symmetry constraints on policy parametrizations (corollary 8.2) induce symmetry
constraints on the learning objective.

In the PPO setting, this yields a constrained optimization problem with policy and value-function
invariance constraints (eq. 8.24). For Gaussian policy parametrizations, these constraints can be
enforced by requiring G-equivariance of the mean and covariance maps (eq. 8.27); in practice,
symmetry priors can be exploited through data augmentation, regularization (eq. 8.26), or explicit
equivariant/invariant architectures.

In quadruped and dexterous manipulation benchmarks, symmetry-aware PPO variants consistently
improve sample ef�ciency and control quality over symmetry-agnostic baselines, with the strongest
results generally obtained when invariance constraints are enforced explicitly (�gs. 8.9 and 8.13
and table 8.3).



Chapter 9

G-invariant conditional probability
estimation

As discussed insection 2.2and chapters 6to 8, the stochastic forms of data-driven dynamics
modelling, optimal control, and state estimation can all be reduced to the foundational learning task
of approximating a conditional probability distribution from data.

This chapter presents a novel approach to conditional probability estimation by approximating the
associated conditional expectation operator (Kostic et al., 2024; Ryu et al., 2024). In state estimation,
this operator-theoretic perspective enables parametric uncertainty quanti�cation for unobserved
quantities of interest in robotics (seesection 7.3.1). In dynamics modelling, the conditional expectation
operator associated with theMt-transition dynamicsPMt

sjas (see eq.2.13) is known as thecontrolled
transferor Koopman operator(Kostic et al., 2024; Mauroy et al., 2020; Turri et al., 2025), and is used
in section 9.3.2to learn a linear dynamics model for quadruped legged locomotion.

The aim of this chapter is to provide a self-contained introduction to operator-theoretic modelling of
conditional probabilities and to discuss the implications of symmetry priors in this context (section 9.1).
To approximate these operators using deep contrastive representation learning,section 9.2discusses
theNeural Conditional Probability(NCP) framework (Kostic et al., 2024), and its symmetry-aware
extension,Equivariant Neural Conditional Probability(eNCP) (Ordoñez-Apraezet al., 2026).

9.1 Operator-theoretic modelling of conditional distributions

Let (x; y ) be two random variables taking values in the probability spaces(X ; � X ; Px ) and(Y; � Y ;
Py ), respectively. The conditional probability of an eventY � Y given the realizationx = x is

P(y 2 Yjx = x ) :=
Z

Y
Py jx (dy jx ) =

Z

Y
1Y(y )Py jx (dy jx ) := E[1Y(y )jx = x ]; (9.1)
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wherePy jx : � Y � X 7! [0; 1] is the conditional probability measure, and1Y : Y ! f 0; 1g is the
characteristic function of the setY. The joint probability measurePxy is then de�ned as

Pxy (X; Y) :=
Z

X
Py jx (Yjx )Px (dx ): (9.2)

Whenever the joint probability measurePxy is absolutely continuous with respect to the product
of the marginalsPx � Py , i.e.,Pxy � Px � Py , there exists a unique Radon-Nikodym derivative
� : X � Y ! R+ , known as thePointwise Mutual Dependency (PMD)(Tsai et al., 2020), de�ned as
� (x ; y ) := dPxy

d(Px � Py ) (x ; y ). Then, by construction, we have:

Pxy (X; Y) :=
Z

X

Z

Y
� (x ; y )Py (dy )Px (dx ): (9.3)

Combining eqs.9.2and9.3shows that the conditional probability measure can be expressed in terms
of thePMD asPy jx (Yjx ) =

R
Y � (x ; y )Py (dy ) for all Y � Y andx 2 X . This lets us compute

conditional probabilities via amarginalexpectation of an indicator function weighted by thePMD:

P(y 2 Yjx = x ) := E[1Y(y )jx = x ] =
Z

Y
1Y(y )� (x ; y )Py (dy ) = [ Ey jx 1Y ](x ): (9.4)

Here, Ey jx denotes theconditional expectation operatorassociated withPy jx : a linear integral
operator that acts on any bounded functionh : Y ! R and returns its conditional expectation, i.e.,(h;
x ) 7! E[h(y )jx = x ]. In this context, thePMD � is also interpreted as the kernel function de�ning
the integral operatorEy jx .

This relationship between conditional probabilities and the conditional expectation operator is the
key theoretical insight we leverage in this chapter:approximating the conditional distributionPy jx is
equivalent to approximating the conditional expectation operatorEy jx . Speci�cally, approximating
conditional probabilities for a suf�ciently rich set of relevant eventsb� Y � � Y according toPy is
equivalent to approximating the action ofEy jx on functions in the span of the corresponding indicator
functionsf 1Y : Y 2 b� Y g. That is, approximating the operator for anyPy -measurable function at
conditioning pointsx 2 X with Px (dx ) > 0.

Next, we provide a self-contained de�nition of the conditional expectation operator, constrained to
act on the Hilbert spaces of square-integrable functions of the random variablesx andy , namely
L 2

x := L 2
Px

(X ; R) andL 2
y := L 2

Py
(Y; R), respectively. We then study the implications of our assumed

symmetry priors (prop. 2.3) for the structure of the conditional expectation operator.

De�nition 9.1 (Conditional expectation operator). Let (x ; y ) be two random variables de�ned
on the measure spaces(X ; � X ; Px ) and (Y; � Y ; Py ), respectively, and letL 2

x and L 2
y denote the

corresponding spaces of square-integrable functions. The conditional expectation operatorEy jx :
L 2

y ! L 2
x is a linear integral operator—de�ned via thePMD Radon–Nikodym derivative� (x ;

y ) = Pxy (dx ; dy )=Px (dx ) Py (dy ) —which acts on any functionh 2 L 2
y by computing its conditional

expectation:

[Ey jx h](x ) = E[h(y )jx= x ] :=
Z

Y
h(y )Py jx (dy jx ) =

Z

Y
h(y )� (x ; y )Py (dy ):
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Figure 9.1 Left: Diagram of the group action . F on functions f 1(x) = x2 + c and f 2(x) = x3 de�ned on the
domain X := R endowed with the re�ectional symmetry group G := C2 = f e; gsg, with the re�ection action
acting on the domain by gs . X x = � x and on the function space F := f f j f : X 7! Rg by [g . F f ](x ) =
f (g� 1

. X x ) = f (� x ). Hence, f 1 is a G-invariant function, gs . F f 1(x) = f 1(x), and f 2 is a G-equivariant
function, gs . F f 2(x) = � x3 . Center: Diagram representing the action . F on the (arbitrarily chosen) function
f (x ) = N (x ; c1 ; 2) + N (x ; c2 ; 1) de�ned over the symmetric domain X = R2 with the cyclic symmetry group
G = C3 = f e; g120 ; g240 g and group action g . X x = � X (g)x = R gx , where R g is a rotation matrix in 2D. Here,
g120 . F f is equivalent to evaluating f on a domain rotated by � 120� . The same holds for g240 . F f . Note that
the z-offsets are added for visualization purposes. Right: Diagram representing the action . F on the function
z 2 ÒF , de�ned to be a member of the �nite-dimensional symmetric function space ÒF := span(I ÒF ), constructed
from a basis set composed of the group orbit of the (arbitrarily chosen) function f 2 F , that is I ÒF := Gf = f f;
g120 . F f; g 240 . F f g. This function space is G-stable by construction, since GI ÒF = I ÒF . Note that the z-offsets
are added for visualization purposes.

It is important to clarify when the conditional expectation operator is not properly de�ned as a linear
integral operator de�ned byPMD kernel, i.e., when the� does not exist. In practice, this occurs when
the joint distributionPxy is not absolutely continuous with respect to the product of the marginals
Px � Py , i.e.,Pxy 6� Px � Py . Equivalently,Pxy assigns non-zero probability to sets of measure
zero underPx � Py . Crucially, this includes deterministic relationships betweenx andy , i.e., when
Py jx is a Dirac delta distribution for everyx 2 X , induced by a deterministic mappingy = f (x).
Note, however, that introducing mild noise in the data-generating process, e.g.,y = f (x + � ) with � a
small noise term, is suf�cient to ensure existence of thePMD and well-de�nedness of the conditional
expectation operator. Since in this thesisx is commonly de�ned by noisy state observations of a
robot's dynamics, this operator is well-de�ned in the settings we study.

9.1.1 Symmetry priors of the conditional expectation operator

Under the assumption thatPy jx andPx areG-invariant, byprop. 2.3, the target marginalPy , the
joint Pxy , and thePMD � are alsoG-invariant (see�g. 2.3). As discussed inchapters 6to 8, these
symmetry priors hold for the tasks of dynamics modelling, control, and estimation in robotic systems
with environmental or morphological symmetry groupsG. As we show next, these priors will make
the conditional expectation operatorEy jx aG-equivariant linear operator, a crucial inductive bias that
we will leverage for its approximation. To achieve this, we �rst need to de�ne the symmetry actions
on the function spacesL 2

x andL 2
y .

TheG-invariance of the marginal probabilities implies that the function spacesL 2
x andL 2

y become
symmetric Hilbert spaces, as these inherit unitary group actions. L 2

x
: G � L 2

x ! L 2
x and . L 2

y
: G �
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L 2
y ! L 2

y de�ned via the push-forward of symmetry transformations of the data spaces. This action
de�nes the symmetry transformed function as the original function evaluated on the transformed
domain (see�g. 9.1):

[g . L 2
x
f ](�) := f (g� 1 . X �) 2 L 2

x ; and [g . L 2
y
h](�) := h(g� 1 . Y �) 2 L 2

y ; 8 g 2 G: (9.5)

A fundamental property ofG-symmetric Hilbert spaces is their orthogonal decomposition into
niso � j Gj subspaces referred to asisotypic subspaces: L 2

x = � ?
k2 [1;n iso]

L 2(k)
x , andL 2

y = � ?
k2 [1;n iso]

L 2(k)
y

(seetheorem 2.1). whereL 2(k)
x andL 2(k)

y denote the spaces ofG(k)-equivariant functions ofx andy ,
with G(k) := G=Nk denoting thequotient group induced by the normal subgroupNk, de�ned by the
kernel of the group'skth irreducible representation (see�g. 9.2 andde�nition 2.11). This standard
result from harmonic analysis (Mackey, 1980) enables us to express anyG-equivariant function as a
sum of its projections onto the isotypic subspaces:

f (�) = f inv(�) +
n isoX

k=2

f (k)(�); h(�) = hinv(�) +
n isoX

k=2

h(k)(�); with f (k)2L 2(k)
x ; h(k)2L 2(k)

y ; 8 k 2 [niso]; (9.6)

wheref (k) andh(k) denote theG(k)-equivariant components off andh. Moreover, by convention, we
associate the �rst subspace (k = 1 ) with the space ofG-invariant functions, i.e.,G(1) = Ginv= f eg (see
�g. 9.2 andOrdoñez-Apraezet al.(2026)).

Equivariant conditional expectation operator TheG-invariance of thePMD kernel (de�nition 9.1)
ensures thatEy jx commutes with. L 2

x
and . L 2

y
, and is therefore aG-equivariant linear operator:

g . L 2
x
[Ey jx h](�) = [ Ey jx [g . L 2

y
h]](�)

8 g 2 G; h 2 L 2
y :

()

L 2
y

Ey jx
��

. L 2
y //L 2

y

Ey jx
��

L 2
x

. L 2
x //L 2

x

(9.7)

This can be directly veri�ed using theG-invariance of� andPy , and eq.9.5:

[g . L 2
x
[Ey jx h]](�) = [ Ey jx h](g� 1 . X �) =

Z

Y
h(y )� (g� 1 . X � ; y )Py (dy )

=
Z

Y
h(y )� (� ; g . Y y )Py (dy ) (by � G-invariance)

=
Z

Y
h(g� 1 . Y y )� (� ; y )Py (dy ) (by corollary 2.1)

= [ Ey jx [g . L 2
y
h]](�)

(9.8)

Furthermore, as a consequence of theG-equivariance ofEy jx and the isotypic decomposition ofL 2
x

andL 2
y , the conditional expectation operator decomposes into operators acting on the corresponding

isotypic subspaces. This implies that for everyh 2 L 2
y , with decompositionh =

P n iso
k=1 h(k) and

h(k) 2 L 2(k)
y , the action ofEy jx on h can be expressed as the sum of the actions ofEy jx on each isotypic

component ofh:

[Ey jx h](�) =
n isoX

k=1

[E(k)
y jx h(k)](�) with E(k)

y jx : L 2(k)
y ! L 2(k)

x 8 k 2 [niso]; (9.9)
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Figure 9.2 Visualization of the basis functions of a �nite-dimensional symmetric function space F x . Left :
Depiction of the basis functions in the regular basis IF x = f �; g 120 . �; g 240 . � g, generated by the action of the
cyclic group C3 on an arbitrary function � 2 F x . Right : Depiction of the basis functions in the isotypic basis
I iso

F x
= f uinv; u(2)

1 ; u(2)
2 g, obtained via the change of basis matrix Q. The �rst basis function uinv corresponds to

the G-invariant subspace F inv
x and is visually invariant under the action of C3 on X . The other two basis functions

u(2)
1 , u(2)

2 are constrained to span a G-stable subspace of the �nite-dimensional space F x , denoted by F
(2)
x , that

transforms according to the irreducible representation �� 2� =3. For any function f 2 F
(2)
x , the group action g . F x f

can be computed by a linear transformation of its basis expansion coef�cients.

where each operatorE(k)
y jx : L 2(k)

y ! L 2(k)
x models the conditional expectation forG(k)-equivariant

functions. Note that this decomposition is a consequence of Schur's lemma (lemma 2.1), which states
that there are no non-trivial equivariant linear maps between isotypic subspaces of different types (see
details inprop. 2.2).

Overall, theG-equivariance ofEy jx and its isotypic decomposition are crucial inductive biases for the
approximation ofEy jx from data, as discussed in the next sections.

Summary 9.1

Modelling a non-degenerate conditional probability distribution Py j x can be cast as approximating
its conditional expectation operator Ey jx : L 2

Py (Y) ! L 2
Px (X ), a linear integral operator that maps

observables of y to conditional expectations given x = x :

[Ey jx h](x ) :=
Z

Y
h(y )Py j x (dy jx )

Whenever Py j x and Px are G-invariant (prop. 2.3), Ey jx is a G-equivariant linear operator that commutes
with the group actions on function spaces (eq. 9.5):

g . L 2
x
[Ey jx h](�) = [ Ey jx [g . L 2

y
h]](�) 8 g 2 G; h 2 L 2

y :

For compact symmetry groups G, the isotypic decompositions (theorem 2.1) of L 2
x := L 2inv

x � � � � � L 2(k)
x

and L 2
y := L 2inv

y � � � � � L 2(k)
y induce an analogous decomposition of Ey jx into independent operators

between isotypic subspaces of the same type: Ey jx =
P n iso

k =1 E(k)
y jx , with E(k)

y jx : L 2(k)
y ! L 2(k)

x modelling

conditional expectations between G(k)-symmetric function spaces, where G(k) < G is a quotient group.

9.2 Contrastive spectral representation learning

This section studies how the conditional expectation operatorEy jx can be approximated from data
via contrastive deep representation learning. We �rst presentNCP(Kostic et al., 2024), and then
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Task f (x ) := Ey [y jx= x ] � ^f � (x ) P[y2Bjx 2 A] � bP� [y 2 Bjx 2 A]

Estimate bEy [y ] +
€
� � (x )> E �

bEy [ � (y )y > ]
Š> bEy [1B] +

bEx [1A (x ) � � (x )] > E �
bEy [1B(y )  � (y )]

bEx [1A (x )]

Guarantees kf � ^f � kL 2
x
.

p
Var[kyk]

�
Er

� + ln( 1=� )

N
�

1+2 �

�
jP� bP� j.

q
P[y 2 B]
P[x 2 A]

�
Er

� + ln( 1=� )

N
�

1+2 �

�

Table 9.1 Statistical learning guarantees of NCP (Kostic et al., 2024) for regression and conditional probability
estimation, with bounds that hold with probability at least 1 � � with respect to an i.i.d. draw of DN = f (x n ;
yn ) � Pxy gN

n =1 . In the estimators, bEy [ � (y )y > ], bEx [1A(x )� � (x )], and bEy [1B(y ) � (y )] are basis-expansion
coef�cient moments in the learned bases (� � ;  � ) for vector-valued and scalar targets. The bounds are shaped
by the quality of the learned representations Er

� = kEy jx � E� kop �
p

L 
 (� ) � L 
 (?) (see eq. 9.13), the sample
size N , and the decay rate of Ey jx singular-values � > 0, which quanti�es the task dif�culty via the regularity of
the PMD � .

introduce its symmetry-aware extension,eNCP(Ordoñez-Apraezet al., 2026), which leverages the
symmetry priors introduced in this chapter.

The learning problem of �nding the best �nite-dimensional truncation of the conditional expectation
operatorEy jx as a rank-r operatorE� with matrix representationE � 2 Rr � r is de�ned as:

arg min
�

kEy jx � E� k2
HS = Ex Ey (� (x ; y ) � � � (x ; y ))2;

s.t.Ex Ey � � (x ; y ) = 1 ; � � (x ; y ) � 0; 8 x 2 X ; y 2 Y ; and rank(E� ) � r + 1 :
(9.10)

where� � denotes the approximatedPMD kernel de�ning the truncated operatorE� , constrained to
ensure that� � is a validPMD kernel.

Given that eq.9.10is a low-rank approximation problem, the optimal solution, denotedE?, is given
by ther -truncatedSVD of Ey jx (Baker, 1973; Eckart and Young, 1936; Weidmann, 2012), namely

[E?f ](x ) =
P r

i =0 � i hf; v i i Py
ui (x ); with � i ui (x ) = [ Ey jx vi ](x ); 8 i 2 [r ]; (9.11)

where(� i ; ui ; vi ) denotes thei th singular value and left/right singular functions ofEy jx , with (� 0=1 ;
u0= 1Px ; v0= 1Py ) being the constant functions supported onPx andPy (Kostic et al., 2024).

Consequently,NCPparameterizes the truncated operatorE� using a bilinear JEPANN architecture:
� � (x ; y ) = 1Px (x )1Py (y )+ � � (x )> E �  � (y ) (see�g. 9.3-left). This model comprises two encoder
NNs, � � : X ! Rr and � : Y ! Rr , which de�ne the centered basis functions for the learned
�nite-dimensional representation spaces:

F �
x := span(1Px ; � � ;1; : : : ; � � ;r ) � L 2

x and F �
y := span(1Py ;  � ;1; : : : ;  � ;r ) � L 2

y : (9.12)

Given knowledge of the �rst singular triplet(� 0=1 ; u0= 1Px ; v0= 1Py ), the representation functions
are centered by construction; that is,Ex [� � (x)] = Ey [ � (y )] = 0. By eq.9.11, the representations
are trained to approximate thespanof the topr (non-constant) left and right singular functions of
Ey jx , namelyF ?

x = span(u0; : : : ; ur ) andF ?
y = span(v0; : : : ; vr ), respectively.
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Because the true operatorEy jx and its associatedPMD � are generally unknown, eq.9.10is optimized
via the regularizedcontrastive low-rank (cLoRa)loss (Kostic et al., 2024; Ryu et al., 2024):

L cLoRa(� ; 
 ) = � 2Exy � � (x ; y ) + Ex Ey � � (x ; y )2 + 2 

�
kEx � � (x)k2

F + kEy  � (y )k2
F

+ kCov(� � ) � Id r k2
F + kCov( � ) � Id r k2

F
�
;

(9.13)

where the �rst two regularization terms center the learned representations, ensuring thatEx Ey � � (x ;
y ) � 1 (Kostic et al., 2024), while the last two promote rank-r solutions by encouraging orthonormal-
ity of the learned basis functions so thatF �

x andF �
y (eq.9.12) converge tor -dimensional subspaces of

L 2
x andL 2

y , respectively.

After learning� � ,  � , andE � by minimizing (eq.9.13), the architecture provides estimators for
regression and conditional probability estimation tasks, as detailed intable 9.1. This procedure uses
the pre-trained representations� � and � together with an additional linear regression step that
expands the target function in the learned representation spacesF �

x andF �
y . These estimators are

endowed with non-asymptotic statistical learning guarantees that directly relate the quality of the
learned representation spaces to the quality of conditional expectation (i.e., regression) and conditional
probability estimates.

9.2.1 Equivariant contrastive spectral representation learning

The G-equivariant structure ofEy jx and its decomposition into isotypic components imply that
computing the conditional expectation of aG-equivariant function amounts to summing the conditional
expectations of itsG(k)-equivariant components for allk 2 [niso] (see eq.9.9). Consequently, the
low-rank approximation problem in eq.9.10, whereEy jx is approximated by a �nite-rank operator
acting on the �nite-dimensional representation spacesF �

x � L 2
x andF �

y � L 2
y , decouples intoniso

independent (disentangled) low-rank subproblems. In each subproblem, the conditional expectation
operator forG(k)-equivariant functions,E(k)

y jx : L 2(k)
y ! L 2(k)

x , is approximated by a rank-r k operator

E(k)
� : F � (k)

y ! F � (k)
x , acting on �nite-dimensional representation spacesF � (k)

x � L 2(k)
x andF � (k)

y � L 2(k)
y .

Namely:

arg min
�

kEy jx � E� k2
HS =

P n iso
k=1 kE(k)

y jx � E(k)
� k2

HS = Ex Ey
P n iso

k=1 (� (k)(x ; y )� � (k)
� (x ; y ))2; (9.14a)

s.t. � (k)
� (g . X x ; g . Y y ) = � (k)

� (x ; y ); 8 g 2 G(k); k 2 [niso]; (9.14b)

Ex Ey � (k)
� (x ; y ) = � k;inv; rank(E(k)

� ) � r k + � k;inv; (9.14c)

� (k)
� (x ; y ) � 0; 8 x 2 X ; y 2 Y ; (9.14d)

Here� (k) and� (k)
� denote thePMD kernels associated withE(k)

y jx andE(k)
� . These components aggregate

to de�ne thePMDsof Ey jx andE� , respectively:

� (x ; y ) =
n isoX

k=1

� (k)(x ; y ) and � � (x ; y ) =
n isoX

k=1

� (k)
� (x ; y ) 8 x 2 X ; y 2 Y : (9.15)
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Figure 9.3 Left: NCP's bilinear JEPA NN architecture. Right: eNCP's G-equivariant bilinear NN architecture,
featuring � � and  � as G-equivariant NNs and E � as a G-equivariant block-diagonal matrix. Each block is
equivariant to a quotient group G(k) = G=Nk and is constrained to have singular spaces of dimension at least
dk —the minimal dimension for a representation of the action of G(k) .

The constraints in eq.9.14bensure that the learned low-rank operatorsE(k)
� satisfy theG(k)-equivariance

of the true operatorsE(k)
y jx , and therefore theG-equivariance ofEy jx (eq.9.7). Furthermore, thePMDs

constraints in eqs.9.14cand9.14densure that� � is a valid Radon-Nikodym derivative, directly
mirroring the constraints in eq.9.10. Since the �rst singular triplet ofEy jx , (� 0 = 1 ; u0 = 1Px ;
v0 = 1Py ), is by construction a singular triplet ofEinv

y jx—because constant functions areG-invariant
and therefore belong toL 2inv

x andL 2inv
y —the constraints differ for thek = inv andk 6= inv cases

(� k;inv = 1 if k = inv, and0 otherwise).

Importantly, to satisfy theG-invariance constraint on� � , the truncated operatorE� : F �
y ! F �

x must act
on symmetric �nite-dimensional Hilbert spaces that are stable underG, i.e.,g . L 2

x
f 2 F �

x andg . L 2
y
h 2

F �
y for all f 2 F �

x andh 2 F �
y , and have aG-equivariant matrix representationE � . Thus, as in the

in�nite-dimensional case, these �nite-dimensional spaces decompose intoniso isotypic subspaces
F �

x = � n iso
k=1 F � (k)

x andF �
y = � n iso

k=1 F � (k)
y . Accordingly, the truncated operator matrix decomposes block-

diagonally intoniso blocks, i.e.,E � = � n iso
k=1 E (k)

� , where eachk-th block needs to be aG(k)-equivariant
matrix approximating the restriction of the conditional expectation operator on its corresponding
isotypic subspace (Salova et al., 2019; Ordoñez-Apraezet al., 2024), see�g. 9.3-right.

Structure of the spectral decomposition ofG-equivariant operators To further motivate the
constraints in eq.9.14band derive constraints on the truncation dimensionsr k for each isotypic
component, we analyze the structure of the spectral decomposition ofG-equivariant operators.
Analogous to eq.9.11, the optimal truncation of aG-equivariantEy jx is given by its truncated
SVD (Weidmann, 2012). However, the spectral decomposition of the operator is constrained by the
symmetry groupG.

Consider that if(� i ; ui ; vi ) is a singular triplet ofEy jx , then for anyg 2 G, (� i ; g . L 2
x
ui ; g . L 2

y
vi ) is

also a singular triplet ofEy jx with the same singular value (Ordoñez-Apraezet al., 2024), given that

if [Ey jx vi ](�) = � i ui (�) then
[Ey jx [g . L 2

y
vi ]](�) = g . L 2

x
[Ey jx vi ](�) 8 g 2 G

= � i [g . L 2
x
ui ](�):

(9.16)
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This constrains the dimensionality of individual singular spaces, depending on the number of distinct
functions inGvi := f g . L 2

y
vi j g 2 Gg. To better understand these constraints, we leverage the

known decomposition of the operator into suboperators per isotypic subspace,Ey jx =
P n iso

k=1 E(k)
y jx

(eq. 9.9), which decouples the spectral decomposition of each suboperatorE(k)
y jx from the others.

Moreover, each isotypic subspaceL 2(k)
y features only the quotient symmetry subgroupG(k), so its

spectral decomposition inherits constraints induced byG(k). In particular, if (� (k)
i ; u(k)

i ; v(k)
i ) is a

singular triplet ofE(k)
y jx , all G(k)-related triplets are also singular triplets, namely:

if
”
E(k)

y jx v(k)
i

—
(�) = � (k)

i u(k)
i (�) then

”
E(k)

y jx

”
g . L 2

y
v(k)

i

——
(�) = g . L 2

x

”
E(k)

y jx v(k)
i

—
(�) 8 g 2 G(k)

= � (k)
i

”
g . L 2

x
u(k)

i

—
(�):

(9.17)
This is a crucial inductive bias for theNCParchitecture, because it changes the learning objective
from �nding the topr left/right singular functions ofEy jx to �nding the top symmetry-structured
singular spaces composed of group-related left/right singular functions. Accordingly, the spectral
decomposition of the true operator is constrained to be of the form:

[Ey jx h](�) =
n isoX

k=1

[E(k)
y jx h(k)](�) =

n isoX

k=1

1X

i =1

X

g2 G(k)

� (k)
i hh(k); g . L 2

y
v(k)

i i Py
[g . L 2

x
u(k)

i ](�); (9.18)

where� (k)
i denotes the singular value of thei th singular space ofE(k)

y jx , spanned by the symmetry-

related singular functionsG(k)v(k)
i := f g . L 2

y
v(k)

i j g 2 G(k)g andG(k)u(k)
i := f g . L 2

x
u(k)

i j g 2 G(k)g,
respectively. Crucially, byprop. 2.1, these spaces have a minimum dimension ofdk , de�ned by
the dimensionality of the irreducible representation of typek, i.e., dk = j �� k j (see�g. 9.3-right).
Therefore, when approximating these operators in �nite dimensions, the truncation dimensionr k must
be a multiple ofdk to ensure bothG(k)-equivariance and the full approximation of singular spaces.

G-equivariant bilinear NN JEPA architecture To tackle the symmetry-constrained low-rank
truncation problem in eq.9.14, in Ordoñez-Apraezet al.(2026), we proposed an equivariant contrastive
representation method termedeNCP(see�g. 9.3-right). The approach combines aG-equivariant
bilinear JEPANN architecture with a disentangled training loss that directly leverages the isotypic
decomposition ofEy jx and the associated constraints on the spectral decomposition ofG-equivariant
operators.

To parameterize theG-equivariant truncated operatorE� , we use twoG-equivariantNN encoders,
� � : X ! Rr and � : Y ! Rr , designed to expose the isotypic subspace1, i.e.,

� � (�) =
”
� inv

� (�)> ; : : :; � (n iso)
� (�)>

—>
and  � (�) =

”
 inv

� (�)> ; : : :;  (n iso)
� (�)>

—>
: (9.19)

where each component� (k)
� : X ! Rr k and (k)

� : Y ! Rr k spans the approximated isotypic subspace
of G(k)-equivariant functions, i.e.,F � (k)

x := span(� (k)
� ) � L 2(k)

x andF � (k)
y := span( (k)

� ) � L 2(k)
y , with

r k = mkdk being the dimensionality of the space, governed by the chosen multiplicitymk of the
irreducible representation of typek in the learned representation spaces. Furthermore, the truncated

1The parameterization of a NN in the isotypic basis can be achieved in symm_learning (section 1.5.1)
using symm_learning.nn.Change2DisentangledBasis .
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Task f (x ) := Ey [y jx= x ] � ^f � (x ) P[y2Bjx 2 A] � bP� [y 2 Bjx 2 A]

Estimate bEy [y ]+
€
� � (x )> E �

bEy [ � (y )y > ]
Š> bEy [1B]+

bEx [1A (x ) � � (x )] > E �
bEy [1B(y )  � (y )]

bEx [1A (x )]

Guarantees kf � ^f � kL 2
x
.

p
Var[kyk]

•
Er

� + ln( n iso=� )

(disoN )
�

1+2 �

‹
jP� bP� j.

q
P[y 2 B]

P[x 2 G . X A]

•
Er

� + ln( n iso=� )

(disoN )
�

1+2 �

‹

Table 9.2 Statistical learning guarantees for eNCP with bounds that hold with probability at least 1 � � with
respect to an i.i.d. draw of DN = f (x n ; yn ) � Pxy gN

n =1 . In the estimators, bEy [ � (y )y > ], bEx [1A(x )� � (x )], and
bEy [1B(y ) � (y )] are basis-expansion coef�cient moments in the learned equivariant bases (� � ;  � ) for vector-
valued and scalar targets. The error bounds are shaped by (i) the structure of the symmetry group G—the number
of isotypic subspaces n iso � diso and their minimum singular space dimensions diso =

P n iso
k =1 dk (see �g. 9.3 ),

which enlarge the effective sample size—, (ii) the quality of the learned representations Er
� = kEy jx � E� kop �p

L 
 (� ) � L 
 (?), and (iii) the operator's singular-value decay rate � > 0. Note that G . X A := [ g2 G g . X A
denotes the group orbit of A. For details and derivation refer to Ordoñez-Apraez et al. (2026).

operator matrix is parameterized in block-diagonal formE � = � n iso
k=1 E (k)

� , with each block being a
r k � r k G(k)-equivariant matrix,2 such that eq.9.14bis satis�ed by construction3.

The corresponding approximatedPMD kernel is then given by:

� � (x ; y ) = 1Px (x )1Py (y ) +
P n iso

k=1 � (k)
� (x ; y ); with � (k)

� (x ; y ) := � (k)
� (x )> E (k)

�  (k)
� (y ); (9.20)

where1Px (x )1Py (y ) are the �rst left and right singular constant functions ofEy jx (see eq.9.11).

Crucially, this parameterization inherently satis�es the symmetry constraints of the spectral decompo-
sition of the operator (see eq.9.18), since anyG-equivariant truncated operatorE� must satisfy:

[E� h](�) =
n isoX

k=1

[E(k)
� h(k)](�) =

n isoX

k=1

mkX

i =1

X

g2 G(k)

� � (k)
i hh(k); g . L 2

y
v� (k)

i i Py
[g . L 2

x
u� (k)

i ](�); (9.21)

with � � (k)
i denoting thei th singular value of the singular space spanned by the symmetry-related

singular functionsG(k)v� (k)
i = f g . L 2

y
v� (k)

i j g 2 G(k)g andG(k)u� (k)
i = f g . L 2

x
u� (k)

i j g 2 G(k)g.

Disentangled training loss To train this architecture, we decompose the contrastive loss (eq.9.13) to
re�ect the separability of the optimization induced by the operator's isotypic decomposition (eq.9.14):

L cLoRa(� ; 
 ) =
n isoX

k=1

€
� 2Exy � (k)

� (x ; y ) + Ex Ey � (k)
� (x ; y )2

Š
+



�

kEx � inv
� (x)k2

F + kEy  inv
� (y )k2

F +
n isoX

k=1

kCov(� (k)) � Id r k k2
F + kCov( (k)) � Id r k k2

F

�
:

(9.22)

This decomposes learningG-equivariant representations ofx andy into learningniso less constrained
G(k)-equivariant representations for distinct quotient groups ofG. Such representations are known in
the literature asdisentangledrepresentations (Higgins et al., 2018) (seede�nition 2.13).

2We use square matrices for notational convenience. Dimensions for F �
x and F �

y need not match.
3A linear layer can be instantiated in symm_learning in the isotypic basis via

symm_learning.nn.eLinear and symm_learning.isotypic_decomp_rep
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Moreover, we improve estimates of the regularization terms in (eq.9.13) by leveraging our symmetry
priors to: (i) tighten the centering regularization (eq.9.22), since functions inF (k)

x andF (k)
y are centered

by construction fork 6= inv (seeOrdoñez-Apraezet al.(2026)); and (ii) exploit orthogonality between
isotypic subspaces (eq.9.6) to regularize orthonormality independently within each isotypic subspace
(see�g. 9.2), leading to better covariance estimates (Shah and Chandrasekaran, 2012):


 (k)(� ) :=
P n iso

k=1 kCov(� (k)) � Id r k k2
F + kCov( (k)) � Id r k k2

F : (9.23)

After learning theG-equivariant representations� � ,  � , and the operatorE � by minimizing (eq.9.22),
the architecture provides estimators forG-equivariant regression andG-invariant conditional proba-
bility estimation tasks, as detailed intable 9.2. While these estimators retain the same structural form
asNCP, their non-asymptotic statistical learning guarantees are tighter: symmetry priors enlarge the
effective sample size by a factordiso =

P n iso
k=1 dk and mitigate rare-event estimation bottlenecks (see

Ordoñez-Apraezet al.(2026) for details and derivations).

Experimental validation

We present two experiments evaluating the impact of symmetry exploitation in operator-theoretic
approximation of conditional probabilities. In the �rst experiment, presented next, we evaluateeNCP
on approximation of a known conditional expectation operator for which approximation error can
be computed directly. The second experiment, presented insection 7.3.1, evaluateseNCPon the
downstream task of symmetry-aware uncertainty quanti�cation of relevant unobservable quantities in
legged locomotion, where reliable conditional probability estimation is critical for well-calibrated
uncertainty estimates.

Conditional expectation operator learning This synthetic experiment directly compares the
performance ofeNCPwhen approximating a diverse range of conditional expectation operators with
different �nite symmetry groupsG. To the best of our knowledge, this is the �rst synthetic experiment
that directly estimates truncation error of the conditional expectation operator in an inference-task-
agnostic setting, serving as a benchmark for future work in symmetry-aware and symmetry-agnostic
operator-theoretic modelling of conditional probabilities.

Speci�cally, we extend theconditional Gaussian Mixture Model (cGMM)of Gilardi et al.(2002) to
parametrically constructG-invariant vector-valued random variablesx 2 X andy 2 Y that satisfy
the symmetry priors assumed insection 9.1.1, for arbitrary �nite symmetry groupsG (see a2D
example in�g. 2.3). EachcGMM is de�ned by

z := [ x
y ] �

X

g2 G

ngX

c=1

N (g . Z � z;c ; g . Z � z;c Z / g -1);

wherez is a random variable of arbitrary dimension that stacks targety and conditioningx, G is a
�nite symmetry group, and. Z : G � Z 7! Z is an arbitrary group action de�ned by symmetries
of the target and conditioning variables. Furthermore,ng is the number of unique Gaussians with
randomly sampled means� z := � x � � y and block-diagonal covariances� z := � x � � y . It is
straightforward to verify that the marginal distributions ofx andy areG-invariant, and so is their
joint distributionPxy (see�g. 2.3). Moreover, since both the joint distribution and the product of
marginals are GMMs, eachcGMM has an analytically well-de�nedPMD ratio � , enabling direct
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Figure 9.4 Top row: Sample-ef�ciency plots comparing the test-set PMD MSE � mse := Ex Ey (� (x ; y ) � � � (x ;
y )) 2 versus the number of training samples, in log scales. Each column corresponds to a symmetric cGMM
with distinct symmetry groups and (x ; y ) dimensionality. The tested groups are the cyclic groups C2 and C6 , the
Dihedral group D6 , and the Icosahedral group Ih (order 60). Bottom row: Sample-ef�ciency plots comparing
test-set PMD G-invariance-constraint violation (eq. 9.14) � inv-err := Ex Ey

P
g2 G (� � (x ; y ) � � � (g . X x ; g . Y y )) 2

versus the number of training samples, in log scales. Each column corresponds to a symmetric cGMM with
distinct symmetry groups and (x ; y ) dimensionality. The tested groups are the cyclic groups C2 and C6 , the
Dihedral group D6 (order 12), and the Icosahedral group Ih (order 60).

estimation of conditional expectation operator approximation error (see eqs.9.10and9.14)—usually
impossible for real-world datasets—via

� mse := L cLoRa(� ; 
 ) = Ex Ey k� (x ; y ) � � � (x ; y )k2 :

The results, depicted in�g. 9.4, compare approximation quality of oureNCPmodel againstNCP
(Kostic et al., 2024), the baselineDensity Ratio Fitting (DRF)(Tsai et al., 2020), and ourInvariant
Density Ratio Fitting (iDRF)adaptation. The baseline models approximate� as a singleNN,
� drf

� : X � Y ! R+ , trained via the contrastive loss in eq.9.13. Since they do not enforce the
separable structure in�g. 9.3, neitherDRF nor iDRF can be used for downstream regression or
conditional probability estimation tasks. Therefore, comparison to these methods isolates the impact
of the bilinearNN architecture used ineNCPandNCP.

We evaluate performance acrosscGMMs with diverse symmetry groups with order ranging from
jGj = 2 to jGj = 60 and varying(x; y ) dimensionalities. Across all settings,eNCPconsistently
demonstrates superior performance and sample ef�ciency compared toiDRF and the symmetry-
agnostic modelsNCP and DRF (see�g. 9.4-top). Furthermore,�g. 9.4-bottom shows that the
symmetry-agnostic models (NCPandDRF) struggle to satisfy theG-invariance constraint of the true
PMD from data alone, yielding �nalG-invariance violations that are an order of magnitude larger
than those ofeNCPandiDRF, which enforce the invariance constraint in eq.9.14globally.

These results highlight two main conclusions: (i) the separable bilinearNN architecture of theeNCP
andNCPmodels—namely� � : X ! Rr and � : Y ! Rr —is more capable of approximating the
conditional expectation operator than the single—and more expressive—NN architecture of theDRF
andiDRF models,� drf

� : X � Y ! R+ , when both architectures share a similar number of parameters;
and (ii) leveraging the symmetry priors of theG-equivariance of the conditional expectation operator
results in signi�cantly improved approximation quality and sample ef�ciency.
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Summary 9.2

Approximating a conditional expectation operator Ey jx : L 2
y ! L 2

x with a �nite-rank operator is a low-rank
approximation learning problem (eq. 9.10). We tackle it via contrastive spectral representation learning:
a bilinear JEPA NN architecture (�g. 9.3 -left) learns representations � � : X ! Rr and  � : Y ! Rr

that approximate the leading singular subspaces of Ey jx through the cLoRa loss (eq. 9.13).

The approximated operator can estimate both conditional expectations, E[h(y )jx ], and conditional event
probabilities, P(y 2 Yjx = x ), for any h 2 L 2

y and Y � Y (table 9.1).

Whenever G is compact and Ey jx is G-equivariant, approximating Ey jx with a �nite-rank G-equivariant
operator E� becomes a symmetry-constrained low-rank approximation problem (eq. 9.14). We address
it via equivariant contrastive spectral representation learning, where a G-equivariant bilinear JEPA
NN architecture (�g. 9.3 -right) learns G-equivariant representations � � : X ! Rr and  � : Y ! Rr

that approximate the leading symmetry-constrained singular spaces of Ey jx through a disentangled
contrastive loss (eq. 9.22).

Extensive synthetic experiments demonstrate that leveraging symmetry priors is crucial for approxi-
mating G-equivariant conditional expectation operators, and for improving the quality of the resulting
G-equivariant regression estimates and G-invariant conditional probability estimates (�g. 9.4 and sec-
tion 7.3.1).

9.3 Koopman/Transfer dynamics operators

In dynamical and robotic systems, a conditional expectation operator of central interest is the one
associated with stochastic transition dynamics. This operator is referred to as thetransfer operator
in stochastic Markovian dynamics (Kostic et al., 2023; Novelli et al., 2024) and as theKoopman
operatorin deterministic autonomous dynamics (Mauroy et al., 2020). In this section, we study how
the formalism ofsection 9.1applies to operator-theoretic modelling of robot dynamics, and how the
symmetry priors of the dynamics, discussed in detail inchapter 6, relate to the symmetry priors of
conditional expectation operators, discussed insection 9.1.1.

Recall that the world dynamics of a robot control task in a contact-rich environment are modelled by
the conditional probability of the next world statest+ Mt given the current statest and actiona t , which,
for a suf�ciently small discretization time stepMt, can be approximated by a Gaussian distribution:

st+ Mt � PMt
sjas(� j a t ; st ) � N

€
FMt (st ; a t ); D (st )D (st )> Mt

Š
; 8 st 2 S; a t 2 A ; t 2 R:

Here,PMt
sjas denotes theMt-transition dynamics, de�ned as a controlled diffusion process with deter-

ministic drift termFMt and diffusion termD (see eq.2.13andsection 2.2).

This conditional distributionPMt
sjas can be modelled via a conditional expectation operator (de�ni-

tion 9.1), referred to as the controlled transfer operatorEMt
sjsa : L 2

s ! L 2
sa (Novelli et al., 2024). This

in�nite-dimensional linear world-dynamics model evolves any state observableh 2 L 2
s in time, given

(a; s) 2 A � S , via conditional expectation:

[EMt
sjsah](a; s) := bh(st+ Mt ) = E[h(st+ Mt )ja = a; s = s] =

Z

S
h(s0)� Mt (s0; (a; s))Ps(ds0); (9.24)
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Here,L 2
s := L 2

Ps
(S) andL 2

sa := L 2
Psa

(A � S ) are the Hilbert spaces of square-integrable functions
over the state space and the action-state space, respectively, withPs andPsa denoting the marginal
distributions of states and state-action pairs. Furthermore,� Mt : S � (A � S ) ! R+ is thePMD
between the joint distribution of next-states-present-state-action tripletsPs0as and the product of
marginalsPs � Psa, i.e.,� Mt (s0; (a; s)) = dPs0as

d(Ps � Psa ) (s0; (a; s)) , which is well de�ned whenever the
diffusion termD is non-degenerate (seesection 9.1). As we discuss next, the controlled transfer
operatorEMt

sjsa is anin�nite-dimensional bilinear model of the dynamics, which we approximate with a
�nite-dimensional bilinear model.

To approximate this operator from data using theNCPformalism (seesection 9.2), we must �nd
suitable representation functions � : S ! Rr s and � � : A � S ! Rr sa spanning the �nite-
dimensional representation spacesF sa � L 2

sa andF s � L 2
s that approximate the span of the leading

singular subspaces ofEMt
sjsa, with F s = span( � [ f 1Ps g) � L 2

s andF sa = span(� � [ f 1Psa g) � L 2
sa.

Under this construction, the dynamicsPMD � Mt can be approximated by the bilinear model:

� � ;Mt (s0; (a; s)) := 1Ps (s0)1Psa (a; s) + � � (a; s)> E �  � (s0)

Here,E � 2 Rr sa � r s is the matrix representation of the truncated operatorE� in the chosen basis sets
of F sa andF s (see eq.9.10). Then, the conditional expectation of any state observableh 2 L 2

s is
estimated viatable 9.1as:

[EMt
sjsah](a t ; st ) := bh(st+ Mt ) � Es[h(s)] + ( � � (a t ; st ))> E � Es[ � (s)h(s)]: (9.25)

The resulting approximate dynamics can be expressed in a control-theoretic familiar form as a latent
bilinear dynamics model (Colonius et al., 2000, Sec. 2.7):

Proposition 9.1(Bilinear dynamics of controlled transfer operator). Assume that � (s) denotes a
latent state representation ofs and impose the structural factorization

� � (a; s) = � � (a) 
  � (s) 2 Rr a r s ;

where� � : A ! Rr a is a non-linear representation of the action space, so thatE � 2 Rr a r s � r s .
Under these assumptions, applying eq.9.25to the latent state observable, � : S ! Rr s , yields the
following approximate bilinear latent dynamics model:

[EMt
sjsa � ](a t ; st ) := Ó � (st+ Mt ) � Es[ � (s)] +

€
(� � (a t ) 
  � (st ))> E � Es[ � (s) � (s)> ]

Š>
:

� b� +
r aX

i =1

� � ; i (a t ) A � ;i  � (st ) 2 Rr s ;

with b� := Es[ � (s)] 2 Rr s , A � = Es[ � (s) � (s)> ]> E >
� =

– A � ;1

:::
A � ;r a

™

2 Rr a r s � r s ; andA � ;i 2

Rr s � r s .

Remark: Section 9.3

Several works assume a linear control-af�ne approximation of the controlled transfer operator:

 � (st + Mt ) � A �  � (st ) + B� � (a t ); A � 2 Rr s � r s ; B 2 Rr s � r a :
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While this greatly facilitates the use of linear control methods (Bevanda et al., 2022), it introduces a
strong and unjusti�ed bias: it assumes the state-action observable space can be approximated as
L 2

Psa (S � A ) � L 2
Ps (S) � L 2

Pa (A ). This structural constraint is unlikely to approximate the true right
singular functions of the transfer operator and therefore leads to a biased estimate in eq. 9.10, which
should be avoided when the goal is to learn an accurate dynamics model for downstream control tasks.
Note that the tensor-product structure in prop. 9.1 does not introduce this bias: given orthonormal bases
of L 2

Ps (S) and L 2
Pa (A ), their tensor product is an orthonormal basis of L 2

Psa (S � A ) (Reed, 2012).

G-equivariant controlled transfer operators

The symmetry priors discussed insection 9.1.1apply directly to the controlled transfer operatorEMt
sjsa

associated with the world dynamics of contact-rich control tasks for robots featuring an environmental
or morphological symmetry groupG (seechapters 3, 4 and6). In such settings, theMt-transition
dynamicsPMt

sjas is aG-invariant conditional distribution (see eq.6.4). Consequently, the controlled
transfer operator isG-equivariant (section 9.1.1), satisfying:

g . L 2
sa

[EMt
sjsah](�; �) = [ EMt

sjsa[g . L 2
s
h]](�; �)

8 g 2 G; h 2 L 2
s:

()

L 2
s

EMt
sjsa

��

. L 2
s //L 2

s

EMt
sjsa

��
L 2

sa

. L 2
sa //L 2

sa

(9.26)

Here, . L 2
sa

and . L 2
s

are the group actions ofG on the function spacesL 2
sa andL 2

s, respectively, induced
by the group actions ofG on the state and action spaces (see eq.9.5).

Then, under the assumption that the joint distribution of state-action pairs isG-invariant (see discussion
in assumption 6.2), approximation of the controlled transfer operator should be formulated as a
symmetry-constrained learning problem (see discussion inchapter 5), as described in eq.9.14.

In this context, the bilinear approximation of the controlled transfer operator inprop. 9.1becomes a
G-equivariant bilinear model of the dynamics, as stated in the following proposition:

Proposition 9.2(G-equivariant bilinear dynamics of controlled transfer operator). For aG-equivariant
controlled transfer operatorEMt

sjsa, the bilinear dynamics model inprop. 9.1is G-equivariant. In
particular, for everyg 2 G and(a t ; st ) 2 A � S ,

[EMt
sjsa � ](g . A a t ; g . S st ) = Ó � (g . S st+ Mt ) � b� +

r aX

i =1

� � ; i (g . A a t ) A � ;i  � (g . S st )

Proof. Let  � (s) 2 Z s � Rr s and� � (a) 2 Z a � Rr a denote theG-equivariant latent state and
action representations ofs anda, respectively (seesection 9.2.1). Let the latent spaces carry group
actions . Z s and . Za . Then the state-action tensor-product representation� � (a; s) := � � (a) 

 � (s) 2 Z a 
 Z s is G-equivariant,

g . Za 
 Z s � � (a; s) = � � (g . A a; g . S s); 8 g 2 G; (a; s) 2 A � S :

where . Za 
 Z s denotes the group action on the tensor product of twoG-symmetric spaces (Steinberg,
2012).
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When approximating theG-equivariantEMt
sjsa with � � and � via eq.9.14, the truncated matrix

approximation satis�esE � 2 HomG(Z s; Za 
 Z s) � Rr a r s � r s , that is,g . Za 
 Z s E � � = E � (g . Z s �);
for all g 2 G. Therefore, the bilinear latent dynamics model inprop. 9.1is G-equivariant:

[EMt
sjsa � ](g . A a t ; g . S st ) � b� + A � � � (g . A a t ; g . S st )

= b� +
€
E � Es[ � (s) � (s)> ]

Š>
g . Za 
 Z s � � (a t ; st )

= b� + g . Z s

€
E � Es[ � (s) � (s)> ]

Š>
� � (a t ; st )

= g . Z s

�
b� +

€
E � Es[ � (s) � (s)> ]

Š>
� � (a t ; st )

�
;

= g . Z s
Ó � (st+ Mt ) = Ó � (g . S st+ Mt ):

Here, we use thatb� =
R

S  � (s) Ps(ds) is G-invariant becausePs is G-invariant, and that the
uncentred covariance commutes with the group action, i.e.,Es[ � (s) � (s)> ] 2 HomG(Z s; Z s)
(de�nition 2.7). This concludes the proof.

9.3.1 Closed-loop transfer/Koopman operators

A widely studied special case of the controlled transfer/Koopman operator is the closed-loop transfer
operator, which arises when a stochastic control policy� : � A � S ! [0; 1] is �xed. In this setting,
the controlled system can be modeled as a closed-loop, autonomous, time-invariant dynamical system
with dynamics:

st+ Mt � PMt
sjs(�jst ) :=

Z

A
PMt

sjas(�ja; st )� (dajst ): (9.27)

This conditional probability distribution is modeled by a (potentially time-dependent) transfer operator
Et;Mt

sjs : L 2
s ! L 2

s, acting on any state observableh 2 L 2
s as:

[Et;Mt
sjs h](s) := bh(st+ Mt ) = E[h(st+ Mt )js = st ] =

Z

S
h(s0)� t;Mt (s0; st )Pt

s(ds0); (9.28)

where� t;Mt (st+ Mt ; st ) =
dPt; Mt

s0s

d(Pt + Mt
s � Pt

s )
(st+ Mt ; st ) is thePMD between the joint distribution of states at

t andt + Mt, Pt;Mt
s0s , and the product of marginalsPt+ Mt

s � Pt
s. The explicit time dependence highlights

that, in general, the transfer operator varies with the evolution ofPt
s andPt;Mt

s0s .

In most applications of transfer/Koopman operator theory in physics, it is assumed that there exists
a time-invariantmarginal state distributionPs and aMt-joint distributionPMt

s0s, so that the dynamics
become a time-invariant linear system in in�nite-dimensional space, de�ned by a single operatorEMt

sjs

and its associated semigroupf EkMt
sjs gk2 N, which characterizes multi-step evolution.

From a control-theoretic perspective, the existence of such a time-invariant measure has a funda-
mental practical interpretation: the autonomous transfer/Koopman operatorEMt

sjs can be meaningfully
approximated only forstablecontrolled dynamics. Recall that the world states 2 S includes the
robot state and all relevant variables needed to determine the robot's temporal evolution, including
the control-task objective (seesection 2.2). Thus, for any control task, a stochastic control policy�
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induces one or more closed-loop invariant sets of the state space, analogous to robust control sets in
the sense ofColonius et al.(2000).

De�nition 9.2 (Closed-loop invariant set). LetPMt
sjas : � S � A � S ! [0; 1] be a controlled stochastic

dynamical system (eq.2.13), � : � A �S ! [0; 1] a stochastic control policy, andPMt
sjs : � S �S ! [0;

1] the stochastic closed-loop dynamics induced by� (eq.9.27). A measurable setW � S is called a
closed-loop invariant setof � if

PMt
sjs(W j s) = 1 ; 8 s 2 W:

Themaximal closed-loop invariant setinduced by� , denotedW � , is de�ned as the union of all disjoint
closed-loop invariant sets of� :

W � :=
[

f W � S : PMt
sjs(W j s) = 1 ; 8 s 2 Wg:

S

W1 W2

W3

W� = W1 [ W2 [ W3

Figure 9.5 Illustration of a maximal closed-loop invariant
set W � composed of three disjoint invariant subsets W1 ,
W2 , and W3 .

In practice,W � represents the subset of world
states, under nominal or disturbed conditions,
for which the control policy� can recover from
perturbations and maintain the control-task ob-
jective. As discussed inColonius et al.(2000), a
closed-loop invariant set need not coincide with
the basin of attraction of a stable limit cycle or
�xed point; since under a given perturbation dis-
tribution, one invariant set may cover several
basins of attraction of stable attractors. More-
over, the maximal invariant set need not be con-
nected; it can consist of several disjoint invariant
subsets, as illustrated in�g. 9.5.

Since the stochasticity ofPMt
sjas models uncer-

tainty in the forcing terms acting on the robot (seesection 2.2), i.e., disturbances in contact-rich
environments, it is natural to assume that, under nominal operation of the control policy� for suf�-
ciently long time horizons and control episodes, the closed-loop dynamics exhibit ergodic exploration
of a time-invariant marginal state distributionPs supported on the maximal closed-loop invariant set
W � , i.e.,supp(Ps) � W � . This analysis enables us to formally de�ne the transfer operator modelling
closed-loop dynamics of robot control tasks in contact-rich environments:

De�nition 9.3 (Closed-loop transfer operator). LetPMt
sjs : � S � S ! [0; 1] be the stochastic closed-

loop world dynamics induced by a control policy� (eq.9.27), andW � its maximal closed-loop
invariant set (de�nition 9.2). Theclosed-loop transfer operatorEMt

sjs : L 2
s ! L 2

s is a linear integral
operator (seede�nition 9.1) that is well-de�ned whenever the marginal distribution of state-next-state
pairs PMt

s0s is absolutely continuous with respect to a time-invariant marginal state distributionPs

supported on a subset ofW � , i.e., PMt
s0s � Ps � Ps. Here,Ps denotes a state distribution during

nominal operation of� in the presence of disturbances.

Thus, in the presence of severe disturbances that push the system outsideW � , the unstable state-next-
state transition dynamicsPMt

s0s may assign non-zero probability mass to states with zero probability
underPs, yieldingPMt

s0s 6� Ps � Ps and makingEMt
sjs ill-de�ned for unstable dynamics outsideW � .

This formalism is the stochastic analog of the practical interpretation of the Koopman operator as a
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linearization of the dynamics within the basin of attraction of a stable attractor (Brunton et al., 2021;
Mauroy et al., 2020).

Remark: Section 9.3.1

In practice, as discussed in sections 8.3.1 and 9.3.2, the marginal distribution of states supported on
the policy's maximal closed-loop invariant set W � can be empirically approximated by a dataset of
stable and recoverable trajectories collected during closed-loop, stable/successful operation of a robotic
control task.

In�nite-dimensional closed-loop linear dynamics models In general, the closed-loop dynamics
PMt

sjs may be multimodal, since the control policy� can be arbitrary and stochastic. In such cases,
conditional expectations are uninformative for multimodal distributions (see�g. 7.4); thus, the learned
operatorEMt

sjs should not be used for deterministic prediction, but rather to predict statistics such as
probabilities of sets and quantiles of the next-state distribution, as described insection 7.3.1.

In practice, for suf�ciently small time stepsMt, PMt
sjs can often be assumed unimodal and well

approximated by a Gaussian for most states inW � (Pan et al., 2025). Under this assumption,
conditional expectations of the next state represent the most likely next-state prediction. Thus, in the
spirit of prop. 9.1, the closed-loop transfer operatorEMt

sjs de�nes the following in�nite-dimensional
linear model of the closed-loop dynamics:

Proposition 9.3(Linear dynamics of the closed-loop transfer operator). Let  � : S ! Rr s be a latent
state representation. Applyingtable 9.1(with � � :=  � , sinceEMt

sjs : L 2
s ! L 2

s) to the observable �

yields the following approximate linear latent dynamics model:

[EMt
sjs � ](st ) := Ó � (st+ Mt ) � A �  � (st ) + b�

whereb� := Es[ � (s)] 2 Rr s ; andA � := ( E � Es[ � (s) � (s)> ])> 2 Rr s � r s ; with E � 2 Rr s � r s

the matrix representation of the truncated operatorE� with � � =  � , andEs[ � (s) � (s)> ] 2
Rr s � r s the uncentered covariance, which equalsId r s if  � forms an orthonormal basis.

G-equivariant closed-loop transfer operators

The symmetry priors discussed insection 9.1.1transfer directly to the closed-loop transfer operator
EMt

sjs of the world dynamics of a contact-rich control task for a robot featuring an environmental or
morphological symmetry groupG (seechapters 3, 4 and6), whenever the stochastic control policy�
is G-invariant. Note that, for these control tasks, any optimal stochastic control policy isG-invariant
(seecorollary 8.2), and any (potentially suboptimal) stochastic control policy can be madeG-invariant
via group averaging (see eq.6.11andassumption 8.1).

In such scenarios, we have that the maximal closed-loop invariant setW � is by constructionG-
invariant (see�g. 9.6), that is

W � = g . S W � ; 8 g 2 G:

Then, under the assumption that the initial state distribution of the control task isG-invariant,
P0

s(S) = P0
s(g . S S) for all g 2 G (seede�nition 8.1 and eq.8.4c), by prop. 8.1we get that the time-
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W1 gs . S W1

gt . S W1 gr . S W1

W2 gs . S W2

SW� = GW1 [ GW2

Figure 9.6 A K4-symmetric closed-loop invariant geometry. The upper-left seed con�guration (top and lower
invariant subsets from �g. 9.5 ) is re�ected across the horizontal and vertical axes to generate the remaining
quarters. Deterministic trajectory backbones are re�ected by the group action, while stochastic perturbations are
sampled independently per trajectory. Using the mini-cheetah notation, G = K4 = f e; gs ; gr ; gt jg2

s = g2
r = g2

t = e;
gs � gt = gr g, and each invariant set orbit is given by GW i := f g . S W i jg 2 Gg for i 2 f 1; 2g.

invariant marginal state distribution and the state-next-state distribution induced by� areG-invariant:

PMt
s0s(S0; S) = PMt

s0s(g . S S0; g . S S); Ps(S) = Ps(g . S S); 8 g 2 G; S; S0 � S : (9.29)

Consequently, as discussed insection 9.1.1, the closed-loop transfer operatorEMt
sjs becomes aG-

equivariant operator, well de�ned on aG-invariant subset ofW � , satisfying:

g . L 2
s
[EMt

sjsh](�) = [ EMt
sjs(g . L 2

s
h)]( �)

8 g 2 G; h 2 L 2
s:

()

L 2
s

EMt
sjs

��

. L 2
s //L 2

s

EMt
sjs

��
L 2

s

. L 2
s //L 2

s

(9.30)

Similar toprop. 9.3, for suf�ciently small time stepsMt the closed-loop transition dynamicsPMt
sjs can

be assumed unimodal and well approximated by a Gaussian. Under this assumption, the closed-loop
transfer operatorEMt

sjs de�nes an in�nite-dimensionalG-equivariant linear model of the closed-loop
dynamics. Crucially, theG-equivariance of the operator and of its low-rank approximation (see
section 9.2.1) yields a disentangled time-invariant approximate linear dynamics model on each isotypic
subspace ofL 2

s (see discussion insection 9.1.1andOrdoñez-Apraezet al.(2024)), summarized in the
following proposition:
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Proposition 9.4(Disentangled closed-loopG-equivariant linear dynamics models). Let  � : S !
Rr s be a latent state representation exposing the isotypic basis (see eq.9.19),

 � (�) = [  inv
� (�)> ; : : :;  (n iso)

� (�)> ]> 2 Rr s with  (k)
� (�) 2 Rr k; s ; r s =

n isoX

k=1

r k;s:

Then, the closed-loop approximate linear dynamics model inprop. 9.3becomes disentangled over
isotypic subspaces, yielding independent linear dynamics models on each isotypic subspace:

[EMt
sjs � ](st ) := Ó � (st+ Mt ) � A �  � (st ) + b�

�
€
� n iso

k=1 A (k)
�  (k)

� (st )
Š

+ b�

�

2

6
4

A inv
� 0 ::: 0

0 A (2)
� ::: 0

:::
:::

: : :
:::

0 0 ::: A
n iso
�

3

7
5

2

6
4

 inv
� (s t )

 (2)
� (s t )

:::
 

n iso
� (s t )

3

7
5 +

2

4
binv

�
0
:::
0

3

5

wherebinv
� := Es[ inv

� (s)] 2 Rr 1;s , the matrix representation of the truncated operator decomposes

block-diagonally asE � = � n iso
k=1 E (k)

� , and eachA (k)
� :=

€
E (k)

� Es[ (k)
� (s) (k)

� (s)> ]
Š>

2 Rr k; s � r k; s ;
is aG(k)-equivariant matrix.

Proof. The result follows from the �nite-rank approximation of theG-equivariant operatorEMt
sjs :

L 2
s ! L 2

s with �nite-dimensional representations� � :=  � (see eqs.9.14and9.20). In the isotypic
basis of the latent representation space, the matrix representationE � of the truncated operator is
block diagonal and decomposes into blocksE (k)

� 2 Rr k; s � r k; s , each representing the truncated
G(k)-equivariant operatorEMt (k)

sjs (eq.9.20).

By Schur's orthogonality relations (lemma 2.1), the uncentered covariance term is also block diagonal,
decomposing into the uncentered covariance of the features in each isotypic subspace:

Es[ � (s) � (s)> ] = � n iso
k=1 Es[ (k)

� (s) (k)
� (s)> ]:

With eachEs[ (k)
� (s) (k)

� (s)> ] commuting with the group action ofG(k) on the corresponding isotypic
subspace of the latent representation space. Therefore,A � decomposes block-diagonally.

Furthermore, the bias termb� = Es[ � (s)] is G-invariant, owing to theG-invariance ofPs. Conse-
quently, the expectation resides in theG-invariant subspace of the latent representation space (see
theorem 2.1), implying thatEs[ (k)

� (s)] = 0 for all k 6= 1 . This concludes the proof.

Summary 9.3

Modelling the stochastic world dynamics of a robot control task in a contact-rich environ-
ment—represented by PMt

sj as and its associated controlled transfer operator EMt
sjsa—leads to an in�nite-

dimensional bilinear dynamics model. This model can be approximated in �nite dimensions, via eq. 9.10,
as a latent bilinear system (see prop. 9.1):

[EMt
sjsa � ](a t ; st ) := Ó � (st + Mt ) � b� +

r aX

i =1

� � ; i (a t ) A � ;i  � (st ) 2 Rr s :
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where � � ; i : A ! Rr a and  � : S ! Rr s denote the latent action and state representations, respectively.

If we are interested in modelling the world's closed-loop dynamics under a �xed control policy � , the
closed-loop transfer operator EMt

sjs de�nes an in�nite-dimensional linear dynamics model that can be
approximated in �nite dimensions as (see prop. 9.3):

[EMt
sjs � ](st ) := Ó � (st + Mt ) � A �  � (st ) + b� 2 Rr s :

This time-invariant linear dynamics model is well de�ned for stable closed-loop dynamics, i.e., on the
support of a marginal state distribution Ps supported on the policy's maximal closed-loop invariant (see
de�nitions 9.2 and 9.3).

For robotic systems with a symmetry group G, the controlled transfer operator EMt
sjsa is G-equivariant,

resulting in the bilinear �nite-dimensional approximation also being G-equivariant (see prop. 9.2).

When modelling closed-loop dynamics, if the control policy � is G-invariant, the closed-loop transfer
operator EMt

sjs is also G-equivariant (see eq. 9.30), and its �nite-dimensional approximation yields a
block-diagonal linear dynamics model:

[EMt
sjs � ](st ) := Ó � (st + Mt ) �

2

6
4

A inv
� 0 ::: 0

0 A (2)
� ::: 0

:::
:::

: : :
:::

0 0 ::: A
n iso
�

3

7
5

2

6
4

 inv
� ( s t )

 (2)
� ( s t )

:::
 

n iso
� ( s t )

3

7
5 +

2

4
b inv

�
0
:::
0

3

5

9.3.2 Modelling robot dynamics via closed-loop Koopman/Transfer operators

This section demonstrates how a closed-loop transfer operator can be employed to model the controlled
dynamics of robotic systems in contact-rich environments, and howprop. 9.4enables the learning of
disentangled linear dynamics models for robots with a compact symmetry groupG (see�g. 9.7).

Figure 9.7 Diagram of the Equivariant Dynamics Autoencoder (eDAE) architecture (Ordoñez-Apraez et al.,
2024), which leverages the prior knowledge of the G-equivariance of the closed-loop transfer operator EMt

sjs to
learn a �nite-dimensional G-equivariant approximation of the operator E� (see prop. 9.4). Where in the isotypic
basis, the G-equivariance of the truncated operator leads to its block-diagonal decomposition into blocks E (k)

� ,
each representing a G(k)-equivariant approximation of the operator EMt (k)

sjs where G(k) < G is a quotient group of
G (see �g. 9.8 ). To use the model for multi-step prediction, one can simply power the approximated operator,
enabling multi-step predictions in linear time with respect to the prediction horizon.
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Koopman/Transfer operators under partial observability Note that the controlled and closed-
loop transfer operatorsEMt

sjsa andEMt
sjs de�ned in section 9.3are conditioned on the current state and

action. When states are only partially observable, as is typical in robotics, analogous operators can be
derived by following the same analysis as insection 9.3, but for the conditional distribution modelling
the state observation dynamicsPMt

oja~o : � O � A � O H ! [0; 1] (see eq.2.15) as a function of the

current action and past observation history~o 2 O H .

For any (belief) control policy� : � A � O H ! [0; 1] (see eq.8.10), the closed-loop observation
dynamics and the observation history dynamics are given by:

ot+ Mt � PMt
oj~o(�j~ot ) :=

Z

A
PMt

oja~o(�ja; ~ot )� (daj~ot ) =) ~ot+ Mt � PMt
~oj~o(�j~ot ) (9.31)

Here,PMt
~oj~o denotes the dynamics of observation trajectories induced byPMt

oj~o and the shift operator,
which discards the oldest observation and appends the new observation to the history.

Analogous to the closed-loop state dynamics (eq.9.27), PMt
~oj~o can be modeled by a closed-loop transfer

operatorEMt
~oj~o : L 2

~o ! L 2
~o, whereL 2

~o := L 2
P~o

(OH ) is the space of square-integrable functions over
observation trajectories, andP~o is a time-invariant marginal distribution of observation trajectories,
induced by the time-invariant marginal distributionPs supported on a subset of the policy's maximal
closed-loop invariant setW � (seede�nitions 9.2and9.3).

Approximating this operator in �nite dimensions, using a latent state representation � : OH ! Rr s ,
yields the followinglatent linear dynamics model, analogous to the one inprop. 9.3, but de�ned over
the observation history space:

[EMt
~oj~o � ](~ot ) := Ó � (~ot+ Mt ) � A �  � (~ot ) + b� 2 Rr s : (9.32)

To recover predictions ofot+ Mt , a linear or non-linear decoderd� : Rr s ! O can be trained to map
latent state representationsÓ � (~ot+ Mt ) to the next observationbot+ Mt , as depicted in�g. 9.7.

For eq.9.32 to provide meaningful predictions, the observation history horizonH and the time-
discretization stepMt should be selected so thatPMt

~oj~o is well approximated by a unimodal Gaussian
distribution. In this regime, the conditional expectation in eq.9.32serves as a reliable predictor
(seesection 9.3). If Mt is too large, multimodality may arise due to the underlying nature of
the dynamics and control policy; ifH is too short, the observation history may be insuf�cient
to disambiguate between multiple possible contact modes of the robot. Hence, these represent
fundamental hyperparameters of the linear dynamics approximation that depend entirely on the
complexity of the closed-loop dynamics.

Disentangled linear dynamics models for symmetric robots For world dynamics of contact-
rich control tasks involving robots with an environmental or morphological symmetry groupG
(seechapters 3and4), if the observation model isG-invariant (seeassumption 6.1), and the control
policy � is G-invariant (seeassumption 8.1andcorollary 8.2), PMt

~oj~o becomes aG-invariant conditional
distribution, and consequently the closed-loop transfer operatorEMt

~oj~o becomes aG-equivariant operator.
Finite-dimensional approximations of this operator that preserve itsG-equivariance yield disentangled
linear dynamics models, analogous to the one inprop. 9.4, but de�ned over the observation history
space:



9.3 Koopman/Transfer dynamics operators 145

Figure 9.8 (a) Cayley diagram of the morphological symmetry group of the Mini-Cheetah quadruped robot,
G = f e; gs ; gt ; gf ; gs � gt ; gs � gf ; gs � gf � gt ; gf � gt jg2

s = g2
t = g2

f = eg, where gs represents a sagittal plane re�ection,
gt a transverse plane re�ection, and gf a frontal plane re�ection. (b) The isotypic decomposition of the
con�guration manifold of the Mini-Cheetah, with each isotypic submanifold corresponding to the con�guration
space of a distinct NCM (see section 4.3). (c) Excitation of individual NCMs during real-world jumping and
trotting gaits of the Mini-Cheetah, with the excitation being measured by the kinetic energy of the projection of
the robot's con�guration trajectory onto each isotypic submanifold (see section 4.3 for details).
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Here,A (k)
� is theG(k)-equivariant linear dynamics model acting on thek-th isotypic subspace of the

latent representation space (seeprop. 9.4andsection 9.1.1).

This global decomposition of the latent robot dynamics into independent linear models on each
isotypic subspace is a direct stochastic generalization of thedynamics' harmonic analysisconcept
from section 4.3. There, the deterministic dynamics of robots with symmetry groupG are shown
to admit an orthogonal decomposition of the con�guration space into isotypic subspaces. Eq.9.33
extends this to the stochastic setting, showing thatG-invariant stochastic world dynamics can be
globally decomposed into independent linear models on each isotypic subspace of the latent space.
If the decoderd� is linear, eachA (k)

� provides a linear dynamics model for the dynamics of each
isotypic subspace (i.e., eachNCM; seesection 4.3).

As an example, consider the Mini-Cheetah quadruped robot, which possesses aG = C2 � C2 � C2 �
K4 � C2 symmetry group (see�gs. 2.1 and9.8-left). Its con�guration manifold decomposes into four
orthogonal isotypic subspaces (or submanifolds), each corresponding to the con�guration space of a
distinctNCM, as illustrated in�g. 9.8-middle. Each subspace is associated with a speci�c quotient
groupf G(k) < Gg4

k=1 (seesection 4.3for details). For anyG-equivariant linear decoderd� , each
latent linear subsystemA (k)

� provides a high-dimensional linear approximation of the dynamics within
its corresponding isotypic subspace, and thus of eachNCM. Furthermore, the eigendecomposition of
eachA (k)

� yields an independent dynamic mode decomposition of the dynamics within each isotypic
subspace, thus representing a symmetry-aware mode decomposition of the robot's dynamics.



9.3 Koopman/Transfer dynamics operators 146

Figure 9.9 Test set prediction mean squared error (MSE) of DAE and eDAE for synthetic dynamical systems with
symmetry groups C5 and C10 , varying state dimension jOj , latent model space dimension r s , and noise variance
� . Solid lines and shaded areas represent the mean, maximum, and minimum prediction error among 4 training
seeds. (a) Sample ef�ciency: test set MSE vs. training dataset size. (b) MSE as a function of observation space
dimensionality. (c) MSE as a function of latent state dimension r s . (d) MSE as a function of noise scale. Figure
adapted from Ordoñez-Apraez et al. (2024).

In the next section, we study the impact of leveraging theG-equivariance of the closed-loop transfer
operatorEMt

~oj~o when approximating it with a �nite-dimensional linear model.

Experimental validation

We present two experiments designed to quantify the impact of leveraging symmetry priors when ap-
proximating aG-equivariant closed-loop transfer operatorEMt

~oj~o in �nite dimensions, using a nonlinear
latent state representation � and a linear matrixA � . In all experiments, the truncated operatorE� is
learned by minimizing the multi-step dynamics autoencoder loss (Lusch et al., 2018; Ordoñez-Apraez
et al., 2024):

L dae(A � ; Hpred; 
 ) =
P H pred

h=0 jjot+ hMt � d� (A h
�  � (~ot )) jj2 + 
 jj  � (~ot+ hMt ) � A h

�  � (~ot )jj2

This loss, balanced by
 , penalizes both the prediction error of state observablesf ot+ hMt g
H pred
h=0 and the

prediction error of latent state representationsf  � (~ot+ hMt )g
H pred
h=0 over a prediction horizon ofHpred

steps. Multi-step predictions are obtained by powering the matrix representation of the truncated
operator, with a nonlinear decoderd� .

Remark: Section 9.3.2

The experiments in this section are adapted from Ordoñez-Apraez et al. (2024), a publication that
preceded the development of the contrastive representation learning framework in Kostic et al. (2024);
Ordoñez-Apraez et al. (2026) (see section 9.2), which introduces a contrastive loss for operator
approximation in �nite dimensions. A comparison between these approaches is left for future work, but
it is worth noting that the contrastive training framework provides statistical learning guarantees that the
dynamics autoencoder loss does not.

We compare three methods:Dynamics Autoencoder (DAE), Dynamics Autoencoder with data
augmentation (DAEaug), andEquivariant Dynamics Autoencoder (eDAE), which differ in their use
of standard orG-equivariant latent state representation functions � : OH ! Rr s , linear mapsA � ,
and decodersd� : Rr s ! O . For all experiments, encoder and decoderNN architectures are matched
in size, and we report the mean, min and max over four random training seeds.
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Figure 9.10 Test set prediction MSE of DAE, DAEaug, and eDAE for closed-loop locomotion dynamics modelling
of the Mini-Cheetah robot, comparing symmetry groups G = K4 � C2 and G = K4 , while varying training dataset
size, prediction horizon, and latent model space dimension r s . Solid lines and shaded areas represent the mean,
maximum, and minimum prediction error among 4 training seeds. (a) Sample ef�ciency plot comparing test set
MSE vs. size of the training dataset. (b) Models MSE while varying prediction horizon. (c) Models' MSE while
varying dimensionality of the latent state representation r s . (d) MSE of measurable state observables in original
units. Figure adapted from Ordoñez-Apraez et al. (2024).

Synthetic symmetric dynamical systems with �nite symmetry groups In this experiment, we
generate synthetic nonlinearG-symmetric dynamical systems with various �nite symmetry groupsG.
Each system is de�ned as a constrained stable linear system with stochastic perturbations:

ot+ Mt = K Mt ot + � t ; s.t. Co t � c; 8 ot 2 O ; t 2 R;

whereo 2 O is a state observation,K Mt 2 RjOj�jOj is a linear dynamics matrix,� t 2 RjOj is a white-
noise stochastic process with standard deviation� , andC 2 Rnc �jOj , c 2 Rnc are the parameters of
nc inequality hyperplane constraints. A system isG-symmetric ifA Mt is aG-equivariant matrix, i.e.,
g . O A Mt � = A Mt (g . O �) for all g 2 G, and every hyperplane constraint is added in group orbits (see
Ordoñez-Apraezet al.(2024) for details).

For these systems,PMt
~oj~o is Gaussian, so we set the history horizon toH = 1 , i.e.,~ot = ot , and choose

the discretization stepMt to ensure a reasonable signal-to-noise ratio.

These synthetic systems enable a systematic comparison of the impact of symmetry exploitation
across different groupsG, observation space dimensionsjOj , latent state dimensionsr s, and noise
levels� . The results show that the eDAE architecture consistently outperforms the symmetry-agnostic
model in terms of sample ef�ciency (�g. 9.9-a), compounding multi-step prediction error (�g. 9.9-b),
sensitivity to the choice of latent state dimensionr s (�g. 9.9-c), and robustness to variations in the
noise scale of the underlying dynamics (�g. 9.9-d).

Modelling quadruped closed-loop dynamics In this experiment, we learn a �nite-dimensional
approximation of the closed-loop transfer operatorEMt

~oj~o for quadruped legged locomotion, induced
by a �xed G-invariant stochastic control policy� that tracks a desired base velocity with a �xed
trotting gait (Amatucci et al., 2022). The robot traverses uneven terrain, resulting in a distribution
of disturbances that generate the policy's closed-loop invariant setW � (seede�nition 9.2). The
time-invariant marginal distribution of state observation historiesP~o represents the distribution of
trajectories under nominal policy performance, empirically approximated by aG-invariant dataset of
successful episode recordingsD = f ~oi gN

i =1 composed of locomotion trajectories from the8 different
symmetric modes of the robot; seeanimation.



9.3 Koopman/Transfer dynamics operators 148

The Mini-Cheetah quadruped robot possesses a symmetry group of order8: G = C2 � C2 � C2 �
K4 � C2 (see�g. 9.8). The state observation is de�ned as

ot = ( qjs; _qjs; zt ; ot ; verr;t ; werr;t ) 2 O � R37:

whereqjs 2 M � R12 and _qjs 2 TqM � R12 are the joint-space generalized position and velocity
coordinates,zt 2 R1 is the �oating-base height,R B 2 SO3 is the �oating-base orientation, and
verr;t 2 R3, werr;t 2 R3 are the control errors in the desired linear and angular base velocities,
respectively. For this task, a history horizon ofH = 5 is suf�cient to disambiguate between the
robot's different contact modes during normal locomotion.

The results show that theeDAEmodel consistently outperformsDAEaugandDAE in terms of sample
ef�ciency (�g. 9.10-a), compounding multi-step prediction error (�g. 9.10-b), sensitivity to the choice
of latent state dimensionr s (�g. 9.10-c), and overall observation prediction error (�g. 9.10-d). Notably,
when comparingeDAE andDAEaugmodels trained with either the full symmetry groupK4 � C2 or
the subgroupK4 (see�g. 7.1), we observe signi�cant differences in sample ef�ciency and optimality
gaps, highlighting the increasing bene�ts of leveraging larger symmetry groups to improve learned
dynamics model performance.



Chapter 10

Discussion and Future Work

This thesis presents a theoretical and practical study of the symmetries of robot dynamics and their
implications for the core learning tasks in robotics: dynamics modelling, state estimation, and control.
In contrast to previous works on symmetries in robotics (Bloch et al., 1996; Murray et al., 2017;
Wieber, 2006), which rely heavily on differential geometry and focus primarily on environmental/base
symmetries of mechanical systems (see�g. 1.2), this thesis adopts a predominantly group-theoretic
analysis of Lagrangian mechanics.

This perspective enables us to extend the notion of symmetry to a broader class of transformations,
most notably morphological symmetries, which constitute the core focus of this thesis. It also reveals
a new and largely unexplored connection between robot dynamics and harmonic analysis (Mackey,
1980), a �eld that provides a broad range of theoretical results and algorithms for the analysis of
symmetric dynamical systems. While harmonic analysis has played a central role in modern particle
physics and chemistry (Dresselhaus et al., 2007), its implications for robot modelling and control
remain largely unexplored, opening a promising research direction for robotics (seesection 4.3
andchapter 9).

Through substantial theoretical and empirical work, this thesis argues that environmental/base symme-
tries, and more importantly morphological symmetries, should be exploited as physics-informed priors
to improve the ef�ciency and generalization of learning algorithms for modelling, state estimation,
and control in robotics. Experimental results across these three core learning tasks consistently demon-
strate that symmetry-aware learning algorithms signi�cantly outperform their symmetry-agnostic
counterparts, while the open-access software stack accompanying this thesis provides a practical
toolkit for the adoption of these techniques in robotics research and applications.

Further work

Throughout this PhD project, we opened far more questions than the ones we closed. Below, I outline
some of the core research directions that I am most excited to pursue next.

Computational design of robot morphologies The interplay of learning and morphology is an
open �eld for research in symmetry-aware computational design. Large-scale locomotion learning
experiments leveraging the bilateral re�ection symmetry present in most animals in the phylogenetic
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tree were performed byGupta et al.(2021), opening a research line that connects learning dif�culty to
the morphology of the agent learning to solve the task. Throughout this thesis, we identi�ed how the
presence of morphological symmetries plays a crucial role in mitigating the curse of dimensionality
(Higgins et al., 2022) and improving learning rates (Ordoñez-Apraezet al., 2026; Wang et al.,
2022b)—that is, in reducing the learning dif�culty. While the majority of the industry is focused
on producing robots with a humanoid form factor, I see no reason why we should not explore a
completely different space of robot morphologies than those seen in nature. Especially because
robot manufacturing possesses two key technologies that nature never had access to: (i) unbounded
revolute joints, enabling not only wheels but also body motions without position constraints, and (ii)
reproducibility and low cost of mass manufacturing. Unbounded revolute joints open a completely
different design space of morphologies than those seen in nature, and reproducibility removes the
key evolutionary pressure that guided morphology design in nature: resource ef�ciency. To guide the
exploration of this new design space of arti�cial embodied intelligence, morphological symmetries
provide the ideal mathematical language to connect morphology to learning and control tractability.

Transfer operator based control The original aim of this thesis's work on Koopman/transfer
operators was to address model-based predictive control in robotics. In practice, however, we were
only able to tackle closed-loop dynamics modeling, due to two main obstacles: (i) the theory for
approximating these operators from data was not mature enough when this project began, and (ii)
practical methods for learning these operators offered little to no learning guarantees and performed
poorly in high-dimensional, contact-rich settings. In recent years, substantial progress has been made
on both fronts, with (Kostic et al., 2024; Ordoñez-Apraezet al., 2026) introducing learning algorithms
that are now ready to be tested in control contexts. Notably, interpreting the low-rank approximation
of the spectral decomposition of the transfer operator opens a promising avenue for future research,
bridging operator approximation with the statistical learning theory of control and explorationTsiamis
et al.(2023). Furthermore, as discussed inchapter 9, environmental and morphological symmetries
play a pivotal role in both the approximation of the transfer operator and the decomposition of control
problems into lower-dimensional subproblems, highlighting the substantial computational bene�ts of
symmetry-aware control approaches.
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I

Glossary

cCDF conditional Cumulative Distribution Function.

cGMM Conditional Gaussian Mixture Model (Gilardi et al., 2002): A parametric model for bench-
mark conditional density estimation datasets. Generates random variablesx andy of arbitrary
dimensions with varying mutual information. Enables analytical computation of thePMD
density ratio, unavailable in real-world datasets, allowing direct quanti�cation of approximation
error for the conditional expectation operatorEy jx and itsPMD density ratio .

CI Con�dence Interval.

cLoRa Contrastive Low-Rank loss from (Kostic et al., 2024; Ryu et al., 2024) for operator and
representation learning. Used in density-ratio �tting (Sugiyama et al., 2012), representation
learning (HaoChen et al., 2021; Wang et al., 2022c), and mutual information estimation (Tsai
et al., 2020) .

CNN ConvolutionalNN.

CNNaug CNN trained with data-augmentation.

CoM Center of Mass.

CoT cost-of-transport.

CQR Conditional Quantile Regression (Feldman et al., 2023): A multivariate neural network ap-
proach for regressing upper and lower quantiles at a speci�ed miscoverage level� using pinball
loss. Con�dence intervals are typically calibrated post-training via conformal prediction, but
calibration is omitted here for fair model comparison .

DAE Dynamics Autoencoder: Originally proposed inLusch et al.(2018). .

DAEaug Dynamics Autoencoder with data augmentation.

DL Deep Learning.

DoF degree of freedom.
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DRF Density Ratio Fitting (Tsai et al., 2020): A density ratioNN architecture that parameterizes
the approximatedPMD � � : X � Y ! R+ as a singleNN. Consequently, this model cannot
be used for downstream conditional probability estimation and regression—it is limited to
estimating the mutual information betweenx andy (Tsai et al., 2020) .

eCNN equivariant CNN.

eCQR Version of eCQR where the upper and lower parametric quantile functions are parameterized
by G-equivariant NNs .

eDAE Equivariant Dynamics Autoencoder: AG-equivariant adaptation of the DAE architecture
(Lusch et al., 2018), introduced inOrdoñez-Apraezet al.(2024). .

E-IPPO Equivariant Independent Proximal Policy Optimization: Trains a single policy for one arm
(22-DoF) and applies it to both arms. The symmetry effectively doubles the training data and
includes task encoding in the observation to facilitate learning.

eMLP Equivariant MLP.

eNCP Equivariant Neural Conditional Probability.

E-PPO Equivariant Proximal Policy Optimization: A single policy with an equivariant network con-
trolling the entire system jointly (44-DoF). Represents standard PPO with symmetry handling.

eTransformer equivariant transformer.

GDL Geometric Deep Learning: A �eld of machine learning that incorporates geometric priors into
deep learning models (Bronstein et al., 2021).

GRF Ground Reaction Forces.

iDRF Invariant Density Ratio Fitting: This is aG-invariant adaptation of the DRF model (Tsai et al.,
2020) that parameterizes the approximated PMD� � as aG-invariantNN .

IPPO Independent Proximal Policy Optimization: Learns two �xed policies, each assigned to
one arm. Due to scene randomization, each policy must learn both subtasks and select the
appropriate one.

MDP Markov Decision Process.

MLP Multi-Layer Perceptron.

MLPaug MLP trained with data augmentation.

MS Morphological Symmetries.

MSE mean squared error.

MTMA-POMDP Multi-Task Multi-Agent POMDP.



Glossary 163

NCM The term Normal Con�guration Mode (NCM) of motion, introduced in this work, denotes a
unique mode of symmetry-constrained motion of a robot con�guration. The quali�er "Normal"
underscores the orthogonality between different NCMs, drawing parallels with the concept of
Normal Vibrational Modes in molecular dynamics (Dresselhaus et al., 2007).

NCP Neural Conditional Probability: A deep representation learning framework (Kostic et al., 2024)
for conditional probability estimation and regression with statistical guarantees via operator
theory (Baker, 1973). This framework is symmetry-agnostic .

NN Neural Network.

ODE ordinary differential equation.

PMD Pointwise Mutual DependencyTsai et al.(2020): A pointwise dependency measure between
random variablesx andy , de�ned as� (x ; y ) = dPxy (x ;y )

d
�

Px (x )� Py (y )
� = exp

�
MI(x ; y )

�
.

POMDP Partially Observable Markov Decision Process.

PPO Proximal Policy Optimization.

PPOaug PPOwith data-augmentation.

PPOsym PPO with hard equivariance / invariance symmetry constraints.

RL Reinforcement Learning.

s.o.t.a. state-of-the-art.

SDE stochastic differential equation.

SM-aug SYMDEX-aug: Uses the same training scheme as our method but replaces the equivariant
network with on-policy data augmentation using group transformations, a common alternative
in symmetry learning.

SM-c SYMDEX-c: Matches our method's policy structure but uses a global value function instead
of separate ones, ablating the effect of global value functions commonly used in multi-agent
cooperative settings.

SVD singular value decomposition.

SymDex SYMDEX: An IPPOvariant with individualG-invariant control policies per arm and seprate
G-invariant value functions per arm, evaluating single arm task performance, and knowledge of
the permutation symmetry between the tasks. .

UniMal Universal Animal design space.
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